
Practical 1 – Using Stat-JR for normal response multilevel models 

Introduction to Stat-JR’s TREE interface and the bird dataset 

In this practical we will investigate a statistical ecological dataset on the nesting behaviour of great 

tits (Parus major) which is a simulated dataset (in fact it was derived by adding noise, at random, to 

real data). The real dataset was collected by researchers at Oxford University over 34 years and is 

part of the Wytham Woods data on great tits. We will cover some results from the real dataset in 

the second lecture. Our first task, however, is to start the Stat-JR package and its TREE (Template 

Reading and Execution Environment) interface. So, in the directory that you have installed it, find the 

file TREE.cmd and double-click on it: this should start a command prompt window. In this window 

you will see some commands a bit like the following: 

O:\external\StatJRmay31>SET PATH=O:\external\StatJRmay31\MinGW\bin;O:\external\StatJRmay31\src\lib\EStat\templates; 

 

O:\external\StatJRmay31>SET LTDL_LIBRARY_PATH=C:\Program Files\JAGS\JAGS-3.3.0\x64\modules 

 

O:\external\StatJRmay31>cd src\apps\webtest 

 

O:\external\StatJRmay31\src\apps\webtest>webtest 

WARNING:root:Failed to load package GenStatModel (GenStat not defined) 

WARNING:root:Failed to load package GretlModel (Gretl not defined) 

WARNING:root:Failed to load package MatlabScript (Matlab not found) 

WARNING:root:Failed to load package MinitabModel (Minitab not found) 

WARNING:root:Failed to load package MinitabScript (Minitab not found) 

WARNING:root:Failed to load package MIXREGLS (MIXREGLS not found) 

WARNING:root:Failed to load package OctaveScript (Octave not found) 

WARNING:root:Failed to load package Sabre (Sabre not found) 

WARNING:root:Failed to load package SASModel (SAS not found) 

WARNING:root:Failed to load package SASScript (SAS not found) 

WARNING:root:Failed to load package SPSSModel (SPSS not found) 

WARNING:root:Failed to load package SPSSScript (SPSS not found) 

WARNING:root:Failed to load package StataMLwiN (Stata not defined) 

WARNING:root:Failed to load package StataModel (Stata not defined) 

WARNING:root:Failed to load package StataScript (Stata not defined) 

WARNING:root:Failed to load package SuperMIX (SuperMIX not found) 

INFO:root:Trying to locate and open Firefox 

ERROR:root:could not locate runnable browser 

INFO:root:Trying to locate and open Chrome 

DEBUG:root:could not locate runnable browser 

INFO:root:Trying to locate and open default web browser 

http://0.0.0.0:1503/ 

 

These commands are essentially just messages saying which statistical software packages can’t be 

found on the machine; the important line is the last one that fires up a web browser which will be 

used to enter input to, and view output from, Stat-JR. The command window will remain in the 

background as this is where the program is actually running on your machine and it will contain lots 

of debugging information. The web browser1 should pop-up as shown below: 

                                                           
1
 Stat-JR works best with either Chrome or Firefox, so if the default browser on your machine is Internet 

Explorer it is best to open a different browser and copy the html path to it. 



 
 

And clicking on Begin will fire up Stat-JR with the default template and dataset: 

 

 
 

This screen contains information about current settings – the Current template being used and the 

Current dataset on which to use it in the top black bar and from this bar we are able to manoeuvre 

through Stat-JR to other templates and datasets. In the space below the inputs for the current 

template are then displayed ready to be filled in. The Stat-JR system is written in Python and consists 

of a suite of (potentially user-written) templates that each perform some specific action (for R users 

they are each a little like an R package) which may be model-fitting, graphing or data manipulation. 

The TREE interface can be used to look at one template at a time with a single dataset, but 

templates can be strung together since datasets outputted as the result of a template execution can 

then be used with another template. There are also two other Stat-JR interfaces – an eBook-based 

interface known as DEEP (Documents with Embedded Execution and Provenance) and a command 

line-based interface. 

 



To familiarise ourselves with Stat-JR we will firstly find our dataset which is called bird.dta. So from 

the Dataset pull down list, click on Choose and from the list of datasets that appears select bird in 

the pull-down list and then click on the Use button to the bottom right of the window. We will be 

doing some initial graphing of the data so, in the template pull down list, click on Choose and from 

the list of templates scroll down and find Histogram, and click on the Use button to the bottom right 

of the window. Note that the list of terms in blue and red (known as a tag cloud) above the list can 

be used to reduce the number of templates in the list: so, for example, clicking on the tag Plots will 

reduce the list to only those templates specifically designed for plotting. 

 

The top of the window should now look as follows: 

 

 
 

Before using the Histogram template we will first look at the dataset. Clicking on the Dataset pull 

down list and choose Summary link, towards the top of the window, this will bring up a second tab 

in the browser with some summary statistics for the data thus: 

 

 
 

The bird data contains 4165 nesting records, over a 34 year period, where, for each nesting record, 

we have the year (yr), nest box (nbno), male (male) and female (Female) birds involved. We also 

have records of the clutch size (cs), lay date (ld) recorded as days after April 1st, average nestling 

mass (nmass) at 10 days old, and whether the nest was successful (nsucc) measured in terms of 

whether any offspring was observed to breed in Wytham woods in later years. I have also 

constructed a fictitious year-level variable (denoted climate) for use later. The variables obs and cons 

are the observation number and a constant variable which we will also use later. 

 



Returning to the main window we could also click on the View button from the Dataset pull down 

list and get the following: 

 

 
 

So here we see the first few records for year 1 in the dataset: for example, the first line is a mating of 

male bird 1 and female bird 1 in nest box 1, resulting in a clutch of size 12 on April 25th with average 

nestling mass of 18.667g and at least 1 chick surviving to breed in later years. 

 

In this practical our main focus will be the nestling mass variable and we will look at fitting models to 

explain what affects average nestling mass. Before we start modelling it is worth plotting the 

variable to see what its distribution looks like and to do this we will use the Histogram template 

which we have already chosen.. Fill in these template inputs as follows (Values: nmass; Number of 

bins: 15): 

 

 
 

Clicking on Next, and then Run, will perform the plotting. By default we see the script to do this but 

the object list lower down at the left of the screen will allow access to all objects and selecting 

histogram.svg results in the following display towards the bottom of the window: 



 

 
 

When a template is run in Stat-JR, a pane appears at the bottom of the screen that contains one 

from a selection of outputted objects (accessible from pull-down lists). Here we have a rendering of 

an .svg file which shows the histogram. When we consider model templates later there will be more 

outputs to choose from. 

 

Looking at the histogram we can see that nestling mass has a slight skew to the left, but fitting a 

normal distribution, and hoping that predictor variables might explain variation, seems a reasonable 

approach. 

Model fitting 

Stat-JR has its own built-in MCMC engine (called eStat) which we will use for most of our model-

fitting. Stat-JR also interoperates with various other packages, allowing users to fit models using a 

range of externally-authored software packages, but we will generally leave this as an exercise for 

the reader. 

 

To demonstrate model-fitting we will begin with a simple linear regression model. It would seem 

reasonable to propose that the average nestling mass weight will depend on the clutch size in a 

nesting attempt. Here we believe that generally larger clutches will have, on average, lighter chicks.  

To test this we will fit a regression using MCMC via Stat-JR’s in-house eStat engine. So, click on the 



Template pull down list and select Choose. Then, in the template list, choose Regression1 and click 

on Use. 

 

Next we enter the following inputs for the regression template clicking Next at times to get more 

inputs (response: nmass; explanatory variables: cons,cs; number of chains: 3; Random Seed: 1; 

length of burnin: 500; number of iterations: 2000; thinning: 1; Use default algorithm settings: Yes; 

Generate prediction dataset: Yes; Use default starting values: Yes; Name of output results: out): 

 

 
 

Here note that we have chosen cons and cs as explanatory variables to include both an intercept and 

slope in our model. We have used some typical ‘default’ values for our MCMC estimation – running 3 

chains in parallel each for 2,000 iterations after a burn-in of 500 iterations. Clicking on Next and Run 

will start populating the object list: 

 
 

 



We firstly have equation.tex which is a LaTeX description of the model to be fitted (along with 

diffuse prior distributions as we are using MCMC in a Bayesian framework). If we select model.txt 

then we can see the model code: 

 

 
 

This code is which is very much like the code WinBUGS uses to describe a regression model. The 

model code constructed by the template is then fed into Stat-JR’s algebra system which constructs 

conditional posterior distributions which can be used in an MCMC algorithm. Choosing algorithm.tex 

will give the full algorithm and we can display this in its own pane by clicking on the word Popout 

next to the list: 

 

 
 

The algorithm contains 3 steps using the MCMC technique of Gibbs sampling for each parameter, in 

this case beta0 (the intercept), beta1 (the slope) and tau (the precision (1/variance) of the residuals). 



We also see deterministic steps for sigma2 (the residual variance) and sigma (the residual sd), as 

well as an expression for the deviance function. Stat-JR will take this algorithm and generate 

bespoke C++ program code to fit the specific algorithm to the specific model. This code will then be 

compiled and run. This is all done in the background but the interested reader can investigate the 

bits of C++ code which are available in the right-hand list. Part of the time taken, after clicking on 

run, is compiling the code, and so if we chose the same model again (or ask for further iterations) we 

will see a quicker execution time (the command window that is running Stat-JR will state how long 

the actual running takes). We have asked for 3 chains, which will be run in parallel (assuming you 

have 3 processors on your machine). 

 

Upon finishing the timer to the right of the header bar will stop and say Ready and the time taken 

and we can select ModelResults from the pull-down list as shown below: 

 

 
 

Here we see that the intercept estimate is 19.02 whilst the slope estimate is -0.055: so, for each 

extra chick, we expect, on average, a drop in weight per bird of 0.055g. Both posterior mean 

estimates are far bigger than their standard deviations, and so are significant. For each parameter 

we also get a diagnostic called the effective sample size (ESS) which is an indication of how confident 

we can be in the estimates – here the ESS for beta_0 and beta_1 are low (134 and 133 respectively) 

and so, in practice, we might like to run our chains for longer (although we will not here). The reason 

for low ESS in this instance is that our algorithm is single-site-updating: i.e. each beta is updated in 

its own step, and this, coupled with not centering clutch size, results in poor mixing (low ESS) of the 

chains. We point this out here but will press on for now; in the further exercises, however, you might 

consider using a template that block-updates the beta parameters, or trying templates which 

interoperate with other software that also uses block-updating. 

 

Finally, at the bottom of the model results, we get the DIC diagnostic. We see that this has value 

12398.35 and that pD is 2.93 which is the effective number of parameters: in the case of a simple 

regression model this is approximately the actual number of parameters (intercept, slope and 



precision). The value of DIC is only useful in comparison with a DIC value from another model, where 

we are aiming to find models that reduce DIC. 

 

To get more of an idea what the parameters look like we can choose their diagnostics plots which 

are available (in the right-hand pane) by choosing the object with their name followed by a .svg 

extension. We will here just consider beta_0.svg and pop it out: 

 
 

This shows six graphs associated with this parameter (again, if you can’t see all six in the pane, then 

best to stretch the window). In the top row we see trace plots of the three chains that we have run 

and three kernal density plots associated with each chain. Here we would look to see that the three 

chains overlap well, which they do, and also that the kernel density plots are similar. Actually, the 

red curve has a bit of a kink to the right, and if we were to run for longer these three graphs would 

overlap more and converge to be the same normal-shaped curves. 

 

The next row contains time series diagnostics (ACF and PACF). Of these the ACF is more useful as it 

shows the correlation in the chain for values a certain lag apart: so, for example, looking at lag 20 we 

have a correlation of about 0.5 between values 20 iterations apart. The bottom row has a MCSE 

graph which gives a prediction of MCSE (Monte Carlo standard error – the error induced by the 

stochastic nature of MCMC) if we run for specific run lengths. The final chart, in the bottom-right 

corner, plots the Brooks-Gelman-Rubin (BGR) multiple chains diagnostic: here we are hoping that 

the red line, which represents the diagnostic, converges to 1.0, which it does. 

Multilevel Modelling 

The purpose of this workshop is, of course, to introduce multilevel models, and in this case a 

problem with the regression model we have fitted is that it doesn’t control for the fact that there is 



clustering in the dataset: for example each nesting attempt is ‘nested’ within a specific year and we 

might assume that there are year effects. We will therefore now consider fitting multilevel models 

that account for differences between years (looking ahead to Practical 2, we will there also consider 

the other sources of random variation: for example, attempts nested within female birds). 

 

We will start by ignoring the clutch size predictor and, in line with the lecture, fit the simplest 

multilevel model, the variance components model. 

Variance components model 

To fit a variance components model we will need to consider a template that fits multilevel models, 

and here we will use a template named 2LevelMod. To choose this template click on the Choose 

option from the Template pull down list and select it from the template list, clicking on Use. We 

then set-up the model by specifying the template inputs as follows (response: nmass; Level 2 ID: yr; 

specify distribution: Normal; explanatory variables: cons; Store level 2 residuals?: No; Choose 

estimation engine: eStat; number of chains: 3; Random Seed: 1; length of burnin: 500; number of 

iterations: 2000; thinning: 1; Use default algorithm settings: Yes; Generate prediction dataset: Yes; 

Use default starting values: Yes; Name of output results: out): 

 

 
 

So, in this template, we are now asked for the Level 2 ID column for which we choose yr, with the 

other main new input asking us to “Choose estimation engine”. Here you can choose to fit this 

model using other software: the choices available depend both on which other software is loaded on 

your machine, and which software is supported by the specific template you’re using. For now, we 

will leave exploration of Stat-JR’s interoperability to the further exercises. 

 



We have also only included cons in our explanatory variables list as we are not, for now, fitting any 

predictor variables. Clicking on Next will bring up the LaTeX for this model. Here we can see the 

additional assumption that the year effects (uyr[i]) are normally-distributed. 

 

 
 

Clicking on Run will compile and run this model and the estimates will be as given in the 

ModelResults option as shown below: 

 

 
 

Here we see that the fixed effect beta_0 has value 18.59: i.e. after controlling for year effects we 

expect chicks, on average, to have mass of 18.59g. The variance can be split into the between-years 

variance (sigma2_u) = 0.107 and the residual variance (sigma2) = 1.07 and so we see that the 

differences between years explain 0.107/(0.107+1.07) = 9.1% of the variation = VPC as defined in the 

lecture notes. We can also see the DIC for this model is 12131, as compared to 12398 for the 

regression, indicating that between-year differences are more important than clutch size in 

predicting nestling mass. Of course, though, we would like to include both these effects and that 

leads us to the next model. 



 

Random intercept model 

The current 2LevelMod template can also fit random intercept models, and so if you repeat the 

inputs that you entered for the variance components model, but including both cons and cs as 

explanatory variables, then you will have a random intercept model. To repeat the inputs one can 

either click on Start again or, as a shortcut, click on the remove button next to the explanatory 

variables which will maintain the original inputs entered prior to this one.2 If you have completed the 

inputs correctly, and clicked on Next, then the LaTeX should look as shown: 

 

 
 

Clicking on Run will run the code, after which the estimates (in ModelResults) will soon be returned, 

as below: 

 

                                                           
2
 Or alternatively you can copy the Input string (the line of text which appears roughly midway down the 

window: specifically, you need to copy the part of it between, and including, the curly brackets), press Start 
again, and then paste this in the Input string box. To change the explanatory variables, you will then need to 
edit the string accordingly, by changing ‘x’: ‘cons’ to ‘x’: ‘cons,cs’, prior to pressing Set. 



 
 

Here we see an intercept of 19.25 with a slope of -0.076: i.e. a drop of 0.076g per extra bird in the 

clutch, which is slightly larger than in the model not accounting for year differences. We see that the 

VPC in this model is 0.115/(0.115+1.053) = 9.8%: i.e. 9.8% of the variability remaining is due to 

differences between years. This model has a DIC of 12068 which is smaller than both earlier models, 

indicating that both year effects, and clutch size, are important predictors. 

 

It would be nice to look at what we are actually fitting with this random intercept model and 

predictions from the model can be found in an additional dataset called prediction_datafile. 

Therefore if we use the pulldown lists at the top of the screen and choose prediction_datafile from 

the datasets list, and XYGroupPlotFilter from the templates list, remembering to click on the 

corresponding Use button after each selection. This template is useful for plotting predictions, and 

we fill in the inputs as follows: 

 

 
 



Here we wish to plot predicted values against our predictor variable cs, fitting a separate line for 

each year (yr).  The filter expression is used so that only the first 10 years are plotted. Clicking on 

Run and selecting graphxygroup.svg gives the following plot: 

 

 
 

Here, as we might expect from the lecture notes, we see that, although each year has its own 

intercept, they share the same slope, resulting in parallel lines. As in the lectures, our next step is to 

test this assumption by investigating whether a model which allows these slopes to vary is a better 

fit. This requires a random slopes model, for which we need a different template: 2LevelRS. 

Random slopes model 

Returning to the top of the screen, we choose 2LevelRS from the template list, and bird from the 

datasets list, clicking on Use after each. This time we fill in the inputs as follows (response: nmass; 

Level 2 ID: yr; specify distribution: Normal; explanatory variables: cons, cs; explanatory variables 

random at level 2: cons, cs; Store level 2 residuals?: No; Priors (Note this is ignored for non-MCMC 

methods): Uniform; Choose estimation engine: eStat; number of chains: 3; Random Seed: 1; length 

of burnin: 500; number of iterations: 2000; thinning: 1; Use default algorithm settings: Yes; 

Generate prediction dataset: Yes; Use default starting values: Yes; Name of output results: out): 

 



 
 

The new inputs we are asked for here are, firstly, which explanatory variables are random at level 2 

(which allows us to specify cons and cs to get both random intercepts and slopes) and, secondly, 

which priors we would like to use (for simplicity we’ll employ Uniform, although there is also the 

option of Wishart priors). 

 

Clicking Run will give the LaTeX for the model as shown below: 

 

 
 

The model code for this model can be seen in model.txt 



 
 

Here you can see the multivariate normal assumption for the random intercepts and slopes. The 

algebra system in Stat-JR is somewhat limited when dealing with multivariate distributions and the 

model code is a way of getting it to fit a multivariate normal distribution. In fact this template has 

some custom C code to fit the precision matrix (d_u) and as models get more complicated the 

amount of code required to supplement the algebra system increases. After running the model the 

results obtained (in ModelResults) are as below: 

 

 
 

Here the level 2 matrix is represented by the 3 parameters (omega_u_0 – omega_u_2). We see that 

the between-year variance for slopes (omega_u_2) is small at 0.0038, and not quite twice its 



standard deviation, whilst the covariance between intercepts and slopes (omega_u_1) is also small, 

at -0.0217, and also not twice its standard deviation. The negative sign implies that the higher the 

intercept, the lower the slope, but one should not read too much into this as an intercept here is 

equivalent to a clutch size of zero. Below we show the results for fitting the same model where cs is 

replaced by cs2, which is a clutch size variable centred around a value of 9 eggs: approximately the 

average clutch size. Here the covariance is positive, and also the ESS for all parameters are bigger: 

 

 
 

Note that, for both models, the DIC is (marginally) better than that the random intercepts models, 

with an improvement of about 10. 

 

Here we will continue with our existing model, however, and set about plotting prediction lines. 

Currently we are still working on Stat-JR’s predictions functionality, and the prediction variable 

pred_full is constructed by simply adding all prediction terms together! This is fine for random 

intercept models, but for random slopes we require a correction as the slope residual is added 

without being multiplied by cs. To do this, select prediction_datafile from the dataset list, and 

Calculate from the template list, clicking Use after each. Then fill in the inputs as shown below 

(Output column name: pred_correct; Numeric expression: pred_full + (cs-cons)*pred_u1; Name of 

output dataset: prediction_datafile2): 

 



 
 

Clicking on Next and Run will create another dataset called prediction_datafile2 with this extra 

variable. So now if we return to the top of the screen and select XYGroupPlotFilter as template, and 

prediction_datafile2 as the dataset, we can create a plot by specifying the following inputs (X values: 

cs; Y values: pred_correct; Grouped by: yr; Filter expression: yr <= 10; Show legend: No; Plot lines: 

Yes; Show points: Yes; Separate colours for each group: Yes): 

 

 
 

Here again we will only plot the lines for the first 10 years. Clicking on Run will give lines as shown 

below if we select graphxygroup.svg and pop it out: 



 
 

Here we see that the slopes do vary, and in fact in some years there is a positive relationship 

between nestling mass and clutch size. It probably makes sense to find that, in years when nestling 

mass is on average higher, clutch size has less impact, as it is likely these are years were food is 

abundant. We finally consider another topic from the lecture – contextual effects – and will consider 

this with the earlier random intercept models. 

Contextual effects 

We are returning to model-fitting so go back to the top menu bar and select 2LevelMod from the 

template list and bird from the dataset list clicking Use after each, and then Run to fit the model. 

This time we are going to add climate to the list of explanatory variables, but aside from this the 

inputs are the same as for the last random intercept model (response: nmass; Level 2 ID: yr; specify 

distribution: Normal; explanatory variables: cons, cs, climate; Store level 2 residuals?: No; Choose 

estimation engine: eSTAT; number of chains: 3; Random Seed: 1; length of burnin: 500; number of 

iterations: 2000; thinning: 1; Use default algorithm settings: Yes; Generate prediction dataset: Yes; 

Use default starting values: Yes; Name of output results: out): 

 



 
 

The variable climate is a completely fabricated year-level variable which is meant to capture 

variation in weather between years and explain year differences. Clicking on Next and Run we can 

firstly see the LaTeX model code: 

 

 
 

Then, upon finishing running, we get the results: 

 



 

 
 

Here we see several interesting things: Firstly climate is significant with an estimate of 0.299 (and 

standard deviation 0.084) and, in terms of variability, the year-level variance (sigma2_u) has fallen 

from 0.116 to 0.082, whilst the residual variance is unchanged, and thus the VPC has reduced: years 

per ce are less important if we know the climate. What is perhaps slightly surprising is that the DIC 

for this model has hardly changed and so doesn’t really suggest this is a better model. This is 

because the DIC is explaining fit of the model at level 1, and so a level 2 effect is not explaining the 

differences at level 1 any better than the random year effects were. This does indicate a possible 

disadvantage of using DIC for model comparison. 

Extra Exercises 

1. In many of the models we have fitted, the mixing of the chains is poor – you can investigate 

whether this is due to the algorithm by considering the 2LevelBlock template for each model 

fitted with 2LevelMod. 

 

2. We also have a further possible predictor, laydate (ld), where one might hypothesise that 

later clutches are likely to have lower nestling mass. Investigate this predictor and any 

interactions with other predictors. 

 

3. Investigate other estimation engines – e.g. R, MLwiN, WinBUGS, OpenBUGS – by changing 

the estimation engine when offered the option in the various templates. 


