
Practical 2 – Using Stat-JR for non-normal and non-nested response 
models 

Logistic Regression modelling 

In this second practical we will continue working with the bird dataset but we will firstly look at how 
we deal with a response that doesn’t follow a normal distribution. Here we will consider the nest 
success variable, nsucc, defined as any of the nestlings surviving to be observed breeding in Wytham 
Woods in later years. This variable takes the value 1 if the nest is successful and 0 if not. Clearly the 
success of the nest could depend on (i) the clutch size, (ii) the lay date, (iii) average nestling mass 
and (iv) year of breeding. 

Perhaps a good place to start before even fitting a simple logistic regression model is to perform 
cross-tabulations of the data. Start up Stat-JR and click on the Begin button to get to the main 
screen. Choose Tabulate from the template pull down list and click Use. Choose bird from the 
dataset list and click Use then fill in template as follows (Column values: nsucc; Row values: cons; 
Operation: means; Variate column: cs; Use subset of data?: No): 

 

Here we are going to look at average clutch size for successes and failures, and clicking Run and 
selecting table from the object list gives: 

 



So the average clutch size for successes (9.09) is higher than for failures (8.70) but there is great 
variation in clutch sizes. We can do similar tabulations for lay date (ld; note you can change the 
Variate column input by pressing the ‘remove’ link next to it): 

 

So here we see that the successful nests are laying slightly earlier (26th April as opposed to 29th April 
on average). 

Finally, looking at average nestling mass (nmass) we see: 

 

Here we see that chicks are slightly heavier on average in the successful attempts. 

Let’s now try to fit our first logistic regression model. To do this we return select the template 
1LevelMod from the template list and click on Use. The template 1LevelMod extends the Regression 
templates to allow for other response types, and for our first logistic regression model we set up the 
inputs as shown (response: nsucc; specify distribution: Binomial; denominator: cons; specify link 
function: logit; explanatory variables: cons,cs; Choose estimation engine: eStat; number of chains: 
3; Random Seed: 1; length of burnin: 500; number of iterations: 2000; thinning: 1; Use default 
algorithm settings: Yes; Generate prediction dataset: Yes; Use default starting values: Yes; Name of 
output results: out): 



 

Note here we are asked to specify the response type and the link function. We also have to specify a 
denominator column, and for this, as our data is binary, we specify the column cons (a column of 
ones) as every response represents a single 0/1 response. Clicking on Next will bring up the LaTeX 
for this model: 

 

We can also look at the model code by selecting model.txt from the object list: 



 

Here we see, in the model code, that the Binomial distribution (dbin) is specified, and that the linear 
predictor is simply the regression on clutch size. If we click on the object algorithm.tex (and pop out 
the algorithm in its own tab) we will see the following: 

 

For non-normal responses the Stat-JR algorithm cannot identify the conditional posterior 
distribution for each of the parameters as a standard form and so the software reverts to using a 
random walk Metropolis algorithm. If we click on the Run button, the software will generate and 
compile C++ code and fit the model. The results can then be found under ModelResults and are 
shown below: 



 

Here we see that clutch size (beta_1) has a positive coefficient which backs up our initial data 
exploration which showed that successful nests had a slightly higher clutch size. The coefficient is 
considerably bigger than its standard error, so there is strong evidence that the effect is statistically-
significant.  We can calculate the odds ratio (as described in the lecture) by exponentiating the 
coefficient: i.e. odds ratio = exp(0.12815) = 1.14. We can also see that the DIC diagnostic is 5725.9, 
with a pD of approximately 2 (for the 2 fixed effects), and we will use this for model comparison 
later. One worry is that the ESS values for the two fixed effects are poor (32 and 31 respectively) and 
if we look at the diagnostics for beta_0 (beta_0.svg, selected below) there is clearly evidence of poor 
mixing: 

 



One possible remedy, as discussed in Practical 1, is to centre the predictor, but here we will consider 
another interesting technique, described in Browne et al. (2009), in which we fit an orthogonalized 
set of predictors and then transform the results back to the original set. This can be done using the 
template 1LevelOrthogParam. 

So, return to the top of the screen and select this template 1LevelOrthogParam and click Use. The 
inputs we will use will be the same as those for 1LevelMod, and should still be selected, except we 
answer a couple of extra questions regarding orthogonal parametisation (response: nsucc; specify 
distribution: Binomial; denominator: cons; specify link function: logit; explanatory variables: 
cons,cs; Do you want to use orthogonal parameterisation?: Yes; Type: Orthogonal; Choose 
estimation engine: eStat; number of chains: 3; Random Seed: 1; length of burnin: 500; number of 
iterations: 2000; thinning: 1; Use default algorithm settings: Yes; Generate prediction dataset: Yes; 
Use default starting values: Yes; Name of output results: out): 

 

If we click on Next we will see precisely how the orthogonal parameterisation works via the model 
code and mathematical model description: 



 

Basically we construct new predictors, orthcons and orthcs, that are linear combinations of the 
original predictors that are orthogonal to each other. We can then use a transposed matrix to 
recover the beta coefficients from the output as detailed in the code. The model code can be viewed 
as always (under model.txt) and clicking on Run will run this model and the ModelResults are as 
follows:  

 

Here the DIC and pD haven’t changed much as we are fitting essentially the same model, just 
parameterised differently. The ESS have, however, improved dramatically and so we can be more 
confident in our estimates. For comparison, below, we show the beta_0 chains for this 
reparameterized model: 



 

We will next look at the effects of the other two predictors, lay date (ld) and nestling mass (nmass) 
that we previously tabulated. For brevity we will simply add these 2 to the current model using the 
same template. The inputs are therefore as shown below (i.e. the same as before, except for the 
following change – explanatory variables: cons, cs, ld, nmass): 

 



Clicking Next and Run will firstly perform the orthogonal transformation and show the equations as 
given below: 

 

The results can then be seen in the ModelResults output object: 

 

Here we see that the DIC has reduced from 5726 to 5633 showing this is a better model, and all 
three predictor variables have estimates that are considerably bigger than their standard errors. The 
signs of the effects are as in the tabulation: so, nesting attempts are more likely to be successful if 
clutch size is bigger, lay date is earlier and nestling average mass is larger. 

Next we will look at the impact of year of nesting and hence move to a multilevel model. 



Multilevel Logistic Regression modelling 

We will begin by simply looking at the impact of year on its own, and we will use the template 
2LevelMod we previously used for normal responses. We therefore need to return to the top of the 
screen and choose this template from the list and click on Use. The inputs need to be input as shown 
(response: nsucc; Level 2 ID: yr; specify distribution: Binomial; denominator: cons; specify link 
function: logit; explanatory variables: cons; Store level 2 residuals?: No; Choose estimation engine: 
eStat; number of chains: 3; Random Seed: 1; length of burnin: 500; number of iterations: 2000; 
thinning: 1; Use default algorithm settings: Yes; Generate prediction dataset: Yes; Use default 
starting values: Yes; Name of output results: out): 

 

Here we are just required, as with normal models in Practical 1, to input the identifier for level 2. 
Clicking on Next will generate the mathematical model description: 

 



Clicking on Run will compile and run the model, whereupon selecting ModelResults will give the 
following: 

 

Here we see a reasonable effect for year, with a variability (sigma2_u) of 0.287 between years. As 
discussed in the lecture, the concept of VPC is harder in non-normal responses but one simple 
approach is to assume that at level 1 we have the variability of a standard logistic distribution (π2/3 = 
3.290) in which case the VPC = 0.287/(0.287+3.290) = 8% of the variability. 

The DIC diagnostic for this model is 5567, which is lower than the DIC for the model with all the fixed 
effects (5633) showing that the effects of year are large. Our next step is to combine the two models 
and check if the effects of clutch size (cs), lay date (ld) and nestling mass (nmass) persist when the 
year effects are included. 

Due to the bad mixing we saw earlier we wish to fit the fixed effects using an orthogonal 
parameterisation and the only template for this is NLevelOrthogParamRS which both allows for 
more than 2 levels, and also for random slopes. Fortunately, the 2-level random intercept model is a 
special case of the models it can fit, and so we’ll choose NLevelOrthogParamRS from the template 
list and click on the Use buttons. Then we set up the inputs as follows (Number of Classifications: 1; 
Classification 1: yr; response: nsucc; specify distribution: Binomial; denominator: cons; specify link 
function: logit; explanatory variables: cons, cs, ld, nmass; explanatory variables random at yr 
classification: cons; Do you want to use orthogonal parameterisation?: Yes; Type: Orthogonal; 
Store residuals?: No; Choose estimation engine: eStat; number of chains: 3; Random Seed: 1; 
length of burnin: 500; number of iterations: 2000; thinning: 1; Use default algorithm settings: Yes; 
Generate prediction dataset: Yes; Use default starting values: Yes; Name of output results: out): 



 

Clicking on Next will give the model code and maths equations as we see below: 

 

Clicking on Run will compile and run the model and the results (in ModelResults) are as follows: 



 

Here we see that the DIC diagnostic has reduced to 5469 and so a model with all the fixed effects 
and year random effects is preferable. The fixed effects have the same signs as previously, and are 
statistically significant, however some of their effects have been tempered by including year. For 
example, the effect of clutch size has reduced from 0.103 to 0.054 for each extra chick, and the mass 
effect has also reduced from 0.178 to 0.149. This makes sense as clearly (as seen in the lecture) the 
predictors are also affected by year. 

We have thus far only considered year random effects but as seen in the lecture there are other 
sources of variation recorded (female bird, male bird and nest box). In the next section we will 
investigate fitting models that also account for female bird. Here we will focus on the continuous 
response models for nestling mass we investigated in Practical 1, but note the extension to several 
sources of random variation can also be conducted with non-normal responses. 

Cross classified modelling 

At the end of Practical 1 we fitted a random intercepts model to nestling mass (nmass) with year-
level random effects and fixed effects for clutch size (cs) and climate. We will now consider starting 
with this model but also fitting lay date (ld) and female bird random effects as we have, for several 
birds, repeated measurements across years. We will begin by using another template called 
NLevelMod, so return to the top of the screen and choose this template from the list and click on 
Use. Then the inputs need to be chosen as shown below (Number of Classifications: 2; Classifcation 
1: yr; Classifcation 2: Female; response: nmass; specify distribution: Normal; explanatory variables: 
cons, cs, ld, climate; Store residuals?: No; Choose estimation engine: eStat; number of chains: 3; 
Random Seed: 1; length of burnin: 500; number of iterations: 2000; thinning: 1; Use default 
algorithm settings: Yes; Generate prediction dataset: Yes; Use default starting values: Yes; Name of 
output results: out): 



 

Here we need to specify the two classifications that we will use in our model – in theory this 
template can be used for models with further classifications, for example male bird and nest box, 
but for now we will stick to two. Clicking on Next and Run will create model code and C code which 
will be compiled and run. Here we have stuck with 2000 iterations per chain. After the chains have 
run you will get results as you see below: 

 



 

What is immediately noticeable is that the beta parameter ESSs are tiny, and the estimates look 
rather strange with the intercept beta_0 being 2.76 when, in the last model in Practical 1, it was 
19.25! The between-years variance is also estimated as 321.8 which is huge. It is therefore worth 
looking at the chains for some of the parameters; e.g. for beta_0 we have: 



 

It looks as if the chains in this model-fit have not yet converged and are still being influenced by their 
starting values. To test this out we can run for more iterations and see what happens. Above the 
object pane you will see a box in which you can ask for Extra Iterations. We have just run each chain 
for 2000 iterations, so if we type 23000 into the box, and click on More, we will have run 25000 in 
total: 

 

Clicking on More, as indicated, you will notice that it doesn’t take very long to run for a relatively 
large number of iterations, and that is because the code doesn’t need to be recompiled. If, after 
finishing, we revisit the chains for beta_0, they look as follows: 



 

So here we see the blue and green chains finally converge at around 15k and 17k iterations, 
respectively, while the red chain is still to converge. This means that, in theory, we could restart this 
template with a very long burn-in to get results, however the poor mixing is due to correlation 
between the predictor variables. We could use the orthogonal parameterisation approach again; 
however, as this is a normal response model, we can simply change the template to one that offers 
block-updating of the fixed effects.  

Using the block updating template 

If we return to the template list then we can choose the template NLevelBlock and click on Use to 
use this template. This template automatically performs block updating and we can then specify the 
inputs as you see below (the same as for the previous model, sticking with 2000 iterations1): 

                                                           
1
 NB: As this inputs have the same names in this template they should be already filled in – otherwise you 

could copy the input string, as outlined in a footnote to Practical 1. 



 

If we run the template we will get the results shown below: 

 

Here all three fixed effects are significant, with a larger clutch size and later lay date resulting in 
lighter chicks, and a positive correlation between average nestling mass and the climate variable. We 
can also compare the importance of year and female effects via the VPC, so VPC for year is: 

0.108/(0.108 + 0.203 + 0.833) = 9.44% 

whilst for females it is: 



0.203/(0.108 + 0.203 + 0.833) = 17.74% 

In other words, year effects explain half as much variation as female effects. The model has a DIC of 
11803 which is considerably smaller than the 12066 for the last model in Practical 1, but this is due 
to both lay date and female effects being included. 

We will end the formal instructions here, but there are clearly several models that one can fit to 
extend our investigations further, as detailed below. 

Further exercises  

1. Try fitting Poisson response models to the clutch size variable – here the only possible 
predictors in the data are lay date (ld) and climate. 
 

2. Consider the other classifications, as in the lecture notes – male bird and nestbox (nbno). 
 

3. Try out the interoperability features, and fit some of these models in other software. 


