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Book Symposium on Justice, Luck, and Knowledge, by Susan Hurley

1. Summary: Bringing responsibility and justice together.
 

Justice, Luck, and Knowledge articulates and contributes to recent developments in two areas, moral responsibility, and distributive justice.  A prominent approach to distributive justice, exemplified in work by Gerald Cohen and John Roemer, argues that justice requires goods for which people are not responsible to be distributed equally.  However, such ‘luck-neutralizing’ approaches to justice have not focused attention on responsibility itself.  Meanwhile, responsibility has been articulated in illuminating ways in a body of work beginning with and influenced by Harry Frankfurt’s seminal essays.  Justice, Luck, and Knowledge brings these separate lines of work, on justice and on responsibility, into contact, by examining how the new articulation of responsibility constrains the roles responsibility can play in distributive justice. Part I of the book focuses on responsibility and its inverse correlate, luck; Part II assesses responsibility-based approaches to distributive justice, in light of the preceding arguments about responsibility.

Chapter 1 provides a philosophical landscape against which the arguments of the rest of the book are developed, showing how issues about responsibility are reconfigured by the distinction between actual-sequence and alternate-sequence conditions of responsibility. This important distinction deriving from Frankfurt’s arguments has been further articulated by others; it has especially influenced the way reason-based views of responsibility have developed. The new articulation of responsibility is laid out by reference to the views of Martha Klein, Susan Wolf, and John Martin Fischer.  In the course of exploring this territory, I explain why two putative requirements for responsibility are independent of one another:  the alternate sequence ability-to-do-otherwise requirement and the actual sequence regression requirement, which says that responsibility for something requires responsibility for its causes. Causal conceptions of moral responsibility, such as those involving actual choice or control, are distinguished from noncausal conceptions, such as hypothetical choice conceptions. I explain why the latter leave responsibility indeterminate. The regression requirement is distinguished from other actual-sequence requirements, including various requirements of reason-responsiveness. I explain why the combination of a regression requirement with a requirement of choice or control makes responsibility impossible, and why the major threat to responsibility now looks to be the regression requirement rather than determinism.  And I consider how reason-based accounts of responsibility can respond to this threat.
Chapter 2 argues that alternate sequences are irrelevant to responsibility. My argument is tangentially related to but more general in certain respects than Frankfurt’s argument. I develop a recipe for eliciting the irrelevant-alternative intuition, according to which the outright possibility of doing otherwise, all else constant, is not what matters for responsibility. If the agent wouldn’t have done otherwise whether or not she could have, then it is irrelevant whether or not she could have. This intuition significantly generalizes the intuition evoked by the kinds of cases to which Frankfurt appealed, and it applies to a wider range of cases. The irrelevance of alternate possibilities is explained in terms of the possibility of variable realization of a disposition across deterministic and indeterministic worlds, and illustrated by various cases involving weakness of will, evil, and medical problems.

Chapter 3 assesses the view that responsibility requires regressive choice or control, and is therefore essentially impossible.  I briefly canvas the general issue of when elimination of an entity or property is warranted, as opposed to revision of our beliefs about it, and the connections of this issue with the distinction between context-driven and theory-driven accounts of reference and essence. Context-driven accounts tend to be less hospitable to eliminativism than theory-driven accounts, but this tendency should not be overstated.  Since both types of account give essences explanatory depth, eliminativist claims associated with supposed impossible essences are problematic on both types of account.   These general considerations are then applied to responsibility in particular, to show that the impossibility of regressive choice or control does not support eliminativism about responsibility, on either context-driven or theory-driven accounts of responsibility. To avoid indeterminacy, responsibility needs a causal component, such as a requirement of actual choice or control as opposed to purely hypothetical choice; and such causal requirements are incompatible with a regression requirement. But from this incompatibility we should conclude not that responsibility is impossible, but rather that responsibility is not regressive.

Chapter 4 probes the concept of luck as it features in moral and political philosophy, distinguishing a thin concept of luck from various thick conceptions.  Thin luck is simply the inverse correlate of responsibility, so that what is a matter of luck for someone is what he is not responsible for. On alternative thick readings, luck has more specific implications, such as aspects of a lottery, or lack of control, or lack of choice. I argue that moral and political philosophy should use ‘luck’ in the thin sense. In particular, I apply the thin/thick distinction to the idea of ‘constitutive luck’, and criticize the thick conception of constitutive luck expressed by the idea of a 'natural lottery'. This metaphor does no work in helping to understand constitutive luck. The concept of a lottery does have independent implications, first about the identity of the agent who enters the lottery, and second about the role of chance in lotteries. But both of these implications are misleading and confusing when applied to constitutive luck. The identity-dependence of lotteries gives rise to a bare self problem, and the relationship of chance to responsibility is not what the lottery metaphor suggests, whether chance is understood metaphysically or epistemically.  The natural lottery metaphor is positively unhelpful in understanding constitutive luck; we do better to avoid it.  Constitutive luck is better understood in the thin sense, simply as lack of responsibility for one’s constitution. 

At the end of Part I, I draw together and highlight certain arguments from Part I, previewing the way they will be brought to bear in Part II on responsibility-based theories of justice. Egalitarians believe that distributive justice favors equality across persons.  But equality of what? In the past three decades, answers to that question have been developed that give concepts of luck and responsibility an increasingly explicit and central role. Nevertheless, these concepts have tended to operate as black boxes within accounts of justice.  I argue that when they are opened, the role of responsibility in justice must be reconfigured and relocated. Luck-neutralizing views of justice back into the role of responsibility from a focus on intuitions about distributive justice.  My complementary approach articulates and distinguishes various conditions of responsibility and their relations to control, to choice, and so on, and then works forward to consider the possible roles of these conceptions of responsibility in accounts of justice. 

Part II begins with another philosophical landscape in Chapter 5, which surveys the development of the luck-neutralizing approach from Rawls, through Sen and Dworkin, to Cohen and Roemer.

Gerald Cohen has claimed that a large part of the fundamental egalitarian aim is to neutralize the influence of luck on distribution (1989, 602).  While there are various ways in which such a claim could be interpreted, I do not address the correct interpretation of Cohen’s view.  However, in Chapter 6 I argue on the merits that the luck-neutralizing aim cannot provide a basis for egalitarianism in either of two senses:  it can neither specify nor justify an egalitarian pattern of distribution. Luck and responsibility can play a role in determining what justice requires to be redistributed, but from this we cannot derive how to distribute: we cannot derive a pattern of distribution from the currency of distributive justice, let alone an equal pattern in particular.  Nor does responsibility provide a basis for taking equality as a default position, departures from which must be justified. I set out the luck neutralizer’s dilemma. Bad luck can be understood in either interpersonal or counterfactual terms. The aim to neutralize interpersonal bad luck, on the one hand, specifies an egalitarian pattern of distribution only trivially, since interpersonal inequality is used to define bad luck; for the same reason, it presupposes, and does nothing to justify, egalitarianism. The aim to neutralize counterfactual bad luck, on the other hand, neither specifies nor justifies an egalitarian pattern of distribution.  Judgments about the responsibility of individuals for their choices and the outcomes of these choices cannot in general tell us how to distribute between people, since such judgements are not about interpersonal relations and do not generally extend in any determinate way to counterfactual situations.  When the actual distribution is a matter of luck, it is usually simply indeterminate what counterfactual distribution would not be a matter of luck.  This point is related to the implicit but implausible assumption that luck and responsible choice are separable, an assumption made by appeals to hypothetical luck-free choice.

It may be tempting to think that if no one were responsible for anything and everything were a matter of luck, then at least egalitarianism would be supported.  Consider the aim to neutralize the effects on an outcome of luck that occurs anywhere back in the causal chain leading to that outcome.  This aim results in treating everything as among the effects of luck.  Aiming to neutralize the effects of luck on X just is aiming to neutralize the effects of luck in X’s causes.  In effect, this aim operationalizes the regression requirement, which threatens to make responsibility impossible. But even if it turns out that everything is an effect of luck, we still have no reason to think that equality would neutralize the effects of luck. And if responsibility is impossible, then it is also impossible to neutralize the effects of luck.  It might also be thought that postulating identical autonomous bare selves—which supposedly remain when everything that is a matter of luck is stripped away from the self—would support equality.  But there are powerful reasons to doubt there are any such bare selves.

Chapter 6 does not argue against egalitarianism, or even against the view that equality should be taken as a default position when people are not responsible for what they have.  What it does argue is that considerations of responsibility and luck do not provide a basis for these views. But there may well be some other basis for them.

John Roemer gives an ingenious and illuminating account of what it would be to neutralize luck. In Chapter 7, Roemer’s account is examined, to see whether it shows how the luck-neutralizing aim could provide a basis for egalitarianism (though this may not have been Roemer’s intention). I argue that Roemer’s account cannot do this work. What it does do is show how to reward people equally who make equal efforts to behave in ways we regard as deserving. But giving people what they deserve on account of their efforts is not the same as giving them what they are responsible for.  Nor is equalizing what people are not responsible for the same as giving them what they are responsible for.  Moreover, depending on what behavior we regard as deserving, a Roemerian system of rewards may or may not favor equal patterns of distribution. Treating like cases alike in the way Roemer explains does not guarantee that relatively equal patterns of distribution are favored over relatively unequal ones, other things equal. Nevertheless, if Roemer’s scheme for rewarding merit is applied  to specific, democratically adopted policies, rather than treated as a general account of distributive justice, it may well be a valuable and effective tool of policy implementation.

Chapters 6 and 7 emphasize the distinction between what to distribute and how to distribute. They focus on why responsibility cannot tell us how to distribute, or to distribute equally in particular. For responsibility to play the ‘how’ role, it would have to tell us, when the level of goods someone actually enjoys is a matter of luck for him, what other, counterfactual level of goods would not be a matter of luck for him. But such issues of counterfactual responsibility do not generally have determinate answers.  However, these arguments against the ‘how’ role leave it open that responsibility can play the ‘what’ role:  can tell us what goods to redistribute.  It might contribute to defining the currency of distributive justice in a theory according to which goods are exempt from redistribution to the extent people are responsible for them, so that distributive justice is only concerned with redistributing goods that are a matter of luck for people.  Responsibility could in this way operate as a filter on some independently specified category of goods (such as welfare or resources). Chapters 8 and 9 assess this goods-filtering, currency-defining role that responsibility could play in theories of distributive justice.  

Chapter 8 explores issues raised by Cohen’s arguments about incentive inequality. Cohen asks whether the normative and supposedly descriptive premises of the familiar maximin argument for incentive inequality are inconsistent:  is it inconsistent for the talented to aim to make the worst off as well off as possible, while also choosing to demand incentives and thus refusing to work harder without additional return? By the making the latter choices, the talented fail to do what they could do to make the worst off still better off.  However, I consider the danger of a different inconsistency:  is it inconsistent to aim to redistribute to the worst off only what is not down to choice, while also holding that the talented can and should choose to work harder for less, to benefit the worst off?  If goods for which people are responsible as a result of the choices they make are (at least partly) exempt from redistribution, why aren’t the extra goods that result from the choices of the talented to work harder (at least partly) exempt?  The strategy of Chapter 8 is to relate Cohen’s arguments about the currency of distributive justice to his separate arguments against incentive inequality ‘on the merits’, under various different assumptions about responsibility.  Note that this strategy is not intended to yield a criticism of Cohen’s own positions, since he makes his currency and incentive inequality arguments in two different contexts.

By this point in the book I have argued that responsibility cannot play a patterning role, telling us how to distribute, and considered how it could be given a currency role, a role in determining what to redistribute. Chapter 9 brings into focus two further roles that responsibility can play in accounts of distributive justice, the incentive-parameter role and the well-being role. I argue that these are the most important roles for responsibility in distributive justice.  When their relations to the ‘what’ role are examined, further problems emerge for the ‘what’ role, which I conclude is problematic and better dispensed with.

Beliefs about responsibility can play an important role in motivating productive activity, including by acting as parameters on which the range of possible incentive-seeking behavior depends. Cohen suggests that whether the talented can work harder for less can depend on alterable normative expectations.  The latter, I argue, would include expectations based on prevalent views about responsibility and corresponding beliefs by the talented about their own responsibility for what they do. Altering beliefs about responsibility could alter such expectations, and so alter the range of possible levels of incentive-seeking; beliefs about responsibility could thus have a role as parameters on which the range of possible incentive-seeking behavior by the talented depends.  From the perspective of a luck-neutralizing egalitarian social engineer, on what basis should such parameters be fixed? Cohen makes the important point that until this range is determined, the implications of a maximin principle of justice are indeterminate.

Moreover, facts and beliefs about responsibility can constitute and influence people’s well-being in important ways. How should the egalitarian social engineer factor this well-being role into the parameter-setting and currency-filtering issues? I consider how the incentive-parameter and well-being roles of responsibility interact with the currency role: do they conflict, or constrain one another, or create unstable interdependencies, or admit of stable equilibria?

Chapter 9 concludes by viewing issues about incentive inequality from an alternative, cognitivist perspective, in terms of the aim to neutralize bias rather than luck. Aiming at knowledge provides a reason to adopt a perspective of ignorance in thinking about how goods should be distributed: because ignorance of ourselves would rule out many biasing influences, such as those deriving from self-interest. A veil of ignorance helps to avoid biasing influences while addressing issues about what it is possible for the talented to do. An approach to distributive justice based on the aim to neutralize bias rather than luck retains the incentive-parameter and well-being roles for responsibility, but dispenses with its ‘what’ role as well as the ‘how’ role. While responsibility has an essential position in this cognitive approach, it is a different, less demanding position, better suited to the nature of responsibility; for example, it does not depend on implausible assumptions that luck and responsible choice are separable, or that it is generally determinate what people would choose or be responsible for under counterfactual hypotheses about luck. 

The final chapter, Chapter 10, pursues the bias-neutralizing approach to distributive justice, which illustrates a cognitivist perspective in political philosophy. Political liberals such as Rawls have denied that aiming at knowledge can provide a basis for justice in a pluralistic democratic society. But I argue that political cognitivism can provide an account of distributive justice that does not threaten the liberal values of pluralist democracies.  Indeed, the bias-neutralizing aim can provide a stronger basis for egalitarianism than the luck-neutralizing aim, since the latter puts responsibility in roles that it is not suited to play, while the former does not.  The bias-neutralizing aim provides an argument for a maximin principle of distribution that avoids standard objections to luck-related arguments for maximin.  I tease apart the luck-neutralizing and the bias-neutralizing strands in familiar arguments for maximin, and relate them to the decision-theoretic distinction between risk aversion and uncertainty aversion; the bias-neutralizing argument for maximin assumes weak uncertainty aversion, but not risk aversion.  I suggest that the normative significance of a veil of ignorance is found in the aim to avoid the biasing influences that inevitably go with information, even probabilistic information, about who you are and what you are like, your talents and handicaps. Moreover, weak aversion to uncertainty can be justified as part of the minimal rationality required for intentional agency, in a way that risk aversion cannot. By taking a cognitive perspective on justice, and dissociating it from the luck-neutralizing aim and related ideas, we can reclaim egalitarian results.

Justice, Luck, and Knowledge demonstrates some of the ways in which issues about responsibility interact with issues about distributive justice and with the roles responsibility can play in distributive justice.  It shows why it is important for theories of distributive justice to distinguish responsibility from other values, such as deservingness or fairness, to distinguish different conceptions of responsibility, and to distinguish different roles responsibility might play in distributive justice.

2. Reply to Watson

I’ll focus on four probing questions posed by Gary Watson:

First, why do I think the new understanding of justice in terms of luck-neutralization is a signal achievement, even though I disagree with it?  Simply because it articulates deep but unobvious links between responsibility and justice that had motivated previous debate in inchoate form, as a widely shared intuitive undercurrent.  This undercurrent of ideas could not be adequately assessed until brought to the surface for a clear view and articulated.  Making it explicit has been an essential stage of progress:  it has shed tremendous light on the deep structure of a widely shared conception of justice, and has made it possible to probe and criticize that conception (as I and others have done). I think that this articulation is a signal achievement, even though my critical assessment of the view, once it is made explicit, is on balance negative.  I view philosophy not as a battle between opposing sides, but as a cooperative, progressive unfolding of arguments.

Second, what is the correct understanding of the regression requirement?  I want to answer this question by means of a dilemma.  Either a regression requirement is recursive, or it is not.  If it is recursive, then my arguments against regression stand.  If it is not recursive, then it is not a regression requirement, as I understand regression:  if a requirement isn’t recursive, it doesn’t regress, and doesn’t pose any clear threat to responsibility. 

On my rough formulation, regression says that to be responsible for X a person must be responsible for the causes of X.  I deny this.  Suppose that events prior to Steve’s birth, for none of which he is responsible, are the distant causes of his having a certain reason-responsive disposition.  Steve doesn’t need to be responsible for the causes of his having such a disposition in order to be responsible for his choices and their outcomes in virtue of acting on such a disposition.

Watson offers a charitable formulation of a regression requirement, which I’ll call weak regression, WR:

WR:  
We are not responsible for our behavior if that behavior has a set of sufficient 

necessitating causes for no subset of which are we responsible.

Contraposed, that is equivalent to: 

If we are responsible for our behavior, then for any set of sufficient necessitating causes of that behavior, there is a subset of such causes for which we are responsible.  

This is weak because it requires responsibility for only a subset of causes, not for all causes.  This seems like a very reasonable amendment to the formulation of a regression requirement that requires responsibility for causes, simpliciter.  But it doesn’t avoid the problem for regression, as I’ll explain.

Let’s use some shorthand, to see, semi-formally, how the dilemma about recursion arises.  Let:

R… 
 
stand for:
Person P is responsible for…
…C…
stand for:
…is a set of sufficient necessitating causes for…

…SS…
stand for:
…is a subset of…

b 

stand for:
a particular behavior 
s    

stand for:
a particular set of sufficient necessitating causes of behavior b

ss  

stand for:
a particular subset of s, for which P is responsible
s’   

stand for:
a particular set of sufficient necessitating causes of ss
ss’ 

stand for:
a particular subset of s’, for which P is responsible.

Then WR entails that:

(1) 

Rb ( [sCb ( Ex (xSSs & Rx) ].

Then let x = ss.

Here is where the dilemma about recursion spreads its wings.  On the one hand, if WR is not recursive, then (1) is as far as WR gets us. But (1) is not threatened by determinism, in any way I can see.  Nor does (1) per se set up a tension between s causing b and P’s responsibility for a subset ss of the causes of b.  (1) seems transparently compatible with determinism, contrary to what Watson suggests about WR.  

On the other hand, if WR is recursive, then it regresses, and the absurd consequences I adduced follow.  For WR to regress is for WR to apply in turn to the responsibility for subset requirement made by (1):

(2)  

Rss ( [s’Css ( Ey (ySSs’ & Ry) ], 

letting y = ss’.

That is, P must also be responsible not just for ss, a subset of the causes of her behavior b, but also for ss’, a subset of the causes of s’.  More loosely, P must be responsible not just for some causes of her behavior, but for some causes of some causes of her behavior.  

If we extend the notation by adding another prime, another recursion produces:

(3) 

Rss’ ( [s’’Css’ ( Ez(zSSs’’ & Rz) ],

letting z = ss’’
That is, P must be responsible not just for some causes of her behavior, but for some causes of some causes of some causes of her behavior.  And so on.  With enough rounds of recursion, P is required to be responsible for some causes of some causes of some causes…. of her behavior, which occurred before she existed.  If responsibility also requires actual control or choice, this is impossible.

In a nutshell, moving to the more charitable subset requirement does not disarm recursion. If recursion stays, even for subsets of causes, absurd consequences follow.  If recursion goes, there is no incompatibility with determinism, and nothing worthy of the title of a regression requirement.  

Note that the problem with recursion does not depend on determinism:  it is absurd to require someone actually to have controlled or chosen events that occurred before she existed, whether causation is deterministic or not.  The argument against regression does not turn on the compatibility of responsibility with determinism.

Third, how does the new articulation of responsibility relate to justice?  I argue against two roles for responsibility that are suggested by luck-neutralizing views of justice, but in favor of two further roles.  Watson scrutinizes my positive views, about the well-being and incentive-parameter roles of responsibility in justice, for an answer to this third question, but not my negative views.  However, the primary answer to this question is to be found in my negative views about the roles given to responsibility by luck-neutralizing egalitarianism, the ‘what’ and the ‘how’ roles, which I argue responsibility is not suited to play.

I bring lessons from the new articulation of responsibility to bear especially in criticizing the idea that responsibility can tell us how goods should be distributed.  For example, I explain that a regressive conception of responsibility (a) is expressed by the aim to neutralize the effects of luck (2003, 128, 172ff), and (b) appears to motivate the assumption that luck and responsible choice are separable influences on outcomes (165ff), which plays a critical though implicit role in luck-neutralizing accounts such as Roemer’s.  Moreover, (c) the reasons why responsibility cannot tell us how goods should be distributed are closely linked to the reasons why a pure hypothetical choice view of responsibility is inadequate (187ff).  I will review these points here to highlight the way the I use the conclusions of my discussion of responsibility—in particular, that it is not regressive, and must be a causal relationship, which hypothetical choice is not-- to criticize the ‘how’ role.  

(a) The aim to neutralize luck is often (though does not have to be) expressed as the aim to neutralize the effects of luck.  Once one has been sensitised to lurking manifestations of the regression requirement, this formulation should seem suspect.  Suppose we are deciding whether justice require outcome Z to be ‘neutralized’—what that means is a further question.  If it is an effect of luck, the answer is yes.  But the cause-effect relation is transitive.  Suppose Z is an effect of Y, and Y does not in itself count as luck.  Ditto for Y and X, and so on until we reach L.  X is an effect of W, which is an effect of …, which is an effect of M, which is an effect of L, and L is a matter of luck.  Then Z is an effect of luck, and must be neutralized.  Luck anywhere back in the causal chain propagates forward to require neutralization of the effects of luck, on this formulation.  This is just a regression requirement in different clothes.  If we reject regression, we should reject the aim to neutralize the effects of luck, as it in effect writes a regression conception of responsibility into the demands of justice (here I assume the correlativity of luck and responsibility that I argue for in detail in Chapter 4).  Moreover, if responsibility requires actual choice or control, regressive responsibility is impossible, and by the same token it is impossible to neutralize the effects of luck.  Aiming to do the impossible cannot tell us how goods should be distributed.  

(b) Consider the assumption that the influences of luck and of responsible choice on outcomes are separable.  Here is how this assumption gets into play.  If responsibility is to tell us how goods should justly be redistributed when their actual distribution is a matter of luck, then it has to tell us what other outcome would not be a matter of luck.  Luck isn’t neutralized by moving from one distribution that is a matter of luck to another that is also a matter of luck.  But judging what distribution would not be a matter of luck is judging what distribution would give people what they would be responsible for apart from luck.  I have argued that there is no determinate basis for such judgements, and that our normal practices of attributing responsible do not underwrite such judgements about counterfactual responsibility.  As a result, considerations of luck and responsibility cannot tell us how to distribute:  responsibility cannot play the ‘how’ role in justice.  

Now it might seem that we do in principle have a basis for such judgements if we assume that luck and responsible choice are separable:  that the influence of each is independent of the other.  I deny this assumption (for further discussion, see also my reply to Marc Fleurbaey, in the symposium on Justice, Luck, and Knowledge in Philosophical Books, in press).  I will first illustrate nonseparability, then consider how separability might influence the argument.  Suppose there are two choices, to be a surfer or to be a workaholic, and two luck levels, lucky and unlucky.  Suppose Steve is an unlucky surfer—he wouldn’t earn much by working hard anyway.  If choice and luck are not separable, we cannot infer that if he’d had good luck instead, he’d have surfed—he might have found hard work more worthwhile.   Suppose Wanda is an unlucky workaholic.  If choice and luck aren’t separable, we cannot infer that if she’d had good luck she’d have worked hard--she might have surfed instead.  Without separability, different luck levels may feed into the formation of character and disposition and hence affect the content of responsible choices, without cancelling out responsibility via choice.  Steve and Wanda aren’t responsible for their luck, but they can still be responsible for their choices and the outcomes of their choices, given their luck.  The nonseparability of luck and responsible choice is an independently plausible view; the burden of proof is on those who want to assume separability to defend it.    

	Nonseparability
	Choice: workaholic


	Choice: surfer

	Luck:  good


	                     ?                                                   
	         ?

	Luck:  bad


	            Wanda
	       Steve


Now it might be replied that if choice and luck are not separable, then people are not really responsible for their choices and their outcomes.  More specifically, a regressive conception of responsibility might seem to motivate the separability assumption. If to be responsible for something you must be responsible for its causes, regressively, then we cannot be responsible for our choices and their outcomes if among their causes are matters of luck, for which we are not responsible—as seems to be the case for Steve and Wanda, given nonseparability.  But if responsible choice and luck are separable, then we may think that we can judge what people would be responsible for apart from the influence of luck, so that responsibility can play the ‘how’ role in justice after all. We can separate out the influence of luck on choices and outcomes for which people are only partly responsible. This is in effect a crude expression of the sophisticated framework that Roemer elaborates (discussed in my Chapter 7).   Distributive justice, on this view, should equate people at a given choice position within one luck type with people at the same choice position in another luck type.  For example, if Wanda chose workaholia when she had bad luck, we assume she’d make a similarly worthy choice if she had good luck; the lucky and the unlucky who make the ‘same’ workaholic choices are equally deserving, in Roemer’s view, and should be equated. (Note the shift from responsibility to desert in Roemer’s view, which I discuss in chapter 7.)

(c ) The preceding argument about how separability is motivated by regression is a bit too swift; another step needs spelling out, concerning the shift from a conception of responsibility in terms of actual choice or control, to one in terms of hypothetical luck-free choice.  If responsibility requires regressive choice or control, then it is impossible, and assuming separability won’t avoid this.  But separability naturally goes along with a shift to a conception of responsibility in terms of hypothetical luck-free choice, from what is actually chosen, to what would be chosen apart from the influence of luck, which assumes separability.  Since hypothetical luck-free choice is not a causal relationship between the chooser and what is chosen, and requires no actual choices of events that occurred before the chooser existed, it is compatible with regression (see Hurley 2003, 27).  So this shift, and the separability assumption that comes with it, preserves a regression requirement while avoiding the way regression threatens to make responsibility impossible.  However, it does so at a huge cost:  the separability assumption is false, and it is generally indeterminate what people would choose, apart from the influence of luck. In the absence of the causal constraint on what people are responsible for provided by actual choice or control, what people are responsible for is generally indeterminate (2003, 28ff, 67-8). Given this indeterminacy, hypothetical luck-free choice cannot tell us how goods should be distributed either (2003, 187ff).  The advantages of this move are illusory; it is better to reject the regression requirement that motivates the separability assumption, along with separability.

My answer to Watson’s third question can be summarized as follows:  Responsibility cannot play a ‘how’ role luck-neutralizing distributive justice.  On a choice or control conception of responsibility, it is impossible to neutralize the effects of luck, for the same reason that regressive choice or control is impossible.  And aiming to do the impossible cannot tell us how goods should be distributed.  Moreover, there is no general, determinate basis for judgements about what people would choose, hence be responsible for, apart from the influence of luck.  Luck and responsible choice are not separable.  A regression requirement might seem to motivate an implicit separability assumption, embedded in an appeal to hypothetical luck-free choice, as a way of avoiding the way that regression threatens to make responsibility impossible.  But what people would choose apart from the influence of luck, in general, indeterminate, so this appeal doesn’t tell us how goods should be distributed either.  That is a very crude summary of a central argument of Part II, which brings the main claims from Part I--namely that responsibility involves choice or control and is not regressive-- to bear in arguing that responsibility cannot determine how  justice requires goods to be redistributed when their actual distribution is partly a matter of luck.

Watson’s fourth question concerns whether my positive views about the roles of justice, especially the incentive parameter role, can be squared with the distinction between attributive and substantive responsibility.  He presents me with a dilemma.  I claim that responsibility provides a basis for normative expectations that affect possible levels of incentive seeking, in its incentive parameter role.  But, Watson argues, attributive responsibility does not provide such a basis.  And judgements of substantive responsibility express claims of justice, so can’t be part of their basis. I’ll first explain why this is an important challenge for my position. 

I argue that people’s beliefs about responsibility are among the factors that determine what levels of incentive seeking are possible for them:  these beliefs are among the parameters of the degree to which people need incentives to elicit further productive efforts.  Moreover, I argue, these parameters should be fixed at true beliefs about responsibility.  Beliefs about responsibility affect possible levels of incentive seeking via normative expectations based on these beliefs.  For example, if people believe they are partly responsible for the outcomes of certain choices, they may experience disabling dismay if their partial responsibility is not recognized in the form of incentives.  Or, if they believe they are not responsible (say because they believe responsibility must be regressive and is therefore impossible), they may find it easier to do extra work without incentives.  On the other hand, disbelief in responsibility may be so disheartening and cynicism-inducing as to be a drag on motivation to do any extra work without incentives.  

But Watson claims that nothing in beliefs about responsibility provides a basis for such normative expectations.  More precisely, nothing in beliefs about attributive responsibility provides or could provide such a basis, could play an incentive parameter role.   But beliefs about substantive responsibility can’t properly do so either:  they can’t be taken as parameters of judgements about justice, since they express such judgements; they are part of what is at issue.
  It is important for me to have a reply to this point, since it suggests that I am in danger of inventing a role for responsibility—the incentive parameter role—that it cannot play, and that it may only seem to be able to play because I’ve equivocated between two senses of this multiply treacherous term ‘responsibility’.  If so, I’d be hoist by my own petard. 

I don’t find the attributive/substantive distinction quite clear, partly because I don’t understand why substantive responsibility counts as a kind of responsibility at all.  Though we sometimes talk this way, it seems to be a case of one word meaning two quite different things and lending itself to equivocation.  ‘Substantive responsibility’ seems closer to desert or institutional accountability or entitlement than to responsibility.  So I prefer to avoid this term and instead to draw my own set of distinctions and respond in those terms.  This isn’t cheating or changing the subject, as long as my distinctions do the work Watson wants done.  My distinctions are these:

(a) Responsibility, so called ‘attributive’:  People are often responsible for their choices and the outcomes of these choices.  Note that intentional action has an instrumental, means/ends structure:  people are often responsible not just for the means by which they pursue their ends, but for the results of these means.  Sometimes they are responsible for the outcomes of their choices even if they were not intended:  Suppose for example, that I am responsible for the choice not to take out helicopter insurance for my family when skiing; then I am responsible for the outcome--a family member’s long, painful ride down the slopes in a sledge after an accident. 

Saying that someone is responsible for a choice and some of its results says nothing about how good or bad the choice and its outcomes are, or what they are entitled to institutionally as a result.  If I work long hours and produce a cure for cancer, I’m responsible for that result (though I may not be entitled to profit from it).  If I work long hours and produce a better way to burgle houses with alarms, I’m responsible for that result. 

However, responsibility for an outcome does entail that one is in principle accountable for it, depending on evaluation and institutional entitlements.  One is in principle subject to praise and blame, punishment and reward.  So responsibility alone is enough to set up generic normative expectations of reactive attitudes, conditional on further judgements of evaluation and institutional entitlements.  If one is responsible, one is playing the evaluation and entitlement games, even if that doesn’t itself determine how well or with what institutional results.  If one is not responsible, one is not (normally) playing these games at all.

(b) Evaluation:  how good or bad are the choices and the outcomes of these choices, which I am responsible for?  This is not determined by responsibility.  Valuation of outcomes one is responsible sets up more specific normative expectations, of more specific reactive attitudes.  If we agree that the outcome I’m responsible for is good, then I expect to be praised, not blamed—to be the target of positive reactive attitudes.  If we agree that I’m responsible for the bad results of failing to insure or of inventing better ways to burgle, then I expect to be blamed not praised—to be the target of negative reactive attitudes.

Of course, there may be institutional reasons for not embodying these evaluative reactions in institutional entitlements, and institutional entitlements may in turn have feedback effects on expectations of evaluative reactive attitudes.  But evaluative reactive attitudes and associated normative expectations are not wholly the creatures of institutional entitlements. I claim that such normative expectations influence possible levels of incentive seeking, and should be based on true beliefs about what people are attributively responsible for.

(c) Institutional Entitlement:  Given the evaluation of choices and outcomes for which I’m responsible, what institutional entitlements, rewards or punishments should follow?
  This is not a question of responsibility at all; it seems misleading to call it that. This is a question of institutional design and distributive justice.  As liberals, we may not want to base entitlements directly on attributions of responsibility and associated evaluative reactive attitudes.  For example, though my hard won cure for cancer was praiseworthy and warrants gratitute, I may not be institutionally entitled to reward on this account.  Then my institutional expectations could not be based directly on my normative expectations deriving from my responsibility for outcomes and their evaluation.  Many other considerations factor into good institutional design, and there are theoretical (as well as pragmatic) reasons NOT to understand institutional entitlements of justice as simply tracking what people are responsible for--indeed, this is one of the central claims my book.
  

But it can still be true that attributions of responsibility and associated evaluative reactions and normative expectations influence possible levels of incentive seeking—that is, influence the degree to which people need incentives to elicit further productive effort.  This is a psychological claim. Judgements about responsibility for choices and their outcomes—even before we reach evaluations of them, let alone before we reach institutional entitlements—set up generic normative expectations of liability in principle to praise and blame, to reactive attitudes.  These are conditional on evaluations for more specific content, and further conditional on institutional entitlements for further specific expectations of entitlement, institutional reward or penalty.   But that doesn’t mean that being responsible for a good or bad outcomes sets up no normative expectations in itself. I claim that it does, and that these expectations of accountability in principle to reactive attitudes affect what behavior is possible for us in what circumstances.   How hard we can work to produce more goods without incentives depends on how responsible we believe we are for the results of our extra work, which sets up generic normative expectations, and then more specific ones, depending on whether the results are good (a cure for cancer) or bad (better ways to burgle).   If I think I’m not responsible for the results, why bother finding a cure for cancer?  Why not make my fortune improving burglar’s kit, or doing cosmetic surgery?  Or just have fun surfing all day?  We care about results we are responsible for, both good and bad, and regardless of how the institutional entitlement chips ultimately fall, in a way that we do not care about results we are not responsible for.  This caring affects what we can do, and ultimately affects what our options are in trying to make the worse off members of society better off.

Again, institutional entitlements may have feedback effects, on our beliefs about our own responsibility, as well as on our evaluative expectations.  If an institutional refusal to provide incentives to do extra work is presented as an expression of the worker’s lack of responsibility for his product, then it may produce disabling dismay. 

I have defended my claim that normative expectations based on attributive responsibility are among the parameters of possible levels of incentive seeking.
 These expectations reflect one’s openness to evaluative reactive attitudes, including one’s own reactive attitudes toward oneself.  These are not simply expectations of institutional entitlements, though they can be affected by the latter. A view of oneself as highly responsible for what one does and wide open to evaluative reactions on all sides, or as nonresponsible, has a significant influence on one’s capacity to work more or less hard under various circumstances.  There is no particular way this influence must run; I just made various assumptions for the sake of argument in the book (2003, 235).  How normative expectations based on openness or closedness to evaluative reactions attitudes will influence behavior, and what range of behavior such expectations will leave open, are ultimately psychological questions.  My claims are that such expectations are one important such influence, and that the beliefs about responsibility that have such an influence should be true.     

3.  Reply to Vallentyne.

Peter Vallentyne first highlights the important distinction between responsibility for choice and responsibility for the outcomes of choice, and claims that luck egalitarianism requires a theory of responsibility for outcomes as well as for choices.  The implication is that there are pre-choice defeaters of responsibility for choice, but also post-choice defeaters of responsibility for outcomes, even given responsibility for choice.   That seems correct, though I don’t think these two aspects of a theory of responsibility can effectively be developed separately.   Hence, in my reply to Watson above, I put them together under heading (a) concerning (attributive) responsibility, as opposed to evaluation or entitlement. 

Any acceptable choice-based conception of responsibility must include some qualification relating to the foreseeability or intendedness or proximateness of the results of choices.  This is needed to rule out responsibility for some unpredictable and unintended, and/or very distant effects of choices.  However, it should also allow  that people are often responsible for ex ante risky or uncertain results of responsible choices, which are in effect choices to take gambles.  Just because ‘option luck’ intervenes between a responsible choice and its outcome, it of course doesn’t follow that people are not responsible for the outcome.  In this sense, the term ‘option luck’ is misleading since it is fully compatible with responsibility, and I prefer to avoid it.

I don’t know what the right detailed account of responsibility for outcomes is (but see Fischer and Ravizza 1998, ch. 4, on responsibility for consequences).  However, there is a general reason for holding that responsibility for choice and for outcomes must be theorized together.  This derives from the instrumental structure of intentional action that is integral to the ideas of reason-responsive choice and control by reasons, in terms of which I believe responsibility should be understood.  The pre-choice reasons-responsiveness considerations that govern whether people are responsible for their choices, also have implications, in virtue of the instrumental structure of intentional choice and action, for whether people are responsible for the outcomes of their actions.  These are not independent questions. This instrumental structure relates the more immediate outcomes of our acts (such as bodily movements) to their further outcomes as means to ends:  we do what we intend by doing something else, we accomplish our goals by certain means.  For example, I frighten away a burglar by turning on the light by flipping a switch by moving my finger.  In my view, adequate answers to questions about whether we are morally responsible not just for the actions we choose to do but also for their outcomes or results must appeal to the concepts of control and of responding to reasons, as well as to choice.  When a choice controls a result, dispositions make certain counterfactuals true, so that appropriate choices would have been made in order to maintain the intended result or goal under a variety of external disturbances.  When a choice responds to reasons, it is at least the case that the intended goal provides part of a subjective reason for action and that the choice controls the result by reference to that goal; reason-responsive dispositions make the relevant counterfactuals true.  A stronger sense of responding to reasons also requires that there are objective reasons to bring about the goal. (See Hurley 2003, 42ff, 57ff.)  

Secondly, Vallentyne makes a reasonable exegetical claim.  In his view, Cohen and other luck egalitarians should not be interpreted as having intended that egalitarianism can be derived nontrivially from the idea of neutralizing counterfactual luck, as opposed to simply providing a statement of luck egalitarianism in these terms.  This may be correct as an exegetical claim.  But I put no weight on exegesis, and my arguments don’t depend on attributions.  I cited Cohen’s well-known claim as a way of introducing my examination of the relationships between luck and equality, but the arguments that followed were made on the merits, as independent arguments about luck and equality, not as responses to a position attributed to Cohen.   It is a further exegetical issue, which I did not pursue, whether the right way to interpret Cohen or any other luck egalitarian leaves them open to my arguments about luck and equality.

Why is it worth making the arguments without bothering to show that there is someone in particular one is arguing against?  Perhaps this is partly a matter of taste.  I simply don’t find arguments ad personam, about who meant what by saying this or that, as interesting as arguments ad argumentum.  I do find the arguments about luck and equality I made interesting (!), regardless of who might count as their target.  Philosophy is about arguments; it doesn’t require named opponents.  Anyone can come up with arguments that are interesting in their own right, which is what I aimed to do.  Moreover, the position I criticize is not simply a straw man and the arguments I make are not simply obvious.  There is an implicit intuitive undercurrent among people with generally egalitarian leanings, to the effect that the prevalence of luck in some way provides a reason to be an egalitarian.  A tacit ‘because’ often seems to lurk in discussions, which is left murky and so doesn’t force people either to own or disown it.  So it is worthwhile making fully explicit the issue whether considerations of luck provide any independent support for egalitarianism.  If my arguments are correct, they do not; either equality should explicitly be taken as an unargued default or given independent support from some other source (such as fairness—see my reply to Cohen, below). 

Vallentyne’s third set of points raises complex issues about the sense in which luck egalitarianism should recognize entitlements to outcomes for which people are responsible, where outcomes are goods resulting from choices. (I am grateful to him for helpful discussion of these issues.) His position here seems to turn on two critical moves.  First, he takes luck egalitarianism to require the equalization of goods that are matters of brute luck prior to people making the choices that generate entitlements to goods for which they are responsible.  For example, lump sum transfers could be used to equalize brute luck, and against that background, people could be held to be entitled to the goods for which they are responsible via their choices.   Second, he holds that the goods people are responsible for via their choices are relative to their reasonable expectations about outcomes, including expectations about the tax rates that will be applied to their incomes.  For example, if people expect their incomes to be taxed at 70%, their reasonable expectations about the outcomes of their choices and hence what they are responsible for should reflect this; relative to these expectations, it would count as luck to receive more than 30%.    

I have concerns about both of these moves.  First, as I understand it, luck egalitarianism uses the responsibility/luck contrast to play the ‘what’ role:  to determine what is subject to equalizing redistribution, where responsibility and luck are inverse correlates (something is a matter of (brute) luck if and only if one is not responsible for it).  On this view, one makes the luck/responsibility cut and then sets aside all good for which people are responsible, as exempt from redistribution.  The remaining goods are matters of luck and are subject to redistribution.  This is what I meant when I spoke in my book of responsibility operating as a filter on the goods subject to redistribution.  But Vallentyne seems to suggest that egalitarians identify goods that count as brute luck first, independently of the choices that generate entitlements, and equalize such luck goods, and only in the context set by that equalization consider some of the choices people make to generate entitlements.  In effect, he allows that people are responsible for some of the choices they make once luck has been equalized and some of the resulting goods, and that these are the only goods to which entitlements attach. By contrast, I was assuming that people are responsible for some choices and resulting goods tout court, and not for others, and that the latter are subject to equalizing but the former are not.  In other words, for him the choices relevant to responsibility and entitlement seem to be post-equalization-of-luck, while for me they determine what counts as luck to begin with, so cannot be choices made post-equalization-of-luck.   What is a matter of luck just is what people are not responsible for, what is to be equalized, and what they are responsible for in the same sense is what I took to be the relevant source of entitlements under luck-egalitarianism.

These are two prima facie different readings of luck egalitarianism.  One worry about Vallentyne’s reading is that it seems to make entitlements turn not on what people are in fact responsible for, as things are, but on what they would be responsible if they were equal in luck.  I have argued that what people would be responsible for counterfactually, if their luck were different, is generally indeterminate, and that luck and responsible choice do not make separable contributions to outcomes (see in particular my reply to Marc Fleurbaey, Philosophical Books, in press).  However, Vallentyne may envisage actually equalizing luck through lump sum transfers and then considering what choices people in fact make, post–equalization, in order to determine entitlements.  So his view may not depend on judgements about counterfactual choice and responsibility, but instead on a more radical actual intervention, to actualize equal luck so that judgements about resulting choices need not be counterfactual.   Whether this would avoid my concerns about counterfactual responsibility isn’t clear.  It would appear to trade off a theoretical problem for a practical problem:  the indeterminacy issue is avoided at the price of requiring actual equalization before entitlements are determined.

However, I am also puzzled by the apparent gap between luck and responsibility, on Vallentyne’s reading of luck egalitarianism.  What basis is there for determining what counts as luck in the first place, and hence requires equalization, other than judgements of pre-equalization responsibility?
  And if such pre-equalization responsibility can do this luck-determining work, why shouldn’t it (rather than post-equalization choices) also determine the relevant entitlements?  Is there an implicit assumption that people are not really responsible for anything unless they have first been made equal in luck?  And if so, what determines what counts as luck and what does not?

I have a related concern about Vallentyne’s second  move.  Suppose the outcomes for which people are responsible are relative to expectations about post-tax outcomes.  Vallentyne holds that these outcomes determine their entitlements.  But if so, then people’s entitlements to what they are responsible for cannot determine tax rates.  Rather, Vallentyne may in effect be distinguishing a stage governed by backward-looking considerations from a stage governed by forward-looking considerations. First, that is, we redistribute so as to equalize luck in a way that respects what people are responsible for in virtue of their past choices, given whatever factors influenced those choices.  Second, having equalized luck relative to past choices, we set policy and tax rates for the future, and in doing so we influence people’s expectations and hence what they will be responsible for in the future if they make certain choices.   However, I now wonder what determines the tax rates for the future?  If efficiency considerations do so, then we have departed from luck-egalitarianism interpreted as aiming to equalize goods for which people are not responsible.   It is unclear how tax rates could aim to equalize luck while at the same time determining what counts as luck, by determining people’s expectations from certain choices.  

4. Reply to Cohen.

Gerald Cohen first rejects my claim that responsibility and luck do not contribute to specifying egalitarianism.  Like him, I stand by my claim, on a reasonable interpretation of it, but have also learned from him how to I might have made it more clearly.  Cohen says that since egalitarians object to inequalities caused by luck, being caused by luck specifies the inequality to which they object.  Now this is not the sense in which I denied that appeals to luck specify egalitarianism! I agree, certainly, that luck specifies an objection only to inequalities caused by luck.  But it does not specify an objection only to inequalities caused by luck.  I was assuming that to contribute to specifying a form of egalitarianism in any substantial sense, an appeal to luck had to contribute to specifying the special role of equality in egalitarianism, not the special role of luck.  And that is what I denied, and still deny, it does.

Cohen suggests (a) that the very idea of a providing a basis for a position is incoherent when specification is an issue, and that all defining specification is trivial. He also suggests (b) that I do not maintain the distinction between specification and justification.  On (a):  it is trivially true that luck plays a role in specifying an objection to distributions of form X only if they are caused by luck.  It is not trivially true that luck plays a role in specifying an objection to distributions of form X only if they are by luck as opposed to an objection to distributions of form Y only if they are caused by luck or an objection to distributions of form Z only if they are caused by luck.  The specification I was concerned to deny was not the trivial one.  I would have been clearer had I conceded that obvious and trivial specification of a position by luck; instead, I simply ignored it.  The specification of a position by luck that I was concerned to deny was the nontrivial one, in which the specification at issue is that of an objection to certain distributions as opposed to others (when they are caused by luck).  That specification of a position by appeal to luck would not have been trivial.  Indeed, it is not obvious that no such specification is available; an argument was needed to support this claim, which I provided.  Nevertheless, a nontrivial specification of a position is not the same thing as an independent justification of a position.

On (b):  The paragraph Cohen cites as involving a slide from specification to justification (pp. 156-157) aims to cover, one after the other, both my no-specification and no-justification points, for the interpersonal reading of ‘bad luck’.  It starts by making the point about specification, and then proceeds, at around mid-paragraph (at the sentence that beings “Using inequality…”) to make the point about justification.  This would have been clearer if a ‘Moreover’ had led the second point, or if the two points had been set out with bullet points or similar helps.  But there is no exegetical reason to read a conflation of the two points into this paragraph; it simply begins with one point, and proceeds to the second point.  That is, I first argue that an aim to neutralize interpersonal bad luck specifies equality only trivially, since equality is used to identify the interpersonal bad luck to be neutralized.  Secondly, I argue that the aim to neutralize interpersonal bad luck provides no luck-related justification or independent reason for favoring equality, but simply helps itself to the specification of equality inherent in the idea of neutralizing interpersonal bad luck, which already presupposes that only inequalities are of concern.  The question that is begged is the question of what justifies what the specification takes for granted, namely, that only inequalities that are a matter of luck, as opposed to other patterns of distribution that are matters of luck, are to be neutralized.  I see no incoherence here whatsoever, and ask charitable readers to be so generous as to impute the needed ‘moreover’ between point one and point two.  

Secondly, Cohen claims (c) that it is not an argument for egalitarianism that it extinguishes the effect of luck (as opposed to choice) on distribution.  I agree.  Cohen has one argument for this claim.  He rejects a second argument for this claim (which I do not make).  I have yet a third argument for this claim (which Cohen does not here consider). 

Cohen’s argument is that luck-extinction cannot provide an argument for egalitarianism because it is too definitive of the egalitarianism in question to justify it.  In arguing this way he appears to assume (d) that equality extinguishes the effects of luck (as opposed to choice) on distribution.  Note that this is not the same thing as assuming (e) that equality extinguishes the differential effects of luck (as opposed to choice) on distribution, which Cohen also assumes, and doesn’t clearly distinguish from (d). But for present purposes it is essential not to equivocate between (d) and (e) (Hurley 2003, 180, etc.)  I’ll return to this distinction. 

The argument that Cohen rejects for claim (c) is this:  equality is not favored by the fact that it extinguishes the effects of luck on distribution, for there are competing luck-extinguishers that also do this, such as utilitarianism.  Cohen rejects this view because it contrasts luck not with choice but with application of a principle, such as the utilitarian principle, so does not extinguish luck in the sense that concerns him, the sense involving disaccord with choice.  I agree with Cohen that his is a bad argument, but for a different reason.  My reason is not that there are too many luck-extinguishers, but too few.  I don’t think equality extinguishes luck in the sense opposed to choice any more than utilitarianism would do.  

My reason for rejecting (c) is that equality does NOT extinguish the effects of luck (as opposed to choice) on distribution, not that other distributions do so as well.  In my book I put this point by saying that one does not neutralize luck by moving from one distribution that is a matter of luck to another distribution that is also a matter of luck, for which people are no more responsible than they were for the first distribution.  In particular, extinguishing the effects of luck on distribution is not accomplished by replacing inequalities that are a matter of luck with equalities that are a matter of luck.  Extinguishing the differential effects of luck on distribution is accomplished by replacing inequalities that are a matter of luck with equalities that are a matter of luck.  My point is that extinguishing only the differential effects of luck is not the same thing as extinguishing the effects of luck, and that luck and responsibility do not tell us why we should be concerned to do the former rather than the latter.  The only distribution that would not be a matter of luck would be one that gives people what they are responsible for, assuming that luck and responsibility are inverse correlatives (which I argue in my ch. 4).  But equalizing differences that are a matter of luck does not give people what they are responsible for.  Rather, it merely moves to a different, equal distribution, that is just as much a matter of luck as the unequal distribution one started with.  The fact that it is an equal distribution instead of an unequal distribution per se does not make it any the more a matter of choice, than, say, a utilitarian distribution would be.  This point is obscured by the formulation that refers to an aim to neutralize differences that are a matter of luck.  Of course, if we only aim to eliminate differences that are a matter of luck, then we will not be concerned to eliminate equalities that are just as much a matter of luck as are the inequalities we are concerned with.  But that does not make the equalities any the less a matter of luck.  That is my reason for holding that it is not an argument for egalitarianism that it extinguishes the effects of luck:  it does NOT extinguish the effects of luck.  It only extinguishes differences that are a matter of luck.  If you are only concerned to neutralize differences that are a matter of luck to begin with, then you have already assumed that it does not matter if equality is a matter of luck.  But luck does not provide any argument or justification for this assumption.   That is, luck and responsibility do not provide any reason for aiming to eliminate only differences that are a matter of luck, and being unconcerned if we do this by moving from one (unequal) distribution for which people are not responsible to another (equal) distribution for which they are no more responsible.  That theoretical choice, the choice to neutralize only differences that are a matter of luck, as opposed to neutralizing luck simpliciter by giving people what they are responsible for, is not itself justified by considerations of luck and responsibility.  Giving people the same thing, when they are not responsible for the different things they had, does not give them what they are responsible for either.

The preceding paragraph errs on the side of repetitiveness, in hopes of clarifying my own, here-neglected argument for claim (c), and distinguishing it from the two arguments Cohen does consider.  

On whether Cohen ever claimed that luck-extinction provides an argument for egalitarianism:  Cohen claimed that a large part of the fundamental egalitarian aim is to neutralize the influence of luck on distribution (1989, 908). I do not take a view about whether this, and related claims (e.g. 1989, 932), should be interpreted as suggesting that luck-extinction provides an argument for egalitarianism.  My project doesn’t require me to take a view on this.  It isn’t completely clear to me what the best interpretation of Cohen’s remarks on this point is.  However, I wasn’t concerned to interpret or criticize Cohen’s views, but rather to discuss interesting and important arguments about luck and equality on the merits, independently of questions about exegesis and attribution.  Perhaps I should have made that intention clearer (thanks here to Jerry Cohen for discussion). 

In this third section, Cohen makes two main points.  First, he claims that it is perverse to deny the intelligibility of outrage at the unfairness of mere luck causing a huge social inequality.  I agree, and I have never made any such denial.  My topic was not the intelligibility of outrage at inequality, but arguments, and I did not discuss unfairness at all, but arguments concerning the relationships of responsibility and equality (many important arguments about responsibility and equality are made by Cohen or derive from critical reflection on his arguments).  I never claimed that it was trivial or unintelligible to say that the proper object of outrage at inequality is inequality caused by luck.  Rather, I rather asked what determines or justifies focussing the objection on inequalities that are a matter of luck rather than everything, including equalities, that are a matter of luck.  I was careful to emphasize repeatedly  that I was not arguing against egalitarianism (2003, 149, 155, 180), and that while responsibility does not provide an argument for egalitarianism, some other value, such as fairness, may well do so (2003, 12, 149, 155). Indeed, it was an explicit and major point of my book to prompt the disambiguation of arguments from responsibility from quite different arguments, such as arguments from unfairness.   

Cohen’s second main point is his third section is to tell a dialectical story about how luck egalitarianism arises from a concern with fairness.  This is helpful, but I’d like to see further differentiation still of concerns of fairness and of responsibility.  He says that outrage at actual inequality comes first, and is motivated by the unfairness of such inequalities in virtue of their failure to reflect choice.   I’d like to disentangle three threads here:  the role of unfairness, and the relationships of unfairness to luck, and  the role of the actual world in specifying the focus on inequalities.  It may seem from the story Cohen tells that the primary concern in this view is with unfairness, rather than responsibility. As Cohen puts it, the luck egalitarian “rides under the banner of fairness”; “she is against luck in the name of fairness”. (Note that this point does not, as Cohen claims, retire my claim about specification, since it provides an explanation in terms of fairness, which was not the topic of my claim, and which I explicitly distinguished from my topic.)  On this view, it is unfair for people to have different amounts of goods unless they are responsible for them--or indeed, as Cohen adds in a critically important parenthesis, to have the same amount of goods when they are responsible for different amounts (“in deference to fairness….the egalitarian…is also against equalities in the presence of appropriately differential responsibility”).  

Notice that there are two possible ways to go from here.  An egalitarian could hold that it is not similarly unfair for people to have the same amounts of goods when they are not responsible for them; luck-ridden equalities just aren’t unfair in the way luck-ridden inequalities are.  Then fairness would provide an independent theoretical answer to the question of why differences for which people are not responsible are the object of salient concern for luck egalitarianism, while equalities for which they are not responsible are not similarly a matter of salient concern.  But this is unlikely to be Cohen’s answer to this question, given the critically important parenthesis I highlighted in the preceding paragraph. Moreover, he provides another answer that appeals to the actual world: it has displayed historically, and continues to do so today, many more unfair inequalities than unfair equalities.  That is what explains the focus on removing unfair inequalities rather than unfair equalities. 

So, Cohen’s suggestions about luck egalitarianism’s movitation has three features I want to emphasize.  First, while fairness appears to play an important role, the question remains whether fairness is the fundamental value that motivates concern with responsibility, or vice versa. Second, fairness does not provide a reason for objecting only to differences that are a matter of luck, but also provides an objection to samenesses that are a matter of luck; both are unfair.  Third, the actual world provides a reason for focussing on differences that are a matter of luck opposed to samenesses that are a matter of luck:  there simply are many more of the former than the latter, hence many more unfair inequalities than unfair equalities.  This dialectical story an example of the kind of ‘digging deeper’ response I hoped for concerning the reasons to be egalitarian.  There is nothing whatever that I find perverse or unintelligible about this.  My challenge was to make it explicit and distinguish it from a responsibility-based justification for egalitarianism.

In Cohen’s fourth section, he employs the fairness rationale to deep deeper still, and to argue for a link between the question of what to distribute and the question of how to distribute.  If it is fair for people to keep what they are responsible for, he says, then it is also fair for what they are not responsible for to be distributed equally, because to distribute it otherwise would benefit people in disaccord with their exercises of responsibility.  He goes on to emphasize that the egalitarian deplores contrasts of advantage that do not result from choice.  I want to compare these formulations with Cohen’s critically important parenthesis, which I drew attention to above, which says it is unfair for people to have the same amount of goods when they are responsible for different amounts (“in deference to fairness….the egalitarian…is also against equalities in the presence of appropriately differential responsibility”).  I think the crux of what is at issue between us may be somewhere in this vicinity.

On the one hand, Cohen claims in his fourth section that

(f):  it is fair for goods people to be distributed equally when people are not responsible for them, because they would not be responsible for the amount of goods they would receive under an unequal distribution.

On the other hand, Cohen’s parenthesis claims that

(g):  it is unfair for goods to be distributed equally when people are responsible for different amounts of goods, hence when they are not responsible for the amount of goods they would receive under an equal distribution--presumably because they would not be responsible for the amount of goods they would receive under an equal distribution (but for different, unequal amounts).

Now consider a claim Cohen does not make, which may seem to follow from (g):

(h):  it is unfair for goods to be distributed equally people are not responsible for them, because they would not be responsible for the amount of goods they would receive under an equal distribution. 

(h) is inconsistent with (f).  Does (h) follow from (g)?  Not quite.  The difference is subtle but important:   (g) supposes that people are responsible for unequal amounts of goods, and therefore they are not responsible for equal amounts of goods, so that it would be unfair to give them equal amounts.  (h), by contrast, supposes that people are not responsible for equal amounts of goods, but there is no contrasting unequal distribution they are responsible for, as there is in (g).  In (h), the mere fact that they are not responsible for an equal amount is claimed to make it unfair to distribute goods equally. (They wouldn’t be responsible for unequal amounts either, so unequal distributions would also be unfair, for the same reason.  They would be equally matters of luck.)

Perhaps, therefore, (h) is unwarranted because it does not set up a contrast with a distribution for which people are responsible, as (g) does.  Perhaps it could be argued that (g) it is unfair for people to get equal amounts of good when they are responsible for unequal amounts, but it is not unfair for people to get equal amounts of good when they are not responsible for unequal amounts—indeed, (f) it is unfair for people NOT to get equal amounts of good when they are not responsible for unequal amounts.  

But this suggestion fails.  To see why, now compare (h) with (f).  (f) says that the mere fact that people are not responsible for an unequal amount of goods makes it unfair to distribute goods unequally; there is no contrasting equal distribution people are responsible for in (f) any more than there is in (h).  There is no reason to fault (h) for not setting up a contrast between a distribution people are not responsible for and one they are responsible for that wouldn’t also apply to (f).  So this reason for rejecting (h) does not hold if one has accepted (f).  In the absence of this objection, and given (g), (h) seems plausible.  

If people aren’t responsible for goods, then they wouldn’t be responsible for the goods they would receive under an unequal distribution or under an equal distribution.  In this situation (f) says an unequal distribution would be unfair, hence an equal distribution would be fair, while (h) says an equal distribution would be unfair—for the very same reason (f) gives for holding an unequal distribution to be unfair, namely, nonresponsibility.   The problem is (f), I suggest, is not what it shares with (h), namely the idea that distributions which give people what they are not responsible for are unfair.  The problem with (f) is the inference it draws from the unfairness of an unequal distribution:  namely, that fairness requires an equal distribution instead.  That simply doesn’t follow, if unfairness is tightly governed by nonresponsibility.  If people are not responsible for either an unequal or an equal distribution, and unfairness is governed by nonresponsibility, then they are equally unfair.
  Fairness wouldn’t require either.  This would remain true even if the actual world presents us with many more unfair inequalities than unfair equalities.  

One response would be to relieve unfairness from this tight governance by nonresponsibility, and treat it as an independent value.
  One could simply say that fairness requires equality when people are not responsible for goods, full stop—not because they wouldn’t be responsible for inequality (since it is equally true that they wouldn’t be responsible for equality).  Then fairness would be playing an independent theoretical role in specifying equality as the default position, departures from which could be justified by responsibility.  

5.  Concluding remarks.  

What a wonderful and challenging set of commentaries!  Replying to them has deepened my understanding of the relevant issues.  Many thanks to my commentators for their reflections on  my work, and for discussion of my responses. 

----------------------
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� The summary in section 1 draws on the Introduction to Justice, Luck, and Knowledge.


� Throughout the book, “responsibility” is used in the full-blooded sense that licenses praise, blame, and reactive attitudes.  Responsibility implies accountability in principle, though this can be overridden for institutional or pragmatic reasons.  Since there can also be such reasons to hold people accountable even when they are not morally responsible, accountability does not entail responsibility.  Moreover, institutional accountability cannot provide a basis for designing the institutions of distributive justice in the first place, which is what responsibility is supposed to do in luck-neutralizing approaches to distributive justice. So institutional accountability cannot play the role that responsibility is supposed to play in this approach.


� Sam Freeman puts a similar point in terms of a distinction between metaphysical beliefs about responsibility as opposed to beliefs about entitlements (in his commentary in the Author Meets Critics session on Justice, Luck, and Knowledge at the American Philosophical Assocation Pacific Division meeting, San Francisco, March 2005). Freeman denies that convictions about entitlements or capacities to work without incentives are influenced by beliefs about metaphysical responsibility; rather convictions about entitlements influence capacities to work without entitlement—and as Cohen says, such convictions shouldn’t be taken as given.


� It isn’t clear to me whether ‘substantive responsibility’ is what I call evaluation, or what I call institutional entitlement.  Either way, I don’t think it is a kind of responsibility.


� Some might hold that institutional entitlements should be based, either directly or indirectly, on what people deserve.  However, what people deserve is not the same as what they are responsible for:  one can be responsible for what one doesn’t deserve, and deserve what one is not responsible for.   Moreover, the idea that institutional entitlements should turn on desert is deeply illiberal and for that reason, in my view, deeply unattractive. For discussion, see Hurley 2003, 197-302.


� This claim is quite compatible with a good point made by Sam Freeman, that tolerance of incentive respects moral pluralism (at the Author Meets Critics session on my book, American Philosophical Association Pacific Division meeting, San Francisco, March 2005).


� See Hurley 2003, ch. 4.


� Recall the egalitarian fallacy:  from ‘it is a matter of luck that a and b are unequal’ it does not follow that ‘it would not be a matter of luck if a and b were equal’. Hurley 2003, 152.


� This may be, very roughly, Larry Temkin’s position.





1

