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Justice, Luck, and Knowledge aims to bring recent advances in theories of responsibility, in the wake of Frankfurt’s seminal work, into contact with recent luck-neutralising theories of distributive justice, especially by Cohen and Roemer. This new articulation of distributive justice sees the deep structure of issues about egalitarianism in terms of responsibility. It holds that distributive justice should respect differences between people’s positions for which they are responsible but should neutralise differences that are a matter of luck (where luck is understood as the inverse correlate of responsibility). However, this body of work on justice has not focused much attention on responsibility itself, either to distinguish it from related phenomena such as choice, control, and desert, or to consider how the structure or character of responsibility might constrain its role within distributive justice. My book does just that. I argue that when the black box of responsibility within luck-neutralising accounts of distributive justice is opened, it turns out to be something of a Pandora’s box. 

The first part of the book focuses on responsibility, beginning with a review of recent work on the topic. Frankfurt’s well-known work on responsibility challenges the principle that responsibility for an act requires that you could have done otherwise. In what have become known as Frankfurt Cases, the agent could not have done otherwise than he did, since if his resolve had wavered, a ‘counterfactual intervener’ would have intervened to ensure that he did the act. Nevertheless, the agent did not waver; he did the act for his own reasons, and no intervention occurred. Intuitively, the agent is responsible for his act, even though he could not have done otherwise. An important distinction derives from consideration of Frankfurt cases, between actual-sequence and alternate-sequence conditions of responsibility.
 I explain why two putative requirements for responsibility are independent of one another, the alternate sequence ability-to-do-otherwise requirement and the actual sequence regression requirement, which says that responsibility for something requires responsibility for its causes. When these two conditions are distinguished, they can be better evaluated. I argue against both, and in favour of an actual-sequence reason-responsiveness conception of responsibility. 

Since Frankfurt cases suppose that science-fiction failsafe devices are standing by, ready to intervene, they are sometimes regarded as special or quirky cases, not of central significance for responsibility. I deny this, and argue that a central intuition behind Frankfurt Cases, the irrelevant alternatives intuition, generalises in way that does not depend on such failsafe devices. According to this intuition, if someone wouldn’t have acted otherwise whether or not she could have, then whether she could have done otherwise is irrelevant to her responsibility. I explain the irrelevance of alternate possibilities in terms of the possibility of variable realization of a disposition across deterministic and indeterministic worlds, and illustrate it with various cases involving weakness of will, evil, and medical problems.

To avoid indeterminacy, responsibility requires a causal aspect, such as a requirement of actual choice or control of what the agent is responsible for, as opposed to purely hypothetical choice. However, such causal requirements are incompatible with a regression requirement: if responsibility requires actual choice or control not just of what one is responsible for but also of its causes, and their causes in turn, and so on, as regression demands, then it requires actual choice or control of events that occurred before one existed—which is absurd. But I argue that the impossibility of regressive choice or control does not support eliminativism about responsibility, on either context-driven or theory-driven accounts of responsibility. From the impossibility of regressive choice or control we should conclude not that responsibility is impossible, but rather that responsibility is not regressive. A plausible conception of responsibility that imposes neither the regression requirement nor the ability-to-do-otherwise requirement is a reason-responsiveness conception. 

The second part of the book considers how these arguments about responsibility bear on luck-neutralising accounts of distributive justice. Gerald Cohen has expressed the view that the aim to neutralise luck provides the fundamental motivation of egalitarianism.
 The luck-neutralising aim provides an illuminating and unifying account of the intuitive undercurrents of recent debates about egalitarianism. But nevertheless we should reflect on whether it can actually provide an adequate basis for egalitarian distributive justice. I do this by distinguishing various roles that responsibility might play in a theory of distributive justice. I emphasise the important distinction between the question of what to distribute and the question of how to distribute, and argue that responsibility cannot tell us how to distribute at all, let alone to distribute in an egalitarian manner. We cannot derive how to distribute from what to distribute. Nor does responsibility provide a basis for taking equality as a default position, departures from which must be justified. It can, however, play other important roles in a theory of justice.

For responsibility to play the ‘how’ role, it would have to tell us, when the level of goods someone actually enjoys is a matter of luck for him, what other, counterfactual level of goods would not be a matter of luck for him. But such issues of counterfactual responsibility do not generally have determinate answers. As a result, the luck-neutralising aim cannot provide a basis for egalitarianism: it can neither specify nor justify an egalitarian pattern of distribution. I set out the luck neutraliser’s dilemma. Bad luck can be understood in either interpersonal or counterfactual terms. On the one hand, the aim to neutralise interpersonal bad luck specifies an egalitarian pattern of distribution only trivially, since interpersonal inequality is used to define bad luck and does nothing to justify it. On the other hand, the aim to neutralise counterfactual bad luck neither specifies nor justifies an egalitarian pattern of distribution. Judgements about the responsibility of individuals for their choices and the outcomes of these choices cannot in general tell us how to distribute between people, since such judgements are not about interpersonal relations and do not generally extend in any determinate way to counterfactual situations. When the actual distribution is a matter of luck, it is usually simply indeterminate what counterfactual distribution would not be a matter of luck. This point is related to the implicit and implausible assumption that luck and responsible choice are separable, an assumption made by appeals to hypothetical luck-free choice.

However, these arguments against the ‘how’ role leave it open that responsibility can play the ‘what’ role: can tell us what goods to redistribute. It might contribute to defining the currency of distributive justice in a theory according to which goods are exempt from redistribution to the extent people are responsible for them, so that distributive justice is only concerned with redistributing goods that are a matter of luck for people. Responsibility could in this way operate as a filter on some independently specified category of goods (such as welfare or resources).

Cohen asks whether the normative and supposedly descriptive premises of the familiar maximin argument for incentive inequality are inconsistent: is it inconsistent for the talented to aim to make the worst off as well off as possible, while also choosing to demand incentives and thus refusing to work harder without additional return?
 By making the latter choices, the talented fail to do what they could do to make the worst off still better off. However, I consider the danger of a different inconsistency: is it inconsistent to aim to redistribute to the worst off only what is not down to choice, while also holding that the talented can and should choose to work harder for less, to benefit the worst off? If goods for which people are responsible as a result of the choices they make are (at least partly) exempt from redistribution, why aren’t the extra goods that result from the choices of the talented to work harder (at least partly) exempt? I relate Cohen’s arguments about the currency of distributive justice to his separate arguments against incentive inequality ‘on the merits’, under various different assumptions about responsibility. (This strategy isn’t intended to yield a criticism of Cohen’s own arguments, since he makes his currency
 and incentive inequality
 arguments in two different dialectical contexts.)

By this point in the book I have argued that responsibility cannot play a patterning role, telling us how to distribute, and considered how it could be given a currency role, a role in determining what to redistribute. I go on to brings into focus two further roles that responsibility can play in accounts of distributive justice, the incentive-parameter role and the well-being role, and to argue that these are really the most important roles for responsibility in distributive justice. When their relations to the ‘what’ role are examined, further problems emerge for the ‘what’ role, which I conclude is problematic and better dispensed with.

Beliefs about responsibility can play an important role in motivating productive activity, including by acting as parameters on which the range of possible incentive-seeking behaviour depends. Cohen suggests that whether the talented can work harder for less can depend on alterable normative expectations. The latter, I argue, include expectations of evaluative reactions based on prevalent views about responsibility and corresponding beliefs by the talented about their own responsibility for what they do. Altering beliefs about responsibility could alter such expectations, and so alter the range of possible levels of incentive-seeking; beliefs about responsibility can thus have a psychological role as parameters on which the range of possible incentive-seeking behaviour by the talented depends. From the perspective of a luck-neutralising egalitarian social engineer, on what basis should such parameters be fixed? As Cohen points out, until this range is determined, the implications of a maximin principle of justice are indeterminate.
 What is needed in this psychological role, I argue, are simply true beliefs about responsibility.

Moreover, facts and beliefs about responsibility can constitute and influence people’s well-being in important ways. How should the egalitarian social engineer factor this well-being role into the parameter-setting and currency-filtering issues? I consider how the incentive-parameter and well-being roles of responsibility interact with the currency role: do they conflict, or constrain one another, or create unstable interdependencies, or admit of stable equilibria?

I conclude by considering whether a stronger case for egalitarianism can be made by assuming a fundamental aim other than the aim to neutralise luck. I suggest a cognitivist alternative: we could instead aim to neutralise bias—influences that distort beliefs about what should be done, such as the influence of personal desires to believe that something is true. The bias-neutralising aim can provide a stronger basis for egalitarianism than the luck-neutralising aim, since the latter puts responsibility in roles that it is not suited to play, while the former does not. An approach to distributive justice based on the aim to neutralise bias rather than luck retains the incentive-parameter and well-being roles for responsibility, but dispenses with the ‘what’ role as well as the ‘how’ role. While responsibility has an essential position in this cognitive approach, it is a different, less demanding position, better suited to the nature of responsibility; for example, it does not depend on implausible assumptions that luck and responsible choice are separable, or that it is generally determinate what people would choose or be responsible for under counterfactual hypotheses about luck. 

Political liberals such as Rawls have denied that aiming at knowledge can provide a basis for justice in a pluralistic democratic society. But I argue that political cognitivism can provide an account of distributive justice that does not threaten the liberal values of pluralist democracies. Moreover, the bias-neutralising aim provides an argument for a maximin principle of distribution that avoids standard objections to luck-related arguments for maximin. Aiming at knowledge provides a reason to adopt a perspective of ignorance in thinking about how goods should be distributed: because ignorance of ourselves would rule out many biasing influences, such as those deriving from self-interest. A veil of ignorance helps to avoid biasing influences while addressing issues about what it is possible for the talented to do.  The normative significance of the veil of ignorance is provided by the aim to avoid the biasing influences that inevitably go with information, even probabilistic information, about who you are and what you are like, your talents and handicaps. I tease apart the luck-neutralising and the bias-neutralising strands in familiar arguments for maximin, and relate them to the decision-theoretic distinction between risk aversion and uncertainty aversion. The bias-neutralising argument for maximin assumes weak uncertainty aversion, but not risk aversion. However, weak aversion to uncertainty can be justified as part of the minimal rationality required for intentional agency, in a way that risk aversion cannot. By taking a cognitivist perspective on justice, and dissociating it from the luck-neutralising aim and related ideas, we can thus reclaim egalitarian results.

Justice, Luck, and Knowledge demonstrates some of the ways in which issues about responsibility interact with issues about distributive justice and with the roles responsibility can play in distributive justice. I hope to have shown readers why it is important for theories of distributive justice to distinguish responsibility from other values, such as deservingness or fairness, to distinguish different conceptions of responsibility, and to distinguish different roles responsibility might play in distributive justice.

Replies

Reply to Philip Pettit

Philip Pettit reconstructs and probes my arguments about responsibility under five headings. 

First, he queries my position on whether responsibility for an act requires that the agent could have done otherwise, distinguishing familiar thinner and richer senses of this requirement. The richer, ‘could have done otherwise’, requirement is what Pettit refers to as ‘primitive’, not derivative from the actual causal history of the choice. It is an outright or absolute requirement of an alternate sequence, rather than a requirement that the actual sequence of causes leading to the act have certain dispositional properties. The latter, thinner sense of ‘could have done otherwise’ is sometimes given conditional analyses such as ‘would have done otherwise if had chosen to’. I don’t discuss which of these is the genuine sense of ‘could have done otherwise’; what matters is to mark the distinction, not how it is labelled. I use the phrase ‘could have done otherwise’ in the rich sense, to label an outright alternate sequence requirement, which I reject. But I do not by that token reject actual sequence requirements for responsibility that may be formulated by conditional analyses (however labelled). 

Pettit asks whether I reject the ‘could have done otherwise’ requirement only in the rich sense, not the weaker sense. This answer is ‘Yes’. However, there is certainly a sense in which acting for a reason requires acting in a space of alternatives, choosing an alternative from among them for a reason. If we reject the outright, alternate sequence ‘could have done otherwise’ requirement, we may wish to re-employ that phrase to capture the sense in which an agent faces alternatives, a sense neutral between determinism and indeterminism. But I’d prefer to avoid re-using this same label, to avoid equivocation, and to bestow it permanently on the opposed view as a proprietary label for the alternate sequence requirement it imposes for responsibility. Instead of reusing the ‘could have done otherwise’ label, we can speak of whether the agent ‘had alternatives’ in a dispositional, actual sequence sense. 

How should having alternatives be explained? I am currently thinking about this in terms of subpersonal enabling mechanisms of simulation.
 A fundamental arena of action for reasons is instrumentally rational action, in which the agent has a goal and chooses the best means to achieve her goal. This requires having information about the likely consequences of different actions the agent might perform. Such information could be carried by predictive simulations of actions: several different motor programs could be run ‘off-line’, disengaged from actual motor output, simulating their likely results. Such a functional subpersonal mechanism need not be consciously accessible to the agent, but it may nevertheless be an important part of what enables agents to choose in instrumentally rational ways from among various actions. That is, the sense of having alternatives may depend, whether directly or indirectly, on the information structure provided by such predictive simulations.

To understand better what such predictive simulation involves, it helps to understand the control structure on which it builds. The elements of basic feedback control are: a target input, a comparison of the target with input, which generates some output, which has feedback effects that contribute along with exogenous events to the next round of input.
 A control system maintains input at a target level in the face of exogenous disturbances, by adjusting output as and when necessary to compensate for exogenous events. Control is an essentially dynamic process, occurring over time; the concept does not apply to events in isolation. Over time, a control system may build up associations between circumstances, output and subsequent input, allowing it to predict the feedback likely to result from given output in given circumstances. When the system is on-line, such predictions function to smooth and speed controlled actions. When the system is off-line, with motor output inhibited, such predictions can provide information about the best means to a goal by simulating the consequences of alternative actions.
 Such predictive simulation enables trials and errors to be made virtually, without incurring the costs of actual action;
 it may thus be part of the subpersonal information structure that provides the underpinnings of having alternatives and enables agents rationally to consider alternative actions.

Second, Pettit disputes my view that control is a causal relationship between the controller and what it controls. He argues that this view overlooks the important possibility of ‘virtual control’, which he distinguishes from ‘causal control’. One exercises virtual control if one can intervene, like a manager or an editor, should a process drift off-target, even if one is not exercising active causal control.

I recognise that there can be control hierarchies, in which one control system delegates control of a process to another system, and only intervenes when the delegated system fails to achieve or maintain its assigned target. In Frankfurt cases, for example, the agent has control, and the intervener has higher-order control because he would intervene if the agent did not serve the intervener’s goals. The intervener’s higher-order control does not cancel the agent’s control or vice versa; they are realised by different actual sequence, dispositional properties. It is the agent’s disposition rather than the intervener’s that explains what actually happens; had the intervener acted, a different explanation would have been needed. There are also many intrapersonal examples of meta-control, both personal and subpersonal.

However, I’m not persuaded that we should recognise a difference between virtual and causal control. All control is more or less virtual, as well as causal.
 Control is essentially dynamic, a matter of dispositions to intervene as needed in an ongoing process. A thermostat is no less in control because at a particular point in time the weather is warm outside and it doesn’t need to switch the boiler on. All control is like that. The thermostat’s control doesn’t depend on whether its switching the boiler on or the sun explains why the room is 70 degrees at a particular point in time, so long as it is disposed to turn the boiler on as needed in an ongoing process. Control is not simply event-to-event causation; it does not depend on whether a particular episode is caused endogenously or exogenously. Nevertheless, it is a dynamically extended causal process relating the control system and what is controlled. So, when a properly dynamic view is taken, all control is both virtual and causal. Here as elsewhere, the right way to characterise a relation that is of interest depends on extending the time period to capture the dynamics of a process as essential to the relation in question.

I am not sure whether there is more than a verbal difference with Pettit here, once it is clear that by characterising control as a causal process within a dynamic perspective, I do not mean what Pettit means by causal control, which seems to be closer to event-to-event causation or explanation. 

Third, Pettit considers whether responsibility requires mechanisms on which agents act or agents to be responsive to reasons. In Fischer’s sense, reason-responsive mechanisms can be described at either the subpersonal or personal level,
 so shifting our focus from agents to mechanisms does not necessarily take us subpersonal. The reasons Fischer and Ravizza give for focussing on mechanisms rather than agents derive from Frankfurt cases,
 with their counterfactual intervener structure, as well as from their distinction between guidance (actual sequence) control and regulative (alternate sequence) ‘control’. That is, their focus is on whether the mechanism on which the agent acted was reason-responsive, even though the agent couldn’t have done otherwise because a counterfactual intervener is installed in the situation. By contrast, my argument for the irrelevance of alternate possibilities does not depend on counterfactual interveners,
 and I do not employ a sense of control that requires alternate possibilities.
 So, while I took over from them a concern with reason-responsive mechanisms and dispositions, understanding these in terms of control by reasons, I did not fully share their motivations for doing so. Moreover, as Fischer and Ravizza and Pettit and I all recognise, responsibility does require us to address whether mechanisms are properly attributed to agents as their own, in order to rule out cases of manipulation.

Pettit’s remarks about the capacity for self-improvement or self-correction as a kind of virtual sensitivity to reasons, so that a drift away from the requirements of reason would trigger a process of correction, suggest that such a capacity may be an additional requirement for responsibility. I would describe such a capacity, for reasons given above, not as virtual control by reasons as opposed to causal control by reasons, but as a kind of meta-control. 

Under his fourth and fifth headings, Pettit suggests that such a self-correction capacity might provide a sense in which reason-responsive control mechanisms are the agent’s own, and that this capacity is closely linked to the participation of agents in a practice of giving reasons to one another (as in Pettit’s conception of ‘conversability’). This strikes me as a very promising suggestion. I particularly like the way it combines the ideas that the ownership required for responsibility has self-reflective (meta-control) and social (apt target for reactive attitudes) dimensions. The interaction between these dimensions may be important for ownership, and help to explain why, although some animals may be instrumentally rational, we do not regard them as responsible agents in the absence of fully-fledged social cognitive capacities.
 That is, responsibility may require not just a kind of rationality, but a kind of social rationality, presupposing social cognitive capacities. 

However, I would like to separate what I regard as the substance of this suggestion, namely that a requirement of agent ownership can be understood in terms of meta-control in a social context, from two aspects of the way Pettit interprets this suggestion. First, as already indicated, I don’t accept the virtual control/causal control distinction, so wouldn’t regard meta-control as distinctively virtual and non-causal. Second, Pettit suggests that such meta-control satisfies a regression requirement. However, this isn’t what I mean by a regression requirement. In my sense, regression says that responsibility for X requires responsibility for X’s causes, and is recursive, which means that responsibility requires responsibility for the causes of causes of causes . . . of X. Since some of these will have occurred before the agent existed, regression cannot be satisfied if responsibility also requires control. This point holds despite the fact that control is dispositional; control is still a causal relationship in that it requires there actually to be a disposition, at the relevant time, to intervene to maintain the relevant target. It is not enough for the counterfactual to hold, that if one had existed at that time, one would have had such a disposition (compare my discussions in Justice, Luck, and Knowledge of the inadequacy of a pure hypothetical choice account of responsibility, pp. 23-31, 167-168, etc.). Note that control itself is not regressive: control of X does not require control of X’s causes (which may be exogenous to the control system). Nor is meta-control regressive in my sense: control of the operation of another control system, for example, does not require control of the causes of its operation, which may also be exogenous, but merely the disposition to intervene in its operation as needed to satisfy the goals of the meta-controller. Control is dispositional (as well as dynamically causal—which does not require control of causes!) all the way up. Furthermore, I would not support a recursive requirement of meta-control for responsibility: this seems to me too strong. Even if the ownership required for responsibility requires some degree or type of meta-control, I do not think responsibility or ownership require meta-meta-control, all the way. So even if a regression condition is understood in Pettit’s way instead of mine, I don’t think that responsibility is regressive.

As Pettit indicates, we agree about far more than we disagree about. It may be that when the differing terminologies we employ are reconciled, we disagree about very little.

Reply to Kasper Lippert-Rasmussen

Kasper Lippert-Rasmussen raises four intriguing challenges to my treatment of responsibility. 

First, he distinguishes two claims. The simple claim is that responsibility requires alternate possibilities; hence (contraposing) that inability to do otherwise defeats responsibility. The complex claim is that when (a) acting otherwise is not possible and (b) the agent would not have acted otherwise even if it had been possible, then the agent is nevertheless not responsible, for the reason that he could not have done otherwise. My argument for the irrelevance of alternative possibilities, he concedes, defeats the complex claim. If an agent wouldn’t have done otherwise whether or not it were possible to do otherwise, then whether he could have done otherwise is irrelevant to responsibility. So his inability to do otherwise cannot be the reason why he is not responsible in such a case. But my argument, Lippert-Rasmussen argues, does not defeat the simple claim. For suppose responsibility requires regressive control, and hence is impossible. Then it would be trivially true that responsibility requires alternate possibilities, since to make this conditional false one would have to find a counterexample in which responsibility obtains without alternate possibilities; but if responsibility is impossible, there cannot be such a counterexample. 

The point here seems to turn on the supposition that if responsibility is impossible, any claim about what it requires will be trivially true, since no counterexamples will be possible. I think the modality of the argument by Lippert-Rasmussen needs to be spelled out more fully before this point can be properly assessed. But if it is correct, it nevertheless will not provide a defence of the principle of alternate possibilities, since it would equally show that responsibility requires there not to be alternate possibilities. Moreover, I have independently argued against the view that responsibility requires regressive control and hence is impossible, so I am not worried by an argument that turns on this supposition. 

Suppose the agent would have done otherwise if it had been possible. As Lippert-Rasmussen points out, my argument doesn’t show that the agent here is not responsible for the reason that he could not have done otherwise. That is, my argument per se doesn’t rule out the relevance of alternate sequences to responsibility in such cases. A good point. However, in such cases, the dispositions also differ between the two cases, hence the actual sequence differs. Bill would have had a different rain dance disposition, in Lippert-Rasmussen’s example, from  the one he in fact has. When the presence of an alternate sequence varies along with the dispositions in the actual sequence, we do not have a reason on those grounds to attribute the result to either factor. The point of appealing to cases in which the agent wouldn’t have done otherwise whether or not he could have done, as I did, is to hold the disposition constant while the availability of an alternate sequence varies (as in controlled experiments). If the result (whether or not he is responsible) holds constant with the disposition, this suggests that the disposition rather than the availability of the alternate sequence is what explains the result. What Lippert-Rasmussen queries, I take is, is how far this hypothesis can be generalised from the specific suppositions I make.

Note that my irrelevant alternative argument assumes that dispositions can hold constant across deterministic and indeterministic realising worlds; that is just what I mean when I say that the agent wouldn’t have done otherwise, whether or not he could have. But Bill’s disposition does not hold constant across deterministic and indeterministic realising worlds; in the latter, he has a rain dance disposition that he lacks in the former. 

Second, Lippert-Rasmussen denies that a reason-responsiveness disposition is necessary for responsibility. He develops an irrelevance argument applied to the dispositional properties of the actual sequence. He supposes John and Joe have different dispositions in relation to certain counterfactual cases, so that Joe counts as meeting the relevant standard of reason-responsiveness, while John does not. They have the same beliefs about how they would act in the relevant counterfactual cases, but Joe’s beliefs are true, and John’s are false. Moreover, in the actual case they do the same thing on the basis of the same type of deliberations. Why should what they would have done in a counterfactual situation count as a relevant difference and distinguish them in respect of responsibility, Lippert-Rasmussen asks, given that their actual reasons for acting were the same?

This is an extremely interesting question. I think it has to be answered by appealing to the sense in which acting for reasons is inherently general, and carries implications about what one would do in a range of counterfactual cases in which one decentres from the actual situation along various dimensions.
 However, it could be replied that the most this answer could do would be to show that John’s and Joe’s reasons for acting were not the same even in the actual case, given that their dispositions differ with respect to counterfactual cases. That is, even if reasons in the actual case vary with dispositions in counterfactual cases, because of the inherent generality of reasons, this does not show that John’s and Joe’s responsibility in the actual case should vary as well, since their different dispositions respond in the same way in these cases. This reply makes a fundamental challenge to a reason-based conception of responsibility turn on the very generality of reasons, their commitments with regard to counterfactual cases.

John and Joe, along with other similar pairs, present hard cases for reason-responsiveness views of responsibility, in which a marginal difference in reason-responsiveness dispositions with respect only to counterfactual cases appears to carry too much weight with respect to responsibility in an actual case. However, I’m inclined to think that such hard cases are examples of generic slippery slope and line-drawing problems, which face most theories face. The distinctive point here that goes beyond a generic line-drawing problem is a challenge to the way in which reason-based views of responsibility make responsibility inherent in the intrinsic generality of rationality, the way rationality inherently carries commitments beyond the actual situation. But this linkage between responsibility and rationality, in respect of generality and counterfactual commitments, seems fundamentally correct to me (despite the existence of such hard cases), and to express the essentially social role of responsibility in our lives.

Lippert-Rasmussen’s third set of points concern the problem of manipulation of reason-responsiveness dispositions in ways that undermine responsibility. I suggested that Jeremiah would be responsible for his subsequent acts if he willingly takes a disposition-altering drug in order to accomplish certain reasonable goals that he has, but not if he is unwittingly manipulated by another drug first, which ‘softens him up’ to make him accept the second drug.
 The first Jeremiah case Lippert-Rasmussen describes differs in significant details from the cases I described, and without further detail about Lippert-Rasmussen’s case it isn’t clear from my perspective whether the drugs undermine Jeremiah’s responsibility or not.

Indeed, it is far from clear in principle how to characterise a process of taking responsibility that is immune to manipulation. A suggestion I found promising appeals not to tight responsiveness to objective reasons, but rather to “a process of acquiring reason-responsive mechanisms or dispositions in which the agent is genuinely in contact with objective reasons . . . but which does not guarantee that he will arrive at true beliefs and right answers”.
 I postulated that “evolution and culture may equip with mechanisms of arriving at beliefs and desires through a process of learning to respond to objective reasons in specific contexts”.
 These suggestions about how to handle manipulation cases concern the processes by which loosely reason-responsive mechanisms are acquired: learning processes that involve contact with objective reasons. I am puzzled therefore that Lippert-Rasmussen says that my proposal concerns the outcome of the process rather than the process. Acquiring a reason-responsive mechanism through a process of learning by interacting with objective reasons is not compatible with having acquired the mechanism through a “manipulative genesis”, as Rasmussen puts it; so my proposal does handle such a case correctly. If the ‘manipulator’ makes interactions with objective reasons available to the agent to learn from, this doesn’t seem to me to count as manipulation that defeats the agent’s responsibility for the actions that follow. If a manipulator comes along after the agent has acquired the reason-responsive mechanism through such a learning process, and exploits the agent’s independently acquired reason-responsiveness to the manipulator’s own ends, then everything turns on which mechanism explains what actually happens, as Frankfurt cases teach us. If it is explained in terms of reason-responsive dispositions that were acquired by the agent in an unmanipulated process of learning by interacting with objective reasons, then he is responsible for his actions, even if his actions also serve the purposes of the manipulator standing by. If on the other hand what actually happens is explained in terms of a reason-responsive disposition implanted in a manipulative process by the intervener, then the learning condition on the process is not met, and the agent is not responsible for his actions.

Lippert-Rasmussen’s final point concerns my argument that responsibility is not essentially impossible, which turns on a distinction between two responses to a conflict between our applications of the concept of responsibility and our theories about responsibility. First, eliminativists of the stripe that concern me hold that our full-blooded concept of responsibility (which licenses praise, blame, reactive attitudes, and so on) is driven by the theory that responsibility requires regressive choice or control, and since none of our applications satisfy that theory, they are all wrong. The full-blooded concept has no true applications. Of course it is compatible with such eliminativism to hold that a different, weaker concept, of some form of accountability, does have application. But it is eliminativism about full-blooded responsibility that I argue against. Second, revisionists say that our full-blooded concept (not some other concept) is driven by our applications of it, and since these do not satisfy our theory, the theory is erroneous and needs revision. What are revised are the theoretical claims we make about responsibility in the full-blooded sense, not the concept of responsibility. Such revisionism is a view I have more sympathy with. By contrast, to revise the concept of responsibility is quite compatible with eliminativism about full-blooded responsibility. My argument favouring revisionism rather than eliminativism is an argument precisely about full-blooded responsibility: an argument for revision of our theory about full-blooded responsibility (namely rejection of the regression requirement) rather than eliminativism about full-blooded responsibility. ‘Revisionism’ can be used in a different sense than mine, of course; but doing so doesn’t address my argument.

On the normative character of certain disagreements about responsibility we seem to agree. I described disagreement about whether responsibility is regressive as “deeply normative, substantive disagreement”,
 not semantic, and said: “Neither side can dismiss the other as simply using ‘responsibility’ in a different sense”.
 But scientific disagreement over how to resolve conflicts between theory and applications, between elimination and revision, isn’t merely semantic, either. Disagreement in one realm may be normative and in the other realm empirical, but both are substantive disagreements, not semantic. Similarly, in both realms new concepts can be adopted, without resolving the substantive disagreement. So I don’t yet see the disanalogy, apart from the difference between normative and empirical subject matter.
Finally, Lippert-Rasmussen disputes my claim that conditions that are impossible to satisfy cannot explain why people are not responsible. At this point I was explicitly discussing context-driven approaches.
 My claim was that, on a context-driven view of the explanatory work to be done, impossible essences cannot do the needed work, which is to explain something about the actual worldly contexts of the concept’s applications.
 Lippert-Rasmussen appeals to an intuitive difference between saying that someone is not responsible for what he did because he is not responsible for the causes of his act all the way down, and saying that he is not responsible because it is not the case that P and not-P. Here he seems to be shifting from a context-driven view to a theory-driven view. On such views, by contrast, the explanatory role of essential properties is to reveal the deep structure and coherence of the theoretical role assigned by users of the concept.
 I argued that a combination of theoretically assigned properties that is impossible to satisfy, such as regressive control, cannot have even a theory-internal, coherentist explanatory role (intuitions to the contrary notwithstanding). An unsalvageably incoherent theoretical role, beyond the help of revisionism, would not provide responsibility with an explanatory impossible essence either, but rather would eliminate it.
 

Reply to Marc Fleurbaey

Marc Fleurbaey agrees with me about the need to do more to seek a link between luck-neutralisation and equality, and indeed proceeds in his commentary to do so. This is the kind of helpful spelling out I had hoped for in response to my arguments. 

Fleurbaey concedes the desirability of avoiding the egalitarian fallacy, and that luck neutralisation does not independently justify the choice of equality as the default, departures from which require justification. However, he does not concede that luck neutralisation has no role in determining or specifying how goods should be distributed within an equality default view. He claims—and I agree—that there is a strong intuition to the contrary. But whereas I probed this intuition and found it unsupported, he defends it.

In understanding the relation between our views, much turns on how to interpret his terminology and framework in relation to mine—they are stated in quite different terms, which may put us at cross purposes or obscure the relations between our arguments. So I’ll spend some time trying to translate his terminology into my own, without doing injury to it.

Let’s distinguish character traits and dispositions (such as talents or productivity) from the choices people make and the outcomes of these choices, measured in terms of some chosen dimension. Any of these can be the objects of the responsibility relation ‘S is responsible for . . .’. Sometimes people are responsible for their dispositions or traits, though often they aren’t. People are often responsible for both their choices and the outcomes of these choices. I reject the regression requirement: people do not have to be responsible for their dispositions or traits in order to be responsible for their choices and the outcomes of these choices. Someone can be responsible for a choice and its outcome even if they are not responsible for, say, the reason-responsive dispositions in virtue of which they are responsible for their choice and its outcome. Choice and its outcomes do not automatically inherit luck from the causes of choice: this noninheritance of luck claim is equivalent to rejection of a regression requirement for responsibility (given the inverse correlativity of responsibility and luck). Responsibility for X does not require responsibility for the causes of X if and only if nonresponsibility (luck) is not necessarily inherited by its effects.
 

How does Fleurbaey’s formula

(1) achievement = f (personal luck, personal responsibility)

relate to my noninheritance claim? To answer, I must translate (1) into my terms. Achievement is what I would call the outcome of choice. Personal luck is what I would call dispositions and traits, such as certain talents, for which people are not responsible and which affect what people choose and the outcomes of these choices. Personal responsibility is what I would call the choices for which people are responsible. The function ‘f’ maps a causal relation leading from dispositions and choices to outcomes of choices; it will vary, evidently, with aspects of the social environment for which individuals may not be responsible. As Fleurbaey explains, the formula represents two aspects of luck: nonresponsibility for certain dispositions and traits, and responsibility for features of the social environment that affect how choices translate into outcomes. Given this translation, Fleurbaey’s formula says:

(2) The outcome of choice results, in a given social environment for which the individual is (presumably) not responsible, from individual choices for which the individual is responsible and from certain dispositions and traits for which the individual is not responsible.

Fleurbaey says that the luck neutraliser aims to make outcomes reflect only the choices for which the individual is responsible, but not any of the factors for which she is not responsible. Luck neutralisation thus requires that people who make the same choices for which they are responsible should have the same outcomes. This is represented in effect by suppressing the personal luck argument of the function, thus allocating to individuals what they are responsible for apart from the influence of luck. This framework for luck neutralisation thus implicitly assumes the separability of choice and luck. 

By contrast, I hold that responsible choice and luck are not separable. The choices for which the individual is responsible, and the dispositions and traits for which she is not responsible, but which affect her choices and their outcomes, are not independent factors leading to an outcome in a given social environment. The contribution of each of choice and luck to outcomes depends inextricably on the other. If you abstract from the influence of luck, it becomes indeterminate what people would choose or be responsible for. Rather, some dispositions and traits for which a person is not responsible enable the choices for which she is responsible, which in turn lead to outcomes in a given social environment. Since I reject the inheritance of luck, the fact that choices result from dispositions and traits for which people aren’t responsible does not mean they aren’t responsible for those choices or their outcomes.

To illustrate what is at issue: Suppose Janet makes workaholic choices for which she is responsible. Luck neutralisation, on Fleurbaey’s formulation, assumes the separability of responsible choice and luck, and holds that Janet’s outcome should not depend on her luck level: she should get the same outcomes whether she is talented or not, assuming that this is a matter of luck. Ditto for Sam and his choice to surf; his outcome shouldn’t depend on his luck level.

However, it evident that Sam’s and Janet’s choices between surfing and workaholia may depend, in different ways that reflect their individuality, on their luck levels. Suppose instead that Sam and Janet both choose surfing, and that Janet is talented and Sam is not. Fleurbaey’s luck-neutraliser would say that they should get the same outcomes. But why? Responsibility doesn’t tell us that. If Sam had been talented, he might have chosen workaholia. And if Janet had not been, she might have chosen workaholia. That is, if Sam and Janet’s luck had been the same, they might have made very different choices and been responsible for very different results.

	Nonseparability
	Choice: workaholic


	Choice: surfer

	Luck:  good


	                         ?


                                                                    
	                  ?

       Janet

	Luck:  bad


	                        ?

            
	   ?           Sam


People are deeply different. It is generally indeterminate what they’d have chosen, hence been responsible for, if their luck had been the same. There is no basis for assuming that just because they make the same responsible choices in their different luck situations, they would still make the same responsible choices if their luck situations were the same—that is, if the luck difference between them were neutralised. It is fundamentally implausible to assume that luck and responsible choice are separable in this way. That is part of my point in arguing in my book that counterfactual responsibility is indeterminate, and hence cannot help to specify an egalitarian distribution. If there is no basis for assuming that people would make the same responsible choices if the luck difference between them were eliminated, then there is no basis for saying that eliminating luck differences would leave people responsible for the same thing, hence would specify that they should enjoy the same outcomes. Luck egalitarianism, on Fleurbaey’s formulation, builds separability in, while I reject it. But responsibility does not provide a justification for the separability assumption, which is really doing the work in this formulation of luck-neutralisation. 

If separability here is really as implausible as I suggest, what motivates the luck-neutraliser to assume it? Intuitively, it is closely connected to issues about the noninheritance of luck, although it isn’t easy to pin down exactly how. Here’s an attempt: if responsibility is assumed to be regressive, hence luck to be inherited by its effects, that appears to threaten the possibility of responsibility (in ways I spell out in the book, especially Ch. 3). In particular, if responsibility is not just regressive, but requires actual choice or control, then, tracing the causes back, it requires control or choice of things that happened before one existed—which is impossible. For the same reason, on this view of responsibility, it is impossible to neutralise the effects of luck.
 One way of avoiding this threat may seem to be to require for responsibility not actual choice or control but a certain kind of hypothetical luck-free choice, which is compatible with a regression requirement. Suppose people are responsible in virtue of what they would choose under certain special counterfactual conditions, apart from the influence of luck. If one can make good this conception of responsibility—which in effect assumes separability—, then it is not impossible in principle that it could apply regressively, since it doesn’t require actual choice or control.
 The separability assumption may thus be motivated as a way of avoiding the threat posed by the inheritance of luck. Supposing that luck and responsible choice make separable contributions to determining what people are responsible for seems to make room to construct, so to speak, what people would be responsible for in the absence of causes of their choices which they do not choose or control. But I argue that this construction of counterfactual responsibility out of hypothetical luck-free choice is a house of cards. There is no determinate basis for suppositions about what people would choose if we abstract from the influences on their choices for which they are not responsible—including the supposition of separability. Rather than trying to avoid the problem posed by the inheritance of luck by making an implausible separability assumption for which there is no basis, we should reject the inheritance of luck outright, as well as separability. 

Our disagreement here, then, does not turn on my reading luck more broadly than do luck-neutralisers, to include social environments as well as individual dispositions, as Fleurbaey suggests. It is more fundamental than that. I reject the luck-neutraliser’s assumption of separability, along with the inheritance of luck principle that seems to motivate it. This assumption, rather than responsibility, is doing the work in derivations of equality from luck-neutralisation. But responsibility provides no reason to accept it, and without it responsibility cannot do the work in question. 

The difference between our frameworks made by the presence versus the absence of the assumption that luck and responsible choice are separable runs very deep.
 It runs so deep that I’m not sure how to translate his remaining examples into my terms. Nor am I sure I understand Fleurbaey’s comments about the indeterminacy of reward as opposed to the indeterminacy of responsibility for choices and their outcomes. He claims that if luck-neutralisation is understood to hold that goods for which people are responsible should not be redistributed (what I call the ‘choice exemption’), then luck-neutralisation does not leave rewards indeterminate. I would distinguish indeterminacy of what should be redistributed with indeterminacy of how it should be redistributed. My indeterminacy claim runs to the ‘how’ issue, not to the ‘what’ issue. I agree that luck-neutralisation can tell us what to redistribute, namely, goods that are a matter of luck and not goods for which people are responsible (though I argue that this is not the best way to define the currency of distributive justice). But from this nothing follows about how we should distribute goods that are a matter of luck; what to distribute doesn’t entail how to distribute. And if luck and choice are not separable, I see no basis for understanding what people would choose or be responsible for in the absence of luck, hence for how we should redistribute goods that are a matter of luck to reflect what choices would have been in the absence of luck. 

On Roemer I think we can find some common ground. Roemer says: “. . . equality of opportunity view is, in my interpretation, a desert-based view, in which reward is due to persons according to their propensity to expend effort”.
 Fleurbaey says that nothing in Roemer’s scheme depends on a positive or negative relation between effort and personal achievement, that it is not geared toward rewarding effort. Fleurbaey’s claim seems to be contrary to what Roemer says. Now Roemer’s scheme need not be hostage to his own interpretation of it. Still, we should consider how this difference in interpretations can be resolved. 

As follows, I suggest: effort can be factored in as good or bad, in Roemer’s scheme. Effort to avoid smoking is good; effort to commit burglaries more efficiently is bad. More generally, the position of people in the distribution of outcomes within their type can be evaluated in different ways, so long as the same position is evaluated in the same way across types. Can the evaluation of effort or position be nonmonotonic? Suppose for some reason we think the median position is especially unworthy of reward, that positions just above and just below the median are especially worthy of reward, and that the lower and higher ranges are moderately unworthy of reward? Such nonmonotonic evaluations may seem arbitrary. But suppose that as long as a given position reaps the same reward within each of Roemer’s luck-types, equality of opportunity (across types) is satisfied (I’m not sure whether Roemer would agree with this formulation). My objection to equality of opportunity would still apply: on a liberal view, it is not the business of distributive justice to reward efforts to do this or that, or this or that position in a distribution, regardless of whether this reward scheme is monotonic or merely consistent across luck-types. People are deeply different, and to reflect the plurality of values, including the value of autonomy, justice should respect this. No scheme, however consistent, for rewarding their deeply different choices about what matters and their different degrees of effort and resulting positions within their type is an appropriately liberal basis for distributive justice. But Roemer’s scheme is just such a scheme; this is what I think Roemer means when he describes his view as a desert based view that rewards people according to their propensity to expend effort.

Fleurbaey raises the related issue of whether luck egalitarianism should adopt a laisser-faire policy with respect to goods for which people are responsible, as he holds, or a sum-maximising policy, as Roemer holds. The former is most consistent with my understanding of the motivations of luck egalitarianism.
 So on this point Fleurbaey and I agree. And we both seem concerned about the non-liberal aspects of Roemer’s scheme, though as I understand him Fleurbaey would locate these in Roemer’s application of a sum-maximising policy when people are responsible, in effect rewarding those with high marginal utility and penalising those with low marginal utility, where they are responsible. However, this policy in turn may involve the idea that, when people are responsible, those with high marginal utility deserve more than those with low marginal utility. If so, and if Fleurbaey would reject this idea, then again our views may converge here (many thanks to Marc Fleurbaey for his comments on this).

If my translation between our approaches is correct, they are broadly incompatible for reasons that stem from different views about the inheritance of luck and separability, on which my critique of luck egalitarianism turns. Nevertheless, points of agreement have emerged in some of our concerns about the illiberality of Roemer’s scheme. The clarification resulting from this exchange is useful progress, despite the remaining disagreements.

Conclusion

I would like to thank all the commentators for their generous and challenging discussions of my book, which have given me a great deal to think further about. I also thank them for their comments on a draft of these replies.
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