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ABSTRACTS FOR PARALLEL SESSIONS:

FIRST SESSION:

A neuroscience-based solution to the distality problem for naturalistic theories of intentionality

Prof. Dan Ryder (Philosophy, Connecticut Storrs)

Naturalistic theories of intentionality are typically vulnerable to the "distality problem".  That is, they typically fail to account for how it is that many of our mental intentional states denote things that are not mere conjunctions and/or disjunctions of proximal stimuli.  

Dretske's information-based teleosemantic theory, for instance, cannot explain how it is that we manage to think of that cat over there rather than a massive disjunction of conjunctions of receptor stimulations.  

In this paper, I present a neuroscience-based solution to the distality problem.

Just as modeling clay is designed (or chosen) for its capacity to acquire a resemblance to the spatial structure of objects, the cerebral cortex, I'll argue, is designed for its capacity to acquire a resemblance to a particular sort of regularity structure.  That regularity structure is characterized by a certain pattern of inductive richness, whereby predictive relations cluster together around "foci" of correlation.  Located at these foci are distal properties, individual objects, and kinds, which explain the clustering of correlations that reveal their presence.  For example, the clustering of correlations that exist among conjunctions of liquidity, clarity, potability, phase-change tendencies etc. are to be explained by the kind water.  (This kind of regularity structure has been appealed to by Boyd in his account of natural kinds, and Millikan in her account of all real kinds, objects, and other "substances".)

Much of the paper is occupied with presenting the SINBAD theory of the cerebral cortex (Favorov & Ryder) which justifies this picture of cortical design.  Supposing the SINBAD theory of cortical plasticity to be correct, cortical pyramidal cells have a strong tendency to tune to the items at the "foci of correlation" described above.  The underlying reason for this tendency is that a SINBAD cell's 5-8 dendritic trees must learn to match one another's activities in response to the variety of inputs they can receive.  (Each tree on a cell is subject to an error-correction learning algorithm, where the output of the cell is the training signal, or "correct" response.)  This forces each tree to find something that its inputs have in common with the inputs of the other trees on the cell; in order to do so, each tree must learn to signal (and thus make explicit) information that it has about a feature that is correlated with features that the other dendritic trees have information about, and must in turn make explicit.  The end result is that each tree signals the presence of a feature that is correlated with the features the other trees signal, and the cell as a whole tunes to the source or focus of that multiple correlation.  Thus, to caricature somewhat, one dendritic tree might learn to signal the conjunction of potability and clarity, another to signal boiling-in-such-and-such-circumstances, and another to signal the characteristic taste and feel of water, and as a result the cell whose dendrites these are will tune to and respond to the presence of water.

This much is uncontroversial, but it is also insufficient to yield distal denotation - why not suppose, for instance, that the SINBAD cell above does not denote water, but rather a disjunction of conjunctions?  

This is the same problem faced by other naturalistic accounts of intentionality, and its solution (at least for terrestrial mental representation, if not mental representation in general) can be found in the details of the SINBAD mechanism.

The key observation is that the special utility of the SINBAD mechanism is entirely dependent upon its interactions specifically with distal properties, objects, and kinds.  (A SINBAD network's superior isomorphism to the environment, and thus usefulness for prediction, can develop only in the presence of distal properties, objects, and kinds - foci of multiple correlation.)  Therefore the function of a SINBAD cortical network can be plausibly characterized in terms of its relationship with distal properties, objects, and kinds.  With the addition of general teleosemantic principles, then, the SINBAD theory can explain how it is that we manage to think of the distal.

Representational states in cognitive science: lessons from molecular biology?

Ulrich Stegmann (ulrich.stegmann@kcl.ac.uk, doctoral student, Philosophy, Kings College London)

Some philosophers of psychology have looked closely at notions like genetic information in order to advance the understanding of representational concepts in the cognitive sciences (e.g. Wheeler and Clark 1999). As in the cognitive sciences, the concepts of representation and information appear to play a significant role in molecular biology. I will argue that two aspects of the debate about genetic information should be considered when comparing representational concepts between the cognitive sciences and molecular biology: (1) To a significant extent, the debate about genetic information grapples with idiosyncratic difficulties and (2) it takes some problematic assumptions for granted. 

Claims to the effect that DNA contains semantic information are highly controversial among philosophers of biology. But one influential account defending the attribution of semantic information to certain developmental factors is the “teleosemantic theory” (e.g., Sterelny, Smith, and Dickison 1996, Maynard Smith 2000). Like the teleosemantic account of mental content, it analyses the concept of genetic information in terms of biological functions (in the etiological sense). However, the two accounts differ fundamentally in how they define representational content. I will argue that, as a consequence of this difference, the teleosemantic account of genetic information encounters a peculiar (and well-known) difficulty which does not arise with respect to the teleosemantic account of mental content. Essentially, the difficulty is how to avoid attributing representational content to a wide variety of developmental factors. To the extent that the debate about genetic information revolves around this difficulty, this debate may therefore be of limited help in assessing whether the teleosemantic approach is adequate in cognitive science. For surely the teleosemantic approach relevant to the cognitive sciences deals with mental content. 

When comparing representational concepts between the cognitive sciences and molecular biology, certain assumptions underlying the debate about genetic information should not be overlooked. This debate has produced a number of competing accounts and positions. In general, however, they are developed from a common starting point which itself is accepted without argument. The starting point involves two presuppositions: Firstly, biologists understand genetic information as essentially concerning phenotypic traits. Secondly, biologists employ just one, unified concept of genetic information rather than several distinct concepts. I want to expose these assumptions and argue that they are unfounded. 

As for the first assumption, it is in fact rather controversial among biologists whether DNA contains information about phenotypic traits. In contrast to informational descriptions regarding processes like DNA replication, textbook discussions often resort to tentative and general formulations when it comes to information about phenotypic traits. Moreover, some prominent molecular biologists have argued that, if at all, DNA contains information only about some of its more proximate effects. I will conclude that information about phenotypic traits should not be taken as a widely accepted example of the kind of information that biologists attribute to DNA. For this reason, philosophically driven attacks on information about phenotypic traits are in danger of burning a straw man. Furthermore, developing a philosophical analysis of genetic information from what appears to be a borderline case is likely to be misleading. 

The second problematic assumption is implicit in the way the debate focuses on whether the concept genetic information is reasonable or which is the most satisfactory account of it. What seems to be presupposed here is that biologists employ one concept of genetic information which captures, if anything at all, one kind of property or relation. I will argue that the term ‘genetic information’ is used in at least two contexts which feature quite distinct kinds of causal processes. Insofar theories of genetic information attempt to give a reductive account of semantic properties in causal terms, distinct kinds of causal relations may require distinct explanations of what it is to carry semantic information. Consequently, there seems to be room for several, mutually compatible, theories of genetic information. I will substantiate this claim by discussing Godfrey-Smith’s (2000) ‘developmental role theory’ of genetic information.

Affordance, Intention and Self-Awareness

Jennifer Booth (J.E.Booth@warwick.ac.uk; doing Philosophy doctorate, Warwick)

When we speak of an object affording something, we generally refer to a disposition of that object to provide for a certain type of interaction with an agent. We might say that an ice float affords postural support for a polar bear, or that a particular wine glass affords ‘picking up’. What it seems we are able to do is make sense of a “direct link” as Humphrey’s puts it, “between the perceived visual properties of an object and an action that may be performed with it”. This ‘direct link’ is an inherently agent relative notion; the ice float does not afford postural support for me, just as the wine glass does not afford drinking for the polar bear. Affordances can be characterised as agent relative dispositional properties of objects. 

My concern here is with how we perceive affordances. Precisely, the question of whether, and to what extent, affordance perception involves conscious experience. My claim will be that affordances are in fact a feature of conscious experience, and that it is in virtue of being so that they can provide a subject with reasons for his action, and can play a role in characterising the de facto phenomenology of such intentional action.  

I begin with an account of affordance perception from John Campbell, which suggests that affordances are non-consciously perceived. The account he proposes makes uses of the phenomenological consequences of an anatomical and functional divide (Jeannerod and others) between ‘action’ and perception’ information processing pathways. What he proposes is that conscious visual attention is used to target an object with which a subject can intentionally engage, whilst the ‘hard work’ of coordinating the subject’s body with the precise spatial organisation of the object is done by the subpersonal action system, using non-conscious information. The affordances of objects, for Campbell, just are these non-conscious features that the action system detects and exploits. All that conscious experience provides knowledge of is the location and categorical properties of the object upon which one is acting. It is a central feature of Campbell’s account that conscious experience is causally inert in the process of affordance detection and exploitation. He brings out this claim by suggesting a blindsighted subject might exploit affordances offered by objects that are located in his blind field. In this case, what the subject would be lacking is conscious experience of the categorical properties of the spatially located object that afforded him such interaction. According to Campbell, he would not have a reason ‘why’ his action was successful.  

To be sure, this view suggests that one can characterise what it is for an object to afford an action for a given subject purely in terms of a complementary relation between the physical properties of the subject and those of the object. One need not consider what it is like for the subject to exploit the affordance, since affordance perception is a subpersonal phenomenon. 

Alternatively, we might claim that “what we perceive when we look at objects are their affordances, not their qualities” (Gibson); that conscious experience of an object presents the object as being ‘within reach’ or ‘graspable’. We might suggest, returning to Campbell’s blindsighter, that what he lacks is not conscious experience of the object’s location and categorical properties, but conscious experience of the affordance that the object offers him. I suggest we support this proposal in light of the following. 

It is not obvious that conscious experience of an object’s categorical properties could tell one how to interact with that object. Prima facie, one would need to infer any possibilities for interaction from a comparison of the physical structure of one’s body with the categorical properties of the object. Arguably, such an inference-based account fails to characterise how it is that one perceives and exploits opportunities for action in one’s environment. Precisely, it fails to capture the de facto phenomenology of first person intentional action. The egocentric content of a subject’s conscious experience is such that it can provide the subject with knowledge of how to interact with objects without his having to consider himself as an object at all. The subject can have knowledge of the possibilities for action that an object offers, and knowledge of his ability to engage with such possibilities, simply by looking at the object. On the other hand conscious perception of affordances can provide for both these types of knowledge. Further, it is in virtue of doing so that conscious affordance perception plays a role in initiating and rationalising a subject’s intentional action. 
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Affordance selection and monitoring: Lessons from utilization behavior and philosophy

Erik Rietveld (D.W.Rietveld@uva.nl; doing doctorate, Department of Philosophy / ILLC, U. of Amsterdam; visiting UC Berkeley, Helen Wills Neuroscience Institute)

Merleau-Ponty’s (1945) descriptions of concrete situations shed light on the relation between the skillful body and the familiar world. For him consciousness in habitual coping is a matter of pre-reflective ‘I can’ and not explicit ‘I think that’. The body unifies many domain specific capacities. There exists an internal relation between the perceived possibilities for action in the environment (affordances) and the organism’s capacities. 

I will clarify the sub-personal mechanisms of affordance generation, affordance selection and affordance monitoring by integrating the literature on the neurological syndrome ‘utilization behavior’ (Lhermitte, 1983) with that on performance monitoring (Holroyd & Coles, 2002; Ridderinkhof et al., 2004). Utilization behavior is an acquired disorder of behavioral regulation in which actions are poorly attuned to the situational concerns of the individual  (i.e. needs, interests and internalized social norms). It is expected that the analysis of this literature will expand our insight in the neural basis of affordances and the way we pre-reflectively generate adequate behavior in situations of everyday life. Moreover a good understanding of the phenomenon utilization behavior (as described in various case studies) will clarify Merleau-Ponty’s phenomenology of pre-reflective intentionality.

Patients with utilization behavior (UB) spontaneously grasp and use familiar objects when they see them, disregarding a significant part of their situational context. Such an UB-patient may, for example, start to undress on seeing a bed, although this bed is in someone else’s house. These patients even use objects when explicitly told not to do so. These complex behavioral episodes have the important characteristic that they are technically adequate, but at the same time inadequate given the concrete personal and social context. 

From a phenomenological perspective, moreover, these UB-patients seem to have a proper sense of instrumentally adequate behavior, combined, strangely enough, with a lost sense of contextual adequacy: they are not aware that they act inappropriately. This is an important aspect of this neuropathology that has after Lhermitte largely been neglected.  Furthermore, when asked why they used these objects, some patients told that the object implicitly “ordered” them to use it. This latter characteristic is in line with an observation that was of central importance for Merleau-Ponty with respect to our normal behavior in everyday life: the familiar objects around us do not leave us cold, but move us; attract or repel us. These objects “speak” to the body-subject and influence what happens next in the system brain-body-world. 

In order to explain the neurological mechanisms of UB, it is useful to make a distinction between the functionality of lateral premotor system and that of the medial premotor system (Goldberg, 1985). Based on an updated review of all the neurological literature on utilization behavior (Archibald et al., 2001), we can conclude that strategic (and mostly bilateral) lesions at various cortical and subcortical locations (SMA, ACC, basal ganglia and thalamus) in the medial premotor system, but not the lateral premotor system, probably give rise to UB. 

According to Goldberg (1985, p.581-582) the medial premotor system is an anticipating system when the individual operates in familiar domains. Thanks to a history of past learning the medial premotor system is able to use a model-driven or hypothesis-driven predictive mode of action control. As the action starts to unfold it probably relies on an efference copy for performance monitoring. A recent (2002) influential theory by Holroyd & Coles integrates the literature on performance monitoring with the literature on the neurobiology of (actor-critic) reinforcement learning. Their theory is in line with Goldberg’s ideas on anticipation and explains some of the neural mechanisms. They suggest that components of the basal ganglia play the role of adaptive critic. When the action outcome is worse than expected, a negative reinforcement learning signal is conveyed to the ACC via the midbrain dopamine system (ventral tegmental area, VTA). The functioning of this loop will often be fast enough to correct inadequate behavior on the fly. 

Integrating Goldberg with Holroyd & Coles, I suggest that a strategic lesion in the medial premotor system (including the VTA) is likely to damage the functioning of this predictive system for action control and increases the likelihood that contextually inadequate possibilities for action will be selected and unfold without being corrected. This could result in utilization behavior.  

The following distinctions with respect to normal skillful coping seem to be possible: 

a) Affordance generation: Which possibilities for action (affordances) are generated by (primarily) the lateral premotor system depends both on the environment and our domain specific capacities for action.

b) Affordance selection: Which of these possibilities for action are perceived as significant and which one is selected depends on a sub-personal process of appraisal based on our situational concerns of the moment. Here the medial premotor system (including the VTA) probably plays the key role (although it should be noted that this system receives projections from other prefrontal areas, and cooperates with the lateral premotor system). Thanks to reinforcement learning an anticipating model has been developed that can be used for evaluation by means of virtual simulation of possible actions (affordance selection) in familiar domains. 

c) Affordance monitoring: The contextual adequacy of ongoing action depends on the performance monitoring system. The neural structures mentioned under (b) also play a key role in this, but now also using (proprioceptive and other) feedback.
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Physical Cognition in the Light of the Environmental Intelligence Hypothesis

Dr. Sabine Tebbich* (st281@cam.ac.uk; with co-authors: A. Seed*, N. Emery† & N.Clayton*; *Psychology, Cambridge; †Sub-department of Animal Behaviour, Madingley, Cambridge)
Comparative studies of cognition, aim to identify the selective pressures driving the evolution of intelligence  and the corresponding expansion of the neocortex . The aim has been to pinpoint continuities and discontinuities between humans and animals and therefore this research area has been focused on primates.  In contrast,  the ecological approach analyses  ecologically significant aspects of cognition and compares them in closely and distantly related species.  Embedded within this framework, the environmental intelligence hypothesis states that specific cognitive abilities may have evolved independently in various taxa in response to environmental challenges. This framework is our basis for  investigating the evolution of avian cognition. In our empirical studies, we approached the topic of cognition about the physical environment and its relation to tool use. Tool use may require special cognitive abilities, because it requires the ability to causally relate at least two objects that are external to the own body. 

In a previous study, we investigated Woodpecker finches Cactospiza pallida that are famous for their spontaneous tool use behaviour in the wild. They use twigs or cactus spines to pry arthropods out of crevices and use this ability more than any other tool-using species known. If one assumes that cognitive abilities evolved in response to environmental challenges then woodpecker finches are an obvious candidate for physical cognition. Assuming that cognitive abilities may evolve in response to environmental challenges, we expected that woodpecker finches, which rely on the use of tools in times of food shortage, would be at least similar in their performance to other frequent tool users such as chimpanzees. 

First we investigated experimentally the cognitive abilities related to tool use in the woodpecker finch. We chose three experimental designs that have been used to test several primate species (trap tube task and modification task) and New Caledonia crows Corvus moneduloides (tool length task). One of the six woodpecker finches was able to solve the trap tube task, and several individuals modified tools and chose twigs of appropriate length. Most subjects mastered these new tasks quickly, but we found no evidence that they had an understanding of the physical problems underlying the tasks. These findings resemble those obtained for tool using primates and New Caledonian Crows in these tasks.

In our current study we approached the topic of cognition about the physical environment and its relation to tool use from a different angle. We tested rooks Corvus frugilegus who have  not reported to use tools in the wild, in the famous trap tube task.  Another member of the corvid family, the  New Caledonian Crow, has been tested in this and other physical tasks, and was able to solve all of them quickly. If tool use drives the evolution of physical cognition we would predict that rooks would perform worse than New Caledonian Crows and other tool using species. In the trap-tube task, animals are confronted with a reward in an opaque tube connected to a trap. If a tool is applied from the wrong side of the tube, the reward falls into the trap and is lost.  We modified this design by already inserting a tool into the tube with its both sides sticking out at the end of the tube. In order to obtain the food the rooks had to pull the stick out of the tube from the correct side Surprisingly they solved this task much faster than the tool-using chimpanzees, New Caledonian crows and woodpecker finches. They even showed transfer of the learned behaviour to a new task. This result suggests  that in corvids complex cognitive abilities might have preceded the evolution of tool use. Only one species of crows is known to make and us e tools , however many species of the corvids demonstrate complex cognitive abilities. Factors that may have driven the evolution of cognition in this group may be sociality or extractive foraging. 

Doing away with Lloyd Morgan’s Canon

Simon Fitzpatrick (S.Fitzpatrick@sheffield.ac.uk; doing Philosophy doctorate, Sheffield)

Lloyd Morgan’s Canon is a pervasive feature of debates over the nature of animal minds: “In no case may we interpret an action as the outcome of the exercise of a higher psychical faculty, if it can be interpreted as the outcome of the exercise of one which stands lower in the psychical scale” (C. Lloyd Morgan, An Introduction to Comparative Psychology, 1894, p53). It is generally interpreted as encoding methodological preferences for explanations of animal behaviour in terms of simple psychological or non-psychological processes over explanations in terms of more complex processes.

Despite its prominence, this canon has been subject to very little critical examination. It is generally taken as self-evidentially reasonable, thus requiring no detailed explanation or justification and what criticism of it there has been has been quite muted. This paper will argue that Morgan’s Canon is deeply mistaken, that it has had a pernicious influence on debates about animal minds and ought to be completely abandoned.

I distinguish three versions of the Canon that one finds in the literature. A behaviourist version (that has a tenuous relationship to the original) strictly prohibits explanations of animal behaviour that refer to minds or mental states, but—as should be well known—there are no good reasons for psychologists to restrict their investigations in this way. Instead it is standard to read Morgan’s Canon not as a prohibitive principle but rather as the claim that one should endorse explanations in terms of simple psychological or non-psychological processes over explanations in terms of more complex processes if such explanations are available. However we can read this notion of ‘availability’ of simpler psychological or non-psychological explanations in different ways. 

A second version of the Canon reads this notion of ‘availability’ in modal terms—it demands that only if it is not possible to explain the behaviour observed in terms of a simpler psychological or non-psychological process can an explanation in terms of a complex psychological process be endorsed. I argue that this principle is a recipe for methodological paralysis since it demands in effect that one must find behaviour that is strictly inconsistent with explanations in terms of simpler processes before a complex process can be endorsed. But science is not deductive, behavioural science least of all, and it is generally always possible in some sense or other to offer an explanation for any animal behaviour in terms of simple psychological or non-psychological processes. Hence this demand is far too strong and ought not to be accepted.

A third version employs a more restricted notion of ‘availability’—it allows that one should endorse an explanation in terms of a complex process if it has greater evidential support, but if the data is otherwise equal between two or more explanations the explanation that posits the simpler process(es) should be endorsed. This is the version of Morgan’s Canon that is most widely adhered to. However I will argue that there is no adequate justification for it and that it is pernicious. In particular, I will argue that presuming simple processes as the default hypothesis across the board in the study of animal behaviour increases the chances of missing important features of animal behaviour that are often only unlocked by speculative investigations of complex psychological processes.

This paper is not entirely negative however. Psychologists plainly see something worthwhile in Morgan’s Canon. In many cases, it is intended to serve genuine and important scientific objectives. Thus we ought to find a better methodological principle to replace it with. In place of Morgan’s Canon, I suggest that we should endorse a near-platitudinous, but greatly superior methodological principle that: one should not endorse an explanation of a given animal behaviour in terms of psychological process X if an explanation in terms of psychological process Y (whatever its place on the ‘psychical scale’) is equally well supported by the data. I argue that abiding by this simple principle instead of Morgan’s Canon much better satisfies the genuine concerns about scientific rigour that lie behind much of the enthusiasm for Morgan’s Canon, both in it’s modern and in its historical contexts. This is the principle that Morgan should have proposed.

SECOND SESSION:

The unity of consciousness:  Content, access, and phenomenality

Dr. Tim Bayne (tbayne@scmp.mq.edu.au, Philosophy, Macquairie; visiting Jean Nicod, Paris)

Is consciousness unified? Indeed, is it necessarily unified? These questions can be taken in a number of ways depending on exactly how one conceives of the unity of consciousness. It is quite possible that consciousness is necessarily unified in some ways but not others. The goal of this paper is to present one conception of the unity of consciousness that is not only of interest in its own right, but is also relevant to debates concerning the nature of consciousness. 

I begin by presenting four unity relations: subject unity, representational unity, access unity, and phenomenal unity (a.k.a. co-consciousness). Experiences are subject-unified exactly when they are had by the same subject of experience. Experiences are representationally unified to the degree that their representational contents are unified (minimally: their representational contents must be consistent). Experiences are access-unified when their contents are accessible to the same cognitive consuming systems (e.g. belief-formation, introspection, verbal report, rational behavioural control and so on). Experiences are co-conscious (phenomenally unified) when they have a conjoint phenomenology: that is, when there is something it is like to experience them together.  If I have time I might say something about recent analyses of phenomenal unity/co-consciousness. 

The focus of my talk concerns the relationship between access unity and phenomenal unity. (I mention the other unity relations as to clarify what it is that I am not talking about.) Do access unity and co-consciousness necessarily co-occur, or is possible for experiences to be co-conscious (access unified) without being access unified (co-conscious)? Let us call the claim that co-consciousness and access unity cannot come apart the inseparability thesis. Although the inseparability thesis is intuitively plausible it would be nice to have an argument for it, for it seems possible to imagine a creature that has a set of phenomenally unified experiences whose contents are not accessible to exactly the same range of cognitive control systems.

I briefly examine two lines of argument for the inseparability thesis. One argument proceeds as follows. First, assume a mereological account of phenomenal unity, according to which experiences are phenomenally unified exactly when they stand in the part-whole relation. Second, assume a functionalist account of phenomenality, according to which states have phenomenality (phenomenal character) in virtue of their functional role, where this is unpacked in terms of the accessibility of their contents. Now, if phenomenality is a matter of functional role, and if phenomenal unity is a matter of mereology, then (it seems) co-conscious experiences must be access unified (and, perhaps, vice-versa). But although it seems as though there ought to be a good argument here, I suggest that it is surprisingly difficult to make this argument stick.

Another line of argument for the inseparability thesis appeals to empirical considerations. If the inseparability thesis is false then we should be able to discover instances in which a subject has co-conscious experiences that are not access unified (or vice-versa). But, so the argument goes, there are no such cases: every set of co-conscious experiences is also access unified (and vice-versa). So we have some reason to think that co-consciousness and access unity cannot dissociate. 

The problem with this line of argument is that it begs the question in favour of the inseparability thesis. The reason why theorists typically hold that cases of access disunity (such as one sees in the split-brain, the hidden observer phenomenon, etc) also involve phenomenal disunity is that they implicitly take access dis/unity as their criterion of phenomenal dis/unity. But this is to assume that the inseparability thesis is true. Absent this assumption, there is some doubt as to whether examples of access disunity are also examples of phenomenal disunity. 

But the failure of the empirical argument leads to a more positive suggestion: perhaps the inseparability thesis is something akin to a methodological necessity: it cannot be justified, but must be assumed in any attempt to make sense of the relations between access unity and phenomenality.

Synaesthesia – Towards an Embodied, Enactive Account

Gary Bargary (bargaryg@tcd.ie, doing Psychology doctorate, Trinity, Dublin)
Synaesthesia, a condition where an anomalous perception occurs in one modality upon sensory stimulation in another, has recently been claimed by a number of neuroscientists (Gray et al. 2002) to present a problem for functionalist explanations of perceptual experience, such as the sensorimotor account of O’Regan and others (O’Regan and Noë, 2001; Hurley and Noë, 2003; Noë, 2004). While the sensorimotor account may be more accurately referred to as brand of enactivism rather than functionalism, the puzzle of synaesthesia remains and thus needs to be accommodated by an enactive account. 

When trying to tackle synaesthesia from an enactive perspective, or indeed any embodied perspective that emphasizes action and organism-environmental interaction, two key problems emerge:  First, how can one have an experience without the immediate presence of the world? A person with synaesthesia may have a perception of ‘redness’ on hearing a musical note, even though there may be no red objects in his visual field. These synaesthetic perceptions are extra in the sense that they accompany the normal perception, in this case the sound of the musical note. The second problem concerns the durability or maintenance of the synaesthete’s extra perceptions, the fact that these anomalous perceptions remain with synaesthetes their whole lives, present as far back as they can remember and very rarely disappearing (Cytowic, 2002). Should these extra experiences not disappear due to neural plasticity coupled with competition from the actual perceptual objects? Shouldn’t veridical perception overwrite these non-veridical synaesthetic perceptions (as Gray 2003 claims)? And if so, why don’t they? My talk will try to deal with these two problems in turn.

In dealing with the first problem (how does one have an environmental-independent experience?), I will attempt to give an enactive (sensorimotor) account of mental imagery – a prototypical example of an environmental-independent experience. Mental imagery is an example of what Andy Clark would call a ‘representational hungry’ case (Clark, 2001, p. 110); such cases prove troublesome for embodied or enactive accounts due to the “physical disconnection” (Clark, 2001) with the environment. Building on work from Nigel Thomas’s Perceptual activity theory (Thomas, 1999), which holds that “imagery arises from vicarious exercise of such mastery: a sort of play-acting of perceptual exploration” (Thomas, 2002, p. 211), I will develop a sensorimotor account of mental imagery. This will enable, in relation to the extra experiences of synaesthesia, a treatment that deviates from the popular notion of appealing to cross-activation of representations to explain synaesthesia.  Instead I will emphasize that if indeed there is a cross-activation of neural areas, this cross-activation enables an additional skill rather than a representation of, say, ‘redness’ that somehow bubbles up into consciousness.


As regards the second problem, I will present a novel theory of synaesthesia that, if correct, can explain how synaesthetes’ anomalous perceptions arise and are maintained. I will present the evidence for this novel theory and also the problems with it. A further advantage of this theory is that it also explains the directionality of synaesthesia – the fact that in, say, grapheme-colour synaesthesia, a grapheme elicits a colour, but a colour never elicits a perception of a grapheme--, which is a critical problem for many theories of synaesthesia. 
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The motor theory of speech perception

Chris Mole (cmole@Princeton.EDU, doing Philosophy doctorate, Princeton)

The Motor Theory of Speech Perception has been through several incarnations since it was proposed in the nineteen fifties.  It is currently enjoying some renewed interest, partly due to some suggestive discoveries about mirror neurons, and partly due to some recent work using transcranial magnetic stimulation.  The theory’s resilience is partly a result of the fact that its content is so hard to pin down.  The theory’s advocates write that: “The first claim of the Motor Theory, as revised, is that the objects of speech perception are the intended phonemic gestures of the speaker.” (Liberman and Mattingley (1985)).  My paper will examine several possible interpretations of this claim. On some interpretations this claim turns out to be trivial.  On others it is demonstrably false. 

If we understand the claim that ‘the objects of speech perception are the intended phonemic gestures of the speaker’ to be a claim about the objects of the perceiving relation – that is, to be a claim about the thing that goes in place of the y in true sentences of the form ‘x perceives y’ – then the theory is trivial, since ‘x perceives y’ is an extensional context with respect to the y-position.  Speech is a set of phonemic gestures, so the Motor Theory’s “first claim” would just follow from the fact that we perceive speech, and could not hope to explain it.

If we understand the claim to be a claim about the objects of the perceiving that relation then the claim is no longer trivial, since ‘x perceives that y’ is not extensional with respect to the y position.  But now the claim is demonstrably false, since perceiving that a certain phonemic gesture has occurred requires perceiving the relevant sound as a phonemic gesture.  This is a counterintuitive claim and I adduce a brief argument, concerning the kinds of belief that speech perception can rationalize, to show that it is false.

The most promising way in which the Motor Theory might try to avoid these problems is by making its claim a claim about the objects of a subpersonal relation.  The argument against the Motor Theory, when it is understood as a theory about the ‘x perceives y relation’, remain, even after we have moved to the subpersonal: ‘x perceives y’ is an extensional context for y no matter what occupies the x position.  But the argument against the motor theory, when that is understood as a theory about the perceiving that relation, is an argument that draws on considerations about what it is rational to believe, and the concepts of rationality get no grip if the thing occupying the x position is part of a person, rather than a person.

The move to the subpersonal has its own risks associated with it.  I try to construct a subpersonal but still non-extensional notion of perceiving sound as phonemic gesture, drawing on the Motor Theorist’s suggestion about the use of an internal model of the vocal tract.  Such a notion can be spelt out, but the constraints that a speech perception module must meet if such a notion is to be applied to it are not constraints that can be satisfied by a model that could plausibly accomplish speech perception in real time.
Understanding other people’s minds through their actions: A developmental approach

Suparna Choudhury (doing Cognitive Neuroscience doctorate, Institute of Childe Health, UC London)

How do we understand how another person feels? Research in neuroscience during the last ten years has developed the idea that we understand other people’s minds through the observation of their actions. This mechanism is thought to be facilitated by “mirror neurons”, distributed in the frontal and parietal regions of the brain. These areas of the brain are subject to structural development during adolescence. This paper describes studies designed to investigate the linkage between the development of social and motor understanding during adolescence. 

Perspective-taking is defined as the ability to take on the viewpoint of another person. The ability to take another’s perspective is crucial for successful social communication. Perspective-taking includes awareness of one’s own subjective mental states (“first-person perspective”, or 1PP) and the ability to ascribe mental states to another person (“third-person perspective” or 3PP). 

Despite much theoretical debate, there is little consensus about the mechanisms underlying perspective-taking. In support of “simulation theory”, a growing body of evidence from neurophysiological studies has demonstrated that common brain areas are activated both when we execute an action and when we observe another person perform the same action (Buccino et al, 1996; Decety et al, 1997; Grafton et al; 1996; Rizzolatti et al, 1996a, 1996b). Common brain areas are also activated when subjects perceive a visual scene or answer a conceptual question from their own, first-person, perspective and from another person’s perspective. Functional neuroimaging studies have revealed that the parietal and frontal cortices are associated with making the distinction between 1PP and 3PP at the motor (Ruby & Decety, 2001), visuo-spatial (Vogeley et al, 2004), conceptual (Ruby & Decety, 2003) and emotional (Ruby & Decety, 2004) level. 

It has been proposed that “mirror neurons”, those neurons in the brain that fire both when we execute and when we observe an intentional action, are the neural correlate of the simulation mechanism (see Rizzolatti & Craighero, 2004 for review). It is thought that there is an intersubjective dimension to this shared action representation system, and that motor understanding between agents might underlie social understanding (Blakemore & Decety, 2001; Gallese, 2003). 

Brain regions consistently implicated in social interaction, and associated with mirror properties, are known to undergo structural change during adolescence (Paus, 2005). In the first study, the development of emotional perspective-taking during adolescence was investigated using a computerised question-and-answer task that required pre-pubertal, pubertal and adult subjects to differentiate emotional perspectives of themselves and other people. Reaction times to answer first person perspective (1PP) questions were compared with reactions times to answer third person perspective (3PP) questions in the three age groups tested. While there was no difference between response times for 3PP and 1PP scenarios for pre-pubertal children or adults, participants in the pubertal age range took significantly longer to respond to 3PP scenarios relative to 1PP scenarios. This non-linear development of perspective-taking is discussed in relation to brain maturation patterns specific to adolescence, namely, a reorganisation of prefrontal and parietal circuitry that occurs at the time of puberty. 

In order to investigate the notion that motor cognition underlies social cognition, this was followed up by a study of the development of action representation during adolescence. Internal action representations are necessary for our own motor plans and for understanding other people’s actions. Several studies have suggested that action representations are also important for conferring a sense of agency and to differentiate between the self and others at a sensorimotor level (Blakemore et al., 1998; Farrer & Frith, 2002; Ruby & Decety, 2001). 

Experimental work on motor imagery has shown that usually the time taken to mentally simulate an action corresponds tightly with the time taken to execute the action (Decety & Michel, 1989; Gerardin et al., 2000). This is because an accurate action representation must take into account the same trade-off between speed and accuracy as a real action. Studies with parietal lobe patients suggest that the parietal lobes are associated with the generation of mental images. These patients are unable to accurately plan actions, and the duration of an imagined action does not correspond with the duration of a real action (Sirigu et al., 1996; Danckert et al., 2002). 

The second study required pre-pubertal, pubertal and adult subjects to imagine or execute a set of actions. Participants were timed to test the hypothesis that the structural changes in the parietal cortex during adolescence might perturb the correspondence in time between real and imagined actions.  In other words, the reorganisation of the parietal cortex during puberty might impact on the ability to generate an accurate action representation. The patterns of the development of action representation and perspective-taking are compared, and discussed in relation to simulation theory.

The two faces of volition and the narrative link 

Dr. Tillman Vierkant (vierkant@cbs.mpg.de, post-doc philosopher, Max Planck Institute for Human Cognitive and Brain Sciences, Munich)
In this paper I argue that there are two very different concepts of volition, which are constantly confounded in the current interdisciplinary discussion on ‘willing’. I explain the two different concepts and give an account of why their confounding by laymen, scientists and philosophers alike has led to the impression that the will is an illusion. I go on to explain which proper functions both concepts can have within a theory of volition and in so-doing, I will also give an account of the way in which the cognitive function of narrative evaluation links the two concepts. This will also enable me to account for the persistent confounding of the two concepts in folk psychology, as well as in many philosophical theories.

The first sense of volition, which could be defined as spontaneity, is what is most prominent in the classical experiments by Libet as well as in recent studies by Lau, Rushworth, Prinz and others. In all these experiments, willing is defined as a capacity to act without external stimuli guiding the action. An action is willed according to this definition, if the individual has to select the action (or as in the Libet paradigm: the timing of the action) internally without any prompting by the individual’s environment. 

This sense of volition is confounded with the one that could be defined as conscious rational control of one’s actions. Experiments on this second kind of volition include Wegner’s work as well as studies by Jeannerod, Goschke, Frensch, Knoblich and others. The focus in all these experiments is on the question of how far our own conscious intentions to act and conscious evaluation of our actions are influential in causally bringing about behaviour. This sense of willing does not require an action to be purely internally generated.

Both ideas about volition are present in the venerable philosophical tradition on willing. Spontaneity is obviously one of the central intuitions of libertarianism, while conscious control must be at the heart of every compatibilist account of freedom as self determination. I will examine the relevance of recent empirical findings for the philosophical tradition. Siding with the compatibilists on the philosophically central issue of the will as necessary condition for justified responsibility ascription, I show that spontaneity is not an essential element of a will that is relevant for morality. At the same time, I hold that this does not devalue spontaneity, which is – according to my account – at the heart of such important human abilities as creativity. 

Finally, I will present an account of narrativity as the missing link between the two concepts. According to this account narrative evaluation, though in itself a spontaneously triggered capacity, is at the same time the foundation of conscious control. According to this concept, it is the narrative owning of actions that accounts for what Ginet has referred to as ‘actish phenomenal quality’. I then examine the consequences of understanding the phenomenality of action in this way. I argue that there is still a good sense in which it can be said that we consciously and narratively control our behaviour, but that this control is a lot more indirect than is commonly assumed in folk psychology (this seems to me the appropriate reading of all the Wegner-style experiments). I then analyse the seemingly absurd consequence of my account – that in some sense we cannot have a wrong belief about what we are doing, even though we know from a third person perspective that we can be quite wrong about the causal antecendences of our behaviour (as Wegner, Jeannerod and many others have shown). I argue that both statements are quite compatible even in a causalist theory of action, as long as we believe that the identity of an action is not determined before its narrative evaluation, which in turn tends to have a causal role as a constraint in the further execution of the action. 

Studying the neural basis of homeostatic emotions within an embodied mind framework using neuroimaging

Siri Braathen (siri.braathen@magdalen.oxford.ac.uk; doing Anatomy and Genetics doctoral, Oxford)

Homeostasis is a dynamic, ongoing process, comprising a number of integrated mechanisms that maintain the body in optimal physiological balance. Basic sensations carrying homeostatic information inherently generate an emotion that drives homeostatic behaviour1. Homeostatic emotions (pain, itch, hunger etc.) generate both automatic (subconscious) homeostatic responses and conscious behaviour. The complex and continuous interplay between homeostatic perception, emotion and action fits readily into an embodied mind framework. In their paper on radical embodiment, Thompson and Varela contend that homeostatic emotions form the backdrop of “the feeling of being alive”2.

A neuroscientist attempting to study homeostatic emotions within an embodied mind framework faces at least two challenges:

1. Traditionally, cognitive scientists have investigated perception and action separately. However, according to Varela and colleagues, perception and action are “fundamentally inseparable”3 (p 173) 

2. The relationship between homeostatic balance/imbalance, emotional state and consciousness must be well defined. The author hypothesises that any given emotion (homeostatic or otherwise), whether accessible to conscious introspection or subconscious, will both affect and be affected by the given emotional state, as well as the homeostatic state, of the organism. The subconscious aspect has been relatively underappreciated in research and clinical contexts. 

Separating homeostatic sensation and motivation. As Clark points out, if ‘everything is simultaneously affecting everything else,’ existing experimental paradigms may be inadequate to address such densely coupled events as sensation and motivation4. In rats, it is possible to dissociate emotion (liking of food) and motivation (to eat) in rats, e.g. by injecting a drug into the brain5. Humans can report verbally on their conscious sensations and motivations. Several studies have correlated subjective behavioural ratings with brain activation measured by functional imaging, with the aim of identifying neural substrates selectively involved in the processing of one aspect of the sensation6,7. However, under normal circumstances, sensation and motivation are strongly correlated. When Small and colleagues fed subjects chocolate beyond satiety (“from pleasure to aversion”), they asked subjects how much they wanted another piece. When correlated with brain activity, motivation and affective (pleasantness) scores were found to yield near identical results8. Most sensory research, however, does not explicitly assess motivation to act. Data from our own lab (presented) illustrates the urgent need to address motivation in studies of homeostatic emotions. A histamine-induced itch experiment where subjective itch intensity ratings were correlated with imaging data, showed selective modulation of a network of structures associated with motor behaviour. Only when the statistical threshold was lowered was activation of more traditional ‘sensory’ areas detected. 

If processing of homeostatic emotion is at least in part serial, techniques with finer temporal resolution such as MEG or combined fMRI and ERP recordings may increase our understanding of the processes underpinning sensation, emotion and motivation, respectively9,10. 

The role of homeostatic emotions in cognition and consciousness. Bidirectional interactions between cognition and consciously felt emotions are well-known: in chronic pain patients this can persist to form a vicious circle of depression and pain. This author proposes that the impact of subconscious homeostatic emotions on the overall state of the organism, i.e. both emotionally and cognitively, may be significantly underestimated in science and medicine. Subconscious thought is increasingly recognised as an important influence on behaviour11. Conscious introspection lacks direct access to basic emotional processes, in the same way as it lacks access to many cognitive processes5. For instance, we sometimes scratch although we experience no conscious itch sensation, and may even deny its existence12.  

Depression-related changes in appetite in the absence of acknowledged depression is a common manifestation of the effect of subliminal emotion on homeostatic function. Changes in homeostatic motivation caused by subliminal affective priming have also been reported13. Reports of subliminal homeostatic emotions affecting emotion and cognition are more scarce, although some clinical and neuroendocrinology studies14 support this hypothesis, e.g. treatment of ADHD with fish oil supplements15. Metabolic homeostasis is necessary for normal brain functioning16. 

The author welcomes suggestions on how to investigate the effects of subliminal homeostatic emotions on emotional and cognitive processing. Is it reasonable to assume that the nature of the interactions between emotional and cognitive processes is largely consistent throughout an unconscious-conscious continuum? If, as suggested here, the role of unconscious homeostatic signals in health and disease is greater than presently acknowledged, the study of homeostatic emotion within an embodied mind framework is more than justified. 
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THIRD SESSION:  

Rational and empirical factors in the formation of delusions and the transition to psychosis.

Dr Matthew R Broome (m.broome@iop.kcl.ac.uk, Lecturer, Neuroimaging, Psychological Medicine, Institute of Psychiatry, De Crespigny Park, London and Honorary Specialist Registrar in Psychiatry, Brixton Community Mental Health Team, Maudsley Hospital, Denmark Hill, London).

In his important 2001 paper Campbell discusses both empirical and rational models of delusion formation.  The former are exemplified in the work of Maher and more recently by Ellis and Young in their analysis of Capgras syndrome.  The empirical approach is characterized by the notion that a delusion is the rational response to some anomalous experience, and is hence termed by Campbell as ‘bottom up’.  The rational approach to studying the formation of delusions, by contrast sees delusion as ‘a matter of top down disturbance in some fundamental beliefs of the subject’ (Campbell, 2001, pg. 89).  Campbell criticizes contemporary empirical approaches as not satisfactorily acknowledging the rationality constraints that govern subjects’ responses to anomalous experiences and his account of rational explanations of delusions utilizes the Wittgensteinian notion of framework propositions. Under such an analysis, the meaning of the words used by those with psychosis is doubled: a meaning the predates the onset of delusion and one that postdates.  As Campbell remarks: ‘it is illuminating to bear in mind the remark of one schizophrenic subject that when he speaks the words express two meanings: the meanings they ordinarily bear and the meanings he is trying to use them to express’ (Campbell, 2001, pg. 98).

Taking Campbell’s work as a philosophical framework and vocabulary, this paper will present data from a cohort of subjects referred to the Outreach and Support in South London (OASIS) clinic at the Maudsley Hospital in London.  This clinic was explicitly created to access clients who were in the prodrome of psychosis and as such exhibited the ‘at risk mental state’ (ARMS) (Broome et al., in press).  40% of such a group will become psychotic within 6-12 months.  The clients thus recruited to the clinical service have kindly taken part in research with our group including structural and functional neuroimaging, cognitive and neuropsychology, neurophysiology, and psychopathologocal assessments.  In general, the ARMS clients demonstrate abnormalities that are consistent with the description of anomalous experiences but are necessarily not deluded (as they are all pre-psychotic).  Further, despite not meeting formal criteria for a psychotic illness such as schizophrenia the ARMS clients share many abnormalities with those who have already experienced their first episode of psychosis.

Specifically, this paper will detail altered cerebral activations in our ARMS subjects on the performance of a test of verbal fluency using functional magnetic resonance imaging (fMRI), the psychopathology of the subjects, and finally demonstrate the existence of an attenuated ‘data gathering bias’ or ‘jumping to conclusions’ style of thinking in this group.  This latter finding previously had been demonstrated cross-sectionally in those already deluded and hypothesized as being in part responsible for the onset of delusions.

Lastly, the paper will compare our help-seeking ARMS clients with a non-help seeking group who have similar levels of anomalous experiences and psychopathology.  Such a comparision will allow elucidation of factors that may determine whether an anomalous experience is benign or pathophysiologically potent.

In conclusion, the work from OASIS, and from cognitive psychology and therapy more broadly, supports Campbell’s conceptual analysis (Broome, 2004).  Empirical factors are not sufficient for the genesis of delusions and the transition to psychosis.  Further factors are essential and are what may change a non-helpseeker with odd experiences to someone who consults their family physician and is at risk of psychosis (Broome et al., in press).  Candidates that may, in part, account for such changes in rationality will be outlined.
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Why Thought is not a Motor Process
Nick Jones (nickandoscar@tiscali.co.uk,  doing Philosophy doctorate, Nottingham)

In 1978 Irwin Feinberg asked whether conscious thought might share some properties of simple motor commands, in particular the generation and monitoring of internal feedback. Feinberg’s idea has been taken up by a number of writers, who see it as offering an economical explanation for a range of schizophrenic symptoms. 

People with schizophrenia may experience difficulties in the fine control of movement, or delusions of alien control, coming to believe that their own actions are initiated by another. Both these symptoms suggest some deficit in motor monitoring and control. They may also report thought insertion, where a subject claims to have first-person awareness of thoughts of which she is not the agent. Feinberg’s hypothesis suggests a link between the monitoring of agency in action and in thought, and raises the possibility of a single explanation—failure in motor systems—for a range of symptoms.

John Campbell, and more recently Currie and Ravenscroft, have deployed Feinberg’s idea in this way. I argue that both proposals face serious challenges, arising from the different characteristics of thought and motor commands, the difficulty of developing a convincing model of how monitoring would operate, and the subject-specific nature of schizophrenic delusions.

Neither proposal provides any additional reason to adopt Feinberg’s hypothesis. While conscious thought may have developed from motor processes, it seems unlikely that it maintains a functional monitoring capacity.

Does Kim’s metaphysics of science apply to science? Intracranial self-stimulation and reward function

Cory Wright (sarahbellum@mad.scientist.com; doing Philosophy and Cognitive Science doctorate, UC San Diego)

Despite a strong comeback, psycho-neural reductionism hasn’t been an easy sell. One reason is that predictions of reduction/replacement have failed to attend to actual experimental paradigms and their results. Jaegwon Kim’s work (1998) has been one of the driving forces in making reductionism more palatable. He argues that philosophers of mind still have very sober problems with finding a place for the mental in a fundamentally physical world, and with mental causation and the mind-body problem more generally. Kim’s preferred solution is to work out a view that accommodates the mental insofar as the domain of the mental can be reduced to the domain of the physical, but without falling prey to classical objections to Nagelian reductionism. Kim’s view has been very influential in the metaphysics of science. Yet, it’s very unclear whether Kim’s view applies to the sciences themselves. I will discuss whether it does by focusing on a classic paradigm in behavioral neuroscience: intra-cranial self-stimulation (ICSS).

ICSS, which is an operationally-defined measure of reward function, was originally developed in the 1950’s, prompted by Olds & Milner’s serendipitous discovery that electrical stimulation of the medial forebrain bundle causes rats to work extremely hard for perceived rewards. Researchers subsequently found that rats would self-stimulate at a rate of up to 2,000 responses per hour, averaging 29.2 self-stimulating responses/minute for three weeks without respite. In human studies, subjects were found to self-stimulate various midbrain structures in ½ second trains up to 400 times/hour. ICSS directly activates the neural circuitries subserving reward function in a wide range of animals beyond rats and humans (e.g., snails, fish, rabbits, cats, monkeys); this strong homology suggests a conservation of evolutionarily basic mechanisms across reward-dependent neural states. The most robust and reliable ICSS-elicited behavior is generated from the mesolimbic system. Given that DA neurons fire in response to unexpected, novel, or salient stimuli, ICSS is often interpreted as being rewarding because it deceptively activates mesolimbic DA systems that normally signal naturally salient reinforcers.

Now, if Kim's general perspective is correct, it should entail that the psychological properties relevant to the study of ICSS, and the behavioral neuroscience of reward and pleasure more generally, must be reducible to their first-order neurobiological

realizers. I argue that Kim’s view nicely applies to this sort of neuroscientific paradigm, and therefore shows how ICSS threshold values can be reductively explained. However, I also argue that this sort of application does not thereby show how psychological properties of reward and reinforcement can thereby be reduced to properties of the mesocorticolimbic system. A main reason is that Kim fails to take into account of the various senses in which something can be a function, and therefore fails to do justice to the way functional explanations are invoked in behavioral neuroscience. ICSS threshold values only serve as a mathematical functor, i.e., a numerical value standing in for the mechanistic activities producing reward function. The activities of mechanisms cannot be accommodated on Kim's view of functions as 2nd-order role properties.  Hence, Kim's view does not apply to, e.g., the mechanistic activities that transform representations of stimuli so that they become especially salient, pleasurable, attractive, or wanted.  If this example is at all illustrative, then it's not clear that Kim's metaphysics of science applies to the more interesting cases of the sciences themselves.

Human frontal eye fields, visual search, and the premotor theory of attention

Jacinta O’Shea (doing Neurscience doctorate, Oxford)

Searching for a friend’s face in a crowd or for a set of keys on a cluttered desk are common daily tasks whose solution imposes a variety of computational demands on the brain. Neuroimaging studies have described a fronto-parietal network of brain areas that are reliably co-activated during laboratory tasks designed to mimic everyday search. Although these neural activations are robust, there is a lack of specificity in the functional roles ascribed to these activation networks. 

According to the typical explanatory scheme, visual cortex codes for the basic features in a search array (colour, shape, etc.), while parietal cortex computes the “higher order” perceptual aspects of search (eg: binding colour and shape, filtering distractors from targets), and the frontal eye fields (FEFs) program eye movements to the targets identified during the search process. The majority of search experiments prohibit volunteers from moving their eyes. Despite this, the FEFs are still activated. The standard interpretation is that the FEFs continue to program eye movements towards search targets in an obligatory fashion, but that these are held “off-line”. This kind of idea is most clearly expressed in Rizzolatti’s “premotor theory of attention”, which proposes that eye movement programs constitute visual attention to objects and locations.  

This kind of account suffers not only from under-determination, but also precludes any interpretation of FEF activations in terms that are not reducible to eye movements. This is problematic, not just conceptually, but also because neurophysiological recordings in the monkey suggest that the FEFs make a bona fide perceptual contribution to vision that is independent of their oculomotor functions. The experiments I will present had the following aims: 1) to test whether human FEFs make a perceptual contribution to vision that is independent of eye movement programming, 2) to evaluate empirically the assumption of functional homology between human and monkey FEFs, 3) to motivate a re-assessment of current functional accounts of the fronto-parietal visual search network. 

In each of the experiments I will report, Transcranial Magnetic Stimulation (TMS) was used to temporarily disrupt neural processing in the FEFs while a visual search task was carried out. The logic of a lesion analysis was applied. That is, if disruption of neural processing in the FEFs impairs volunteers’ performance on the search task, but disruption of a control brain area does not, then the FEFs, but not the control area, make a critical contribution to search performance. Using this approach, the experiments supported the following conclusions: 

(1) The FEFs make a critical contribution early during search performance. The timing of interference corresponds with the earliest activation of sensory visual areas by a visual stimulus. The early timing and specificity of interference is consistent with disruption of a target/distractor discrimination process that is computed within the FEFs, and not with disruption of eye movement programming.

(2) Similar to findings for the parietal cortex, the FEFs are no longer critical for search performance once the task has been learned. This raises questions about the utility of laboratory tasks for clarifying mechanisms of everyday search for familiar objects in familiar environments. 

(3) The left hemisphere FEFs are involved in the read-out but not storage of memory for spatial locations that have recently been inspected by an eye movement. 

These data aim to provide an empirical argument that the human FEFs make a perceptual contribution to search by demonstrating that they show an early sensory/perceptual profile, and that their activity is modulated by long-term visual experience and short-term spatial memory. Critically, these findings are not reducible to eye movement programs. 

These experiments form part of a wider research program that aims to distinguish the relative computational roles of the frontal eye fields and parietal cortex in visual search. These two areas are densely inter-connected, integrate visuo-spatial input and program oculomotor response output. In arguing that we should dispense with the parietal-perceptual/FEF-oculomotor dichotomy, the new explanatory challenge is to dissociate the unique functional roles of each area during visual search.  

Perception and Intention

Bence Nanay (nanay@berkeley.edu; doing Philosophy doctorate, UC Berkeley)

I aim to show that the content of our perceptual states depends counterfactually on the action we want to perform. Most philosophical and psychological theories of perception claims or at least assumes the opposite: they conceive of perception as all-purpose: what we want to do does not influence what we see. I will argue that the content of one's perceptual state does vary as the action one intends to perform varies. To put it very simply, what we see does indeed depend on what we want to do. 

First, I clarify what I mean by counterfactual dependence in this claim. I will argue that the content of one's perceptual state depends counterfactually on the action one intends to perform everything else (more eminently, one's sensory stimulation) being equal. In other words, if the action I intend to perform were different, the content of my perceptual state would be different, even if my sensory stimulation were the same. 

My argument for this claim consists of two steps. 

(a) one's visual attention (always) depends counterfactually on one's intention to perform an action (everything else being equal) 

(b) one's perceptual content (sometimes) depends counterfactually on one's visual attention (everything else being equal). 

We attend to different features of my phone when we want to call a cab with it and when we want to throw it out of the window. There is one possible worry about this first step though: that what we attend to depend on what action we intend to perform even if the sensory stimulation is the same. One could argue that I attend to different features of my phone in the example above because my sensory stimulation is different. After all, our eye movements are going to be very different in the two situations. And one may argue that if the eye movements are different, then the sensory stimulation is also different. The objector may hold that difference in attention implies difference in eye movement: attention supervenes on eye movement. If this is so, then since attention supervenes on eye movement, it cannot vary with intention while the eye movement (thus, the sensory stimulation) is the same. Thus, (a) is false. 

I will use the much-examined visual phenomenon called 'covert shift of attention' in order to attack the assumption that attention supervenes on eye movement. It is possible to shift one's attention while not moving one's eye (that is, while having the same sensory stimulus). Thus, attention does not supervene on eye movement. It is possible that our attention varies while our eye movement is the same. Thus, it is also possible that it varies as our intention changes (while our eye movement is the same). 

My argument appeals to a psychological phenomenon called 'inattentional blindness'. What this phenomenon shows is that if the attention varies, the perceptual content - what the agent sees - also varies, even if the sensory stimulation is the same. 

The argument is then the following. (1) The sensory stimulation is the same in the two instances of viewing. (2) Our attention is different (in one case we attend to the passes, in the other we do not). Finally, (3) our perceptual content is strikingly different (in one case we see a gorilla, in the other we do not). Thus, if the attention varies, the perceptual content also varies, even if the sensory stimulation is the same. 

Thus, one's perceptual content (sometimes) depends counterfactually on one's visual attention (even if the sensory stimulation is the same). If we add that one's visual attention (always) depends counterfactually on the action one is inclined to perform (even if the sensory stimulation is the same), what we get is that (at least sometimes) one's perceptual content depends counterfactually on the action one is inclined to perform (even if the sensory stimulation is the same).

Sensorimotor Knowledge and Self-location in Perception

Susanna Schellenberg (susannaschellenberg@hotmail.com; doing Philosophy doctorate, Pittsburgh; visiting Oxford)

It is striking that only self-movers are perceivers. I will argue that it is no coincidence. Although passivity on the part of the perceiver is an essential feature of perceptual experience, I aim to show that perceivers are not just passive receivers of information. Two arguments will be considered for the thesis that the capacity to perceive is dependent on the capacity to act.

In Part 1, I argue that perceiving objects in objective space involves practical knowledge of how one’s perception changes as one’s spatial relation to perceived objects changes. I will call this the sensorimotor knowledge argument. It is subject to a host of objections. I consider the following three:

Imaginative Mind Objection: The knowledge involved in perception is not gained through perception-action interdependence. We perceive objects as in objective space because we have a concept of objects as solid and temporally located three-dimensional space-occupiers and because we have an imaginative mind that can entertain the possibility of having different points of view. 

Sentient Statue Objection: A perceiver needs only to be moved in relation to other objects in order to gain sensorimotor knowledge and the practical understanding of objective space necessary to perceive objects as three-dimensional space-occupiers. It does not need the capacity for self-movement.

Sense-data Objection: Taking the way objects appear to a perceiver from her point of view into account is just a way of introducing sense-data.

Despite the objections that the sensorimotor knowledge argument faces, there seems to be something right about it: When perceiving an object we do not direct our attention at its surfaces that are facing away from us, nonetheless we are aware of the object as having a backside and have expectations of what it look like from vantage points we do not have in the particular moment of perception. In this sense, our perception is not limited to the information projected onto the retina. 

In Part 2, I argue that if one uncovers a more fundamental connection between action and perception that the sensorimotor argument depends on, the objections can be put to rest and what is attractive about it can be retained. Keeping track of how our perception changes as our spatial relation to perceived objects changes requires awareness of one’s own position in space in so far as it is the point of origin of one’s actions and perceptions. Furthermore, if how things look from a perceiver’s vantage point is a relational property and if relational properties figure in the content of perception, then the perceiver’s vantage point must figure in the content of perception as the point of origin of an egocentric frame of reference. I argue that the capacity to form sensorimotor knowledge is dependent on a perceiver representing her location in relation to the perceived objects as the point of origin from which she both perceives objects and acts in relation to objects. This will be called the sensorimotor-knowledge argument.

Perception is essentially perspectival insofar as perceptual content is structured in subject-dependent terms. But the possibility for action that is involved in the egocentrical organization of perceptual content allows a perceiver to go beyond the perspectival representation of objects and to perceive them in objective space.
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