The Public Ecology of Responsibility

By Susan Hurley

1.  Traditional liberalism and the limits to government regulation of harmful behaviour:  anti-paternalism and the principle of proximal agency
What is the appropriate role of government in influencing citizens’ behaviour? How does individual responsibility enter into the answer?

Liberalism has traditionally answered the first question in a way dominated by concern to restrict governmental activity to the public realm and to protect liberty by avoiding unwarranted governmental interference in the private realm.  Many liberals think government should remain neutral about the good:  that issues about what constitutes a good life and how best to pursue it should be left to citizen’s private choices.  People disagree widely about how best to live their lives; this is for citizens to decide for themselves.  Government should not base policies on specific assumptions what is a good way to live, or aim to influence citizens to live better lives, as the government conceives them.
Some (perfectionist) liberals disagree with neutralist liberals about the proper role of the good in liberal policy.  Nevertheless, even neutralist liberals will allow that government can and should aim to prevent certain widely recognized harms to citizens.  How should we identify the harms avoidance of which is an acceptable aim of public policy? How in particular can they be publicly identified compatibly with neutrality about the good?  These are important questions about ends, but they are not my focus here.  Rather, my focus is on means: given some such public identification of the harms government can legitimately aim to avoid, what is the appropriate role of government in pursuing this aim by means of influencing citizens’ behaviour?
Traditional liberalism limits acceptable governmental means of regulating harmful behaviour in two central ways.
First, by an anti-paternalist principle:  government should not regulate ‘self-regarding actions’ (as J.S. Mill, 1849, called them), including those that are harmful to the agent but not to third parties. If smoking is harmful only to the smoker, for example, then government should not regulate smoking; ditto an unhealthy diet.  But it is generally acceptable to regulate ‘other-regarding actions’ if they harm third parties.  If it turns out that smoking is indeed harmful to others via passive smoking, then it becomes acceptable to regulate smoking.
Second, by a principle of proximal agency:  government should where possible avoid regulating actions that harm third parties only indirectly, via their influence on the actions of second parties.  Rather, it should regulate the proximal harmful act by the second party directly.  If selling alcohol enables someone to drink and then drive, leading to harm to third parties, government should regulate driving after drinking directly, not selling alcohol.  If playing a violent computer game influences someone to commit similar violence, government should regulate the aggression directly, not the production or selling of the game.  This preference for focussing regulation on the proximal responsible agent is part of what motivates resistance to gun control in some polities. 
Liberalism goes hand in hand with responsibility.  These two principles concerning the proper limits to governmental influence on harmful behaviour implicitly also answer the second of my starting questions, concerning the role of individual responsibility.  For it is assumed by the anti-paternalism principle that the agent of self-regarding harmful action is responsible for his action.  If he weren’t so responsible—for example, if he were a child or were mentally disabled-- government regulation of self-regarding harmful behaviour would be acceptable.  Similarly, it is assumed by the principle of proximal agency that the second party—the proximal agent-- is responsible for his act leading to harm to a third party. If he were not, then under some conditions it could be appropriate for government to regulate the actions of the first party directly.  For example, is someone is already a little drunk when he arrives at a pub by car, then it may be acceptable for government to regulate the conditions under which further alcohol is sold to him.  Moreover, the proximal agent’s responsibility, as it were, pre-empts the responsibility of more distal agents for harm.
These principles apply most forcefully to coercive legal regulation of citizens’ behaviour through punishment and fines.  However, in diluted form they also inform liberal views about non-coercive governmental influences on citizen’s behaviour, such as taxes and persuasive campaigns.  Such views are manifest in widespread resistance to the ‘nanny-state’, which can reduce the effectiveness of non-coercive governmental efforts to influence citizens’ behavior.   On such views, government can provide factual information about self-regarding harmful action so that the responsible agent can better decide for herself whether to engage in it.  But ultimately it is her business whether she does or not, and government shouldn’t try to cajole or nudge her into doing what is good for her.  Heavy persuasion would not be compatible with respect for her responsibility for her own action.  Similarly, government should not engage in non-coercive campaigns to make citizens into their brothers’ keepers:  to influence citizens to refrain from otherwise legitimate activity on the grounds that it may influence a second party to act in a way that is harmful to third parties.  The second party or proximal agent is responsible for his own harmful action, and as such is the proper object of governmental persuasion.
These two principles operationalize traditional liberalism’s concern to protect the private realm from undue public interference.  In the private realm, citizens engage in actions for which they are responsible, and their responsibility limits legitimate governmental efforts to influence citizens’ behaviour.  The responsibility of citizens’ actions in the private realm is thus prior to, a parameter of, the proper public role of governmental efforts to influence citizens’ behaviour.  We can sum this up by saying that traditional liberalism assumes the priority of private responsibility.     
Critics of traditional liberalism, from feminists to socialists, have challenged its conception of the distinction between the public and the private realms and the corresponding limits to the proper role of governmental influence on citizens’ behaviour.  They have argued, in various ways, that the supposedly private realm is already politicized.  To ignore this is to condone the power relations embedded in the supposedly private realm, and exempt them from public review.  For example, to treat domestic power relations as private and hence protected from government regulation is to render domestic exploitation and injustice invisible Pateman 1988; Moller Okin 1989); to regard incentive-seeking behaviour in the market as not part of the basic structure of society and so not regulated by justice is in effect to permit the talented rich to hold others hostage to their demands for extra remuneration (Cohen 1992, 1997).

These are political and normative challenges to traditional liberalism’s public/private distinction and its conception of government’s proper limits.  A different kind of challenge is naturalistic:  it derives from work in the cognitive sciences that brings the priority of private responsibility into question.  This work suggests that individual responsibility is not prior to the public realm, so cannot independently parameterize the limits of the public realm.  Rather, individual responsibility has a public ecology.  The capacity for responsible action assumed by liberalism, on this view, isn’t simply a given, but has social and political conditions (see and cf. Taylor 1985).   This second, naturalistic kind of challenge is my focus here. As a result, the two principles of traditional liberalism laid out above become problematic. As I’ll explain, it is even harder than we thought to draw the self-regarding/other regarding distinction required by the anti-paternalism principle, and the assumption that responsibility is restricted to the proximal agent becomes dubious.  

A sidebar:  In discussing the role of individual responsibility in relation to governmental influences on behaviour, it is very important to avoid a widespread confusion. This confusion flows from equivocation between two senses of ‘responsibility’ (as in Roemer 1996, discussed in Hurley 2003, ch. 7; Halpern and Bates 2004).  In the primary sense of ‘responsibility’, we ask whether an individual is responsible for her actions or not.  If she is, there is no implication that her actions are socially desirable or that she deserves any particular outcome.  Someone can be responsible for acting wrongly, with very bad consequences.  If someone is responsible for her action, she is accountable in principle for it; but her responsibility for her action per se tells us nothing about its moral valence, or what she deserves as a result of it.  In a secondary sense of ‘responsibility’, we speak of someone as having ‘behaved responsibly’ when their actions are socially desirable or deserve some reward.  But the fact that someone is responsible for her action in the first sense does not entail or even suggest that she has behaved responsibly in the second sense.  Responsibility for action is one thing; deservingness is another.  To avoid confusion, ‘responsibility’ is here used only in the first sense.  

2.  Responsibility and rational agency 

How then does work in cognitive science challenge the priority of private responsibility? Before I explain how it does, a few words about how it doesn’t, and about the conception of responsibility I’ll employ.
It is often suggested that work in cognitive science, and especially in neuroscience, reveals free will to be an illusion (Wegner 2002), or shows that no one can ever do otherwise than what they do, and hence challenges the sense in which anyone is ever responsible for anything (Greene and Cohen 2004).  This is a big topic that I cannot treat here.  But the naturalistic challenge I’ll discuss is not this, and does not threaten the existence of responsibility in general.
I operate here with a conception of responsibility that is compatible with (but does not assume) determinism.   If there is a sense in which responsibility requires free will, it is one in which free will is compatible with determinism.   Responsibility is here understood in terms of reason-responsiveness, in the dominant modern tradition established by Harry Frankfurt’s seminal work on responsibility and continued by John Martin Fischer and others (Frankfurt 1988; Fischer and Ravizza 1998; Hurley 2003).  On this type of view, responsibility for your actions requires that you act in a reason-responsive way:  in a way that is sensitive to reasons, or to some degree rational.  Just how tightly linked to reasons, and whether the reasons must be objective or can be subjective are further questions.  Moreover, the reason-responsive way you act must accepted by you as a way of acting on your own reasons: for example, not the result of  manipulation.
  Acting on reasons implanted by brainwashing or hypnosis would not meet this condition.  On this view, your responsibility for what you do is not hostage to issues about whether something else could have happened instead (if the universe, including you, is deterministic, it couldn’t), or about whether you are also responsible for all the further-back causes leading up to your act through the ages (of course you aren’t!).  What matters for responsibility, rather, is the proximal explanation of what you actually did:  whether you acted in a reason-responsive way that you accept as a way of acting on your own reasons.  
Responsibility thus presupposes a capacity for rational agency.  What is that?  I respond to that question at two levels. At an intuitive level, I suggest, the kind of rational agency required for responsibility has three central elements.

A. Publicly intelligible goals.  The ultimate goals or ends that feature in the explanation of what the responsible agent did must be publicly intelligible.  This is a very weak condition.  It would rule out, for example, acting on an ultimate goal of avoiding pain but only on Tuesdays (though this could be a means to some other goal), or some bizarre behaviour by the mentally ill.  It would not rule out acting in a weak-willed way, on goals the agent judges less important than others (eating the cake despite needing to lose weight).  Nor would it rule out acting on evil or sadistic goals per se, as these are unfortunately all too publicly intelligible.
B. Instrumental sensitivity. The means by which the responsible agent pursues goals must be sensitive to instrumental information available to the agent about means/ends contingencies, i.e. about the effectiveness of different possible means to a given goal.  Her action is controlled by her ends plus available information about means.  Just how sensitively and just what counts as available information remain to be specified.  But if an agent continues to act in a certain way even though doing so is clearly counterproductive with respect to all relevant goals, this condition is not met. Nor is it met if the agent has no capacity to be influenced prior to acting by learned information about the effectiveness of alternative possible means to a given goal.
C. Coherent resolution of conflicts among goals.  The responsible agent must have a capacity to resolve conflicts among goals coherently and to act accordingly, in a way that takes various relevant reasons into account.  This is part of what it is for the reasons on which the agent acts to be her own reasons, and is the condition that probably rules out intelligent non-human animals and young children—some of whom may meet the first two conditions-- as responsible.  But this condition does not assume that conflicts among goals can be eliminated; they can’t.  Nor does it rule out responsible action on wrong or even evil resolutions of goal conflicts.  Nor does it rule out weak-willed actions, on goals that the agent judges less important than others.  Weak-willed action is still action for an intelligible end, and some agents are more weak-willed than others.  However, a rational agent cannot be weak willed all the time, without undermining the sense in which she has capacity to resolve goal conflicts in the first place. 
In sum, a responsible rational agent acts on a range of often conflicting publicly intelligible goals, in a way that is sensitive to information about the best means for achieving those goals, and she has a capacity resolve conflicts among those goals coherently and to act on her resolutions, despite some weakness of will.  To act in a reason-responsive way that she accepts as a way of acting on her own reasons is for the proximal explanation of what she actually does to meet these conditions about ends and means.   

However, this generic intuitive picture of a responsible agent should also be examined at a more theoretical level, informed by the dramatic changes that that our understanding of human agency and rationality has been undergoing as a result of work in the cognitive sciences.  In particular I have in mind the shift from classical to situated conceptions of rational agency. Human agency and rationality are more ecological phenomena than we have traditionally thought; individual rational agency is profoundly embedded in and dependent on the individual’s social environment.  My task in the rest of this article is to explain how the public ecology of rational agency impacts on our intuitive understanding of responsibility, and in particular how it challenges the priority of private responsibility.  I shall argue that private responsibility cannot unilaterally provide the limits of public action, as traditional liberalism assumes, because individual responsibility isn’t private or prior to public action, but has a public ecology to which governmental action--or inaction—inevitably contributes.   However, this doesn’t mean that liberalism should be abandoned.  Rather, it should be rethought within a more naturalistic, social framework, so as not to be hostage to implicit but problematic empirical assumptions.  Digging in to ignore what we are learning about how minds are actually made up is not an effective way to defend liberalism and may eventually doom it.  The proper role of government in influencing citizens’ behaviour needs reformulating to recognize the public social ecology of responsibility, within an ecological liberalism that contrasts in this respect with traditional liberalism.

I’ll explain how work in the cognitive sciences leads to a socio-ecological view of rational agency and responsibility, in three stages.  First I’ll characterize a classical conception of individual rational agency. This endows the generic responsible rational agent with specifically classical features. Second, I’ll review a range of empirical results that lead to scepticism about the classical conception, by casting doubt on its descriptive and explanatory adequacy.  This scepticism is compatible with retaining the classical view as a normative ideal.  But if responsibility requires that norms of rationality be met which human agents generally fail to meet, then scepticism about rationality will lead to scepticism about responsibility as well.   Third, I’ll describe a revisionist conception of rationality as situated or ecological, which has normative as well as descriptive and explanatory aspirations.  This feeds into an ecological conception of responsibility and endows the generic responsible rational agency with a different set of features.
With a sketch in hand of an ecological conception of responsibility, I’ll explain how it challenges the two principles of traditional liberalism described above and leads to a socio-ecological conception of liberalism. I’ll illustrate the proper role of government within a public ecology of responsibility by reference to two proposed principles of ecological liberalism:  the anti-manipulation principle, and the democractic public scaffolding principle.
3.  From classical rationality through scepticism to situated rationality 

1. Classical conceptions of individual rational agency are characterized by a cluster of overlapping ideas.  There are outcome and process versions, which can be given empirical or normative readings.

Behavioral outcomes.  Economists view classical rationality in terms of patterns of behavioral outcomes:  to behave rationally is to behave as if one were maximizing expected utility (‘Chicago man’ in McFadden 1999; ‘e-rationality’ in Kacelnik 2006).  The process that actually leads to such behavior is not the primary concern.  Most behavioral outcome versions of classical rationality are officially concerned only with the consistency of patterns of behavioral outcomes, not their substantive goodness, or with the instrumental effectiveness of behavioral means adopted, not the ends of behavior.  But assessing behavior for consistency or effectiveness can require assumptions about how to individuate the consequences of behavior, which can depend on assumptions about the value of ends (Hurley 1989), hence on the public intelligibility of goals and on social meanings (see and cf. Lessig 1995).  Biologically oriented applications (‘b-rationality’ in Kacelnik 2006) introduce constraints deriving from evolutionary fitness. Game theory addresses complications arising when the results of individuals’ actions depend not only on what ‘nature’ does, but also on how other individuals act, so that what is rational for each to do depends on what others do; a choice in a game is seen as rational when it is the best reply to the choices made by others. 

Practical and theoretical reasoning processes.  Psychologists and philosophers tend to understand classical rationality in terms of the kinds of processes that lead to outcomes (‘pp-rationality’ in Kacelnik 2006; Davidson 1982). Rational processes include theoretical as well as practical reasoning, leading to beliefs as well as action. Beliefs are not immediately observable but result from cognitive processes and are part of the processes leading to behavior; they have multiple rational aspects.  Beliefs can be assessed as outcomes themselves (for consistency and/or truth); processes leading to beliefs can be assessed for rationality; and processes leading from beliefs to action can be assessed for rationality. Beliefs can be arrived at rationally by deductive logic or probabilistic reasoning, and choices can be made rationally by applying expected utility theory to the alternatives one faces. Classically rational processes are conceived as a general-purpose cognitive interface between perceptual input from the world to the individual and behavioral output from the individual to the world (see Hurley 1998 on the classical sandwick).  Rationality primarily concerns the character of processes leading to belief and on to action, rather than the quality of resulting beliefs or actions. Rational processes do not guarantee success:  rational beliefs can be false; rational actions may serve bad ends or turn out to be ineffective. Moreover, beliefs or actions that happen to succeed, but result from nonrational processes, do not count as rational. But rational processes should at least tend to produce true beliefs and effective actions.  

Descriptive vs. normative rationality.  Both outcome and process versions of classical rationality can be interpreted empirically or normatively:  as describing and predicting overall patterns of behavior or processes of belief-formation and decision-making, or as characterizing what rational behavior or processes should be like, even if they in fact fall short.

Three salient features unite various versions of classical rationality:  First, the individual is the locus of assessment—either the consistency of her actions or beliefs, or processes internal to the individual.  Second, classical rationality is inherently general, not tied to specific domains, contents, or environments.  Third, in classical rationality perceptions and beliefs are decoupled from action in a familiar Humean way:  they do not lead directly to actions, but play flexible, instrumental roles in relation to action, mediated by the individual’s desires and ends.  So, an individual takes in perceptions and through internal reasoning processes arrives at beliefs about the world, including other agents, and about the probable results of alternative actions; alternatives are valued instrumentally by reference to her ends to produce a pattern of choices that is consistent and instrumentally effective, relative to her beliefs and ends. For short, I’ll refer to these distinctive features of classical rationality as internalism, domain-generality, and decoupling. They are exemplified in versions of expected utility theory supplemented by deductive logic and probability theory, together viewed as providing a broadly accurate description of human cognitive processes and their outcomes.  This picture provides a reference point for empirically based skepticism about classical rationality.
2. Skepticism about classical rationality arises from a range of robust empirical results that challenge the descriptive and explanatory adequacy of a classical conception of rationality, even if its normative status is not challenged.  Following Kahneman, Slovic and Tversky’s seminal work (1982) on heuristics and biases, various systematic behavioral and cognitive ‘anomalies’ (from a classical perspective) have been studied; some of these specifically concern social contexts. 

Behavioral anomalies.  In behavioral decision theory experiments, subjects tend to make choices that violate various axioms of decision theory. Some of these results concern individuals making riskless choices. Choice between two alternatives may reverse when a third ‘irrelevant’ alternative is added. For example, people may tend to choose a brand B model rather than a brand A model from a choice set including only these two models, but switch to brand A when the choice set is expanded to include a more expensive brand A model as well, which may makes the cheaper brand A model appear a bargain (Simonson and Tversky 1992).  Other results apply to choices with risky or uncertain outcomes.  Preferences between two sure prospects may reverse when each is ‘mixed’ with the same probability of some third prospect in a gamble:  people who choose A over B may, when offered a lottery, choose a p chance of B plus a (1 - p) chance of C over a p chance of A plus a (1 – p) chance of C.  Such results violate the axioms of expected utility theory.  More generally, people do not act as if they weight possible outcomes by their probabilities in a linearly consistent way, suggesting that the probabilities of outcomes do not playing a purely instrumental role in guiding action.  People tend to give undue weight to sure outcomes; even allowing for risk aversion, certainty seems to be of disproportionate value in itself, relative to high or intermediate probabilities (Allais and Hagen 1979; Kahneman, Slovic and Tversky 1982).  Moreover, greater aversion is often displayed to guessing under conditions of ignorance than to facing known risks, even when tossing a coin to determine the guess would make these equivalent according to decision theory (Ellsburg 1961).
People are unduly influenced by the way alternatives are framed, tending passively to adopted the formulation presented.  Even experts make different choices between the same alternatives when these are presented using different but logically equivalent descriptions or formats.  For example, experienced doctors respond differently when a program to combat a disease is described in terms of 200 people out of 600 being saved as opposed to 400 people out of 600 dying.  Kahneman and Tversky (2000) write:

A physician, and perhaps a presidential advisor as well, could influence the decision made by the patient or by the President, without distorting or suppressing information, merely by the framing of outcomes and contingencies.  Formulation effects can occur fortuitously, without anyone being aware of the impact of the frame on the ultimate decision.  They can also be exploited deliberately to manipulate the relative attractiveness of options.  ….lobbiests for the credit card industry insisted that any price difference between cash and credit purchases be labeled a cash discount rather than a credit card surcharge…..because losses loom larger than gains, consumers are less likely to accept a surcharge than to forego a discount. (P. 11)
People tend to evaluate the results of choice in a way that is reference-dependent:  as gains or losses compared to the status quo, rather than in terms of intrinsic outcome.  They tend to weigh losses more heavily than gains, and are risk averse for gains though risk seeking for losses (as described in ‘prospect theory’). Short delays in reward tend to be overweighted relative to long delays.  Choices can thus be influenced by manipulation of how decisions are framed, of the perceived status quo or expected delay in reward, or of descriptions of certainty, uncertainty, and risk. (Kahneman 2003)
Cognitive anomalies. People also display a range of cognitive anomalies, in both deductive and inductive contexts.  They tend to fail to select evidence in accord with deductive logic when asked to test conditional rules of the form ‘if p then q’ (the Wason effect; Wason 1966).  However, it has been argued, they perform significantly better when the rule has social content relevant to the detection of cheating, suggesting the presence of a domain-specific cognitive mechanisms rather than domain-general classically rational processes (Cosmides and Tooby 1992; but cf. alternative accounts in, for example, Chater & Oaksford 2001; Evans 1989).  When asked to answer questions posed in terms they find difficult, or in quantitative terms, people tend to answer other, easier questions instead, posed in terms of more accessible, or categorical, terms.  They tend to assimilate an experimental task that is unnatural in their normal environment to a more natural task, recruiting adaptively appropriate mechanisms that work for the more natural task (Chater and Oaksford 2001; Heinrich et al 2004).  They substitute readily available attributes for less accessible ones: substitute similarity or representativeness or prototype judgements for probability judgements; substitute averages for sums; apply heuristics, rules of thumb or exemplars even where they are not directly relevant.  People also tend to give insufficient weight to background information and probabilities that characterize a relevant population rather than a particular case.    For example, given a description of a woman in terms perceived to be typical of feminists, people tend to judge that is it more probable that she is a feminist bank teller than that she is a bank teller.  They give excessive weight to the reports of eye witnesses and of tests applied to individuals, even when these are less predictively reliable than background probabilities, thus violating Bayes Theorem. Judgements tend to be ‘anchored’ by initial ‘estimates’, even when these are explicitly arbitrary, such as the output of a random device. People are also  biased to seek confirming rather than disconfirming evidence.  (See Kahneman, Slovic and Tversky 1982 for discussion of many of these tendencies.) Moreover, people tend to overinterpret events in causal and intentional terms (Nisbett and Ross 1980), and are biased to underestimate coincidences and random fluctuations.  People tend to judge a proposition by the motives of its proponents rather than by evidence relevant to its truth value (the genetic fallacy), and to allow diverse judgements, including probability judgements, to be governed by their emotional valence (Kahneman 2002).    

Behavioral anomalies in social contexts. In social situations, people often behave in ways that cannot be explained or rationalized in classical terms. They tend to cooperate in one-shot prisoners’ dilemmas under various conditions, when game theory says they should defect.  In ultimatum games, one player either accepts the division of a pool of resources made by another, or rejects it so that neither party gets anything. Classical rationality recommends acceptance of any offer in one-off ultimatum games with no reputation effects.  But responses across ultimatum games vary widely across cultures in a way that is not explained by classical views:  in a few cultures, people tend to accept even very low offers, as they classically ‘should’; but in most cultures people tend to reject offers unless they are within a ‘fair’ range, and in a few they reject even hyperfair offers of over 50% of the pool (Henrich et al 2004).

Complex behaviour can be automatically initiated and guided by social perception.  People tend automatically and unconsciously to assimilate their behavior to behavior represented around them in words or images, or to the actual behavior of others (Chartrand and Bargh 1999 on the ‘chameleon effect’).  Robust automatic, unconscious priming effects range from copying of specific movements by others, such as rubbing one’s foot as opposed to one’s chin, or copying facial expressions, to assimilation of emotions, general traits, stereotypes, and goals.  Whether the stimuli that prime these automatic responses are consciously perceived or not, people are unaware of these automatic influences on their behaviour, and tend to resist the idea that that they themselves are subject to such influences (‘maybe others, but not me’). Nevertheless, the consequences can be significant.  Participants  exposed to words associated with hostility tended to deliver larger ‘shocks’ in Milgram type experiments (Carver et al 1983); participants exposed to rudeness primes tend to behave more rudely while those exposed to politeness primes tend to behave more politely.  Participants primed by exposure to words associated with the elderly, such as ‘grey’, ‘sentimental’, ‘bingo’, showed slower responses and poorer memories than controls. Merely asking someone how likely they are to perform a task in the future increases the likelihood that they will (Payne & Stewart in press), though without the appearance of manipulation. According to ideomotor theories, perceiving actions or representations of action has an automatic default tendency to induce similar actions; people unconsciously absorb behavioral tendencies from their social environment.  (See Dijsterhuis 2005; Dijksterhuis et al in press; Ferguson & Bargh 2004; Bargh 2005; Bargh and Chartrand 1999; Chatrand and Bargh 1996; Bargh et al 1996.) There are thus pervasive nonclassical social influences on behaviour, in which perceptions are not decoupled from resulting behavioral tendencies.
Such automatic behaviour is often instrumentally unrelated to the agent’s goals:  walking relatively slowly after elderly-priming is not an agent’s means to a goal.  However, it can be inhibited or overridden by the agent’s goals:  elderly-primed participants don’t walk slowly when they have independent reason to hurry. Moreover, automatic assimilative behaviour may have general social affiliative functions even if it is not used by an agent as a means to a specific goal.  Participants rate confederates who mimick their posture and movements as having better ideas, being better informed, and more likeable than confederates who avoid mimicking (Dijksterhuis, in press).  Since people are not aware of this influence, there is scope here for manipulation; people who have been mimicked have been shown to be more likely to be helpful, to give to charity, to be persuaded by the mimicker.   
Cognitive anomalies in social contexts.  People’s judgements of others show various biases, such as a tendency to explain events by attributing dispositions to people rather than in terms of situational influences and constraints; it takes extra effort to do the latter (Martin et al 1990).  They also tend to project their own opinions and knowledge base onto others, generating false consensus effects (Sa and Stanovich 2001).  
Cognitive processes are also influenced by social priming and context in nonclassical ways.  Subjects primed by tasks requiring them to think about ‘smart’ stereotypes, such as university lecturers, performed better on general knowledge tests than did controls, and subjects primed by tasks involving ‘stupid’ stereotypes, such as football hooligans, did worse than controls.  Black-primed participants did worse and Asian-primed participants did better on maths tests than did controls; in Asian-American women, Asian-priming improved results on maths tests while female-priming worsened results.  By contrast to such assimilative effects of stereotype exposure, exposure to exemplars, such as a picture of Einstein, tend to induce contrastive effects (Dijksterhuis 2005).  Cognitive processes than thus be influenced in different ways, of which people are quite unaware, by exposing them to stereotypes as opposed to exemplars of certain cognitive tendencies.  More scope for manipulation.  
Many cognitive anomalies are influenced by statements found in the socio-cultural environment, including those carried by various media.  It seems natural to suppose, with Descartes and Mill, that comprehending a statement comes first and is neutral between accepting and rejecting it.  But experiments show that people tend initially to accept a statement they comprehend even when explicitly told it is false.  They must go through a further cognitive process of disbelieving it, so that it is not used in making decisions.  This further process can be blocked by cognitive load or time pressure (Gilbert et al 1993; Gilbert 1991, 1993).  That is, people tend to believe what they understand as well as what they perceive initially, and to assess initial beliefs in a secondary process that is subject to interference.  Under cognitive load or time pressure, people tend to default to believing statements they have understood, even when they have been told these are false, and to acting on these beliefs. More scope for manipulation:  exposing people to propositions while placing them under cognitive load or time pressure makes them less likely to proceed to the second ‘disbelieving’ stage.  For example, subjects explicitly told that certain information in crime reports was false were nevertheless influenced by this information in recommending prison sentences when pressure on cognitive resources blocked the ‘disbelieving’ process.  Moreover, content deriving from a noncredible source tends to remain in memory longer than does information about the credibility of the source (Wilson and Brekke 1994). Explicitly false information thus influences people’s thought and behavior even when they do not want it to.  While people tend to seek evidence that confirms a hypothesis they are considering, rather than evidence that negates it, this tendency can be blocked by also exposing them to a positive contrary hypothesis (as opposed to the denial of the original hypothesis; Gilbert 1991).  For example, people asked to consider whether someone is an extrovert tend be biased in favor of confirming evidence, but this bias can be countered by exposing them to the thought that the person in question is an introvert (Lord et al 1984). Again, framing can be important:  though the denial of a statement (‘it’s false that he’s an extrovert’) may be practically equivalent to the assertion of a contrary claim (‘he’s an introvert’), they have different effects on cognition.  Lessons are here not just for those who aim to manipulate behavior but also for those who aim to counter such manipulation.   Ideas are not neutral tools, but potent entities, whose mere expression alters the behavioural propensities of those exposed to them.   
Human reasoning is subject to ‘mental contamination’ in the sense that people may themselves want their beliefs or decisions not to be influenced in certain ways, such as being influenced by a student’s attractiveness in marking the student’s work.  Nevertheless, people are often unaware that they have in fact been influenced in the unwanted ways, or unable to avoid the unwanted influence, or both (Wilson & Brekke 1994).  Many cognitive processes are unconscious and automatic, and people are often not very accurate at identifying the source or relative power of influences on their judgments.  Mental contamination can accordingly be very difficult to detect or correct.

Moreover, admitting the possibility of mental contamination conflicts with the conception many people have of themselves (Wilson 2004). Avowed anti-racists along with others display automatic, unconscious effects of the racial categories of faces. Implicit association tests (IATs) show that people are faster and more accurate when asked, for example, to associate black faces and guns or white faces and tools than they are when asked to associate black faces and tools or white faces and guns.  IAT results are hard to ‘fake’, and often contrary to participant’s values; many black subjects who’d like to show positive associations with black faces fail to do so.  IAT results appear to bypass deliberate intentions and introspective access, and to reflect automatic processes.  Implicit associations are more malleable through indirect influences than by deliberate effort; for example, racial bias in IAT is dramatically weaker when the test is administered by a black rather than a white scientist. (See Nosek et al in press.)    
Debiasing procedures are most likely to avoid mental contamination if they can they make people aware of it, its direction and magnitude, and motivate them to control it. But ‘more, better speech’ may not overcome contaminating influences, which may be very difficult to control or erase even when recognized. Effort to suppress a stereotype can actually increase the frequency of stereotyped responses.  People tend to underestimate their own susceptibility to bias (unsurprisingly, when biases are unconscious) and to overestimate their ability to control the unwanted influences of information, such as the influence of gender information on a hiring decision (Wilson & Brekke 1994).  Avoiding exposure to the contaminating information may be a more effective method of avoiding mental contamination than trying to correct its cognitive influence (as double-blind control and anonymous assessment procedures recognize), though avoiding exposure to certain information of course carries further costs.  (Research on mental contamination, it has been suggested, is on a collision course with rights to freedom of expression; Wilson & Brekke 1994, 136). Moreover, people aren’t very good at self-initiated exposure avoidance, which can seem unnecessary and disempowering; they may use exposure avoidance to protect against biases in hot emotional territory, but ignore powerful biases in cold factual territory.
Empirical work shows the descriptive and predictive inadequacy of a classical conception of rational agency.  As a result, we may be sceptical about human rationality, but still retain a classical conception of rationality as a normative ideal that human beings general fail to meet.  However, another response rebounds from scepticism by revising our conception of rationality in ways that have normative as well as descriptive aspirations.

3. Situated conceptions of rationality are revisionist in that they relax the three distinctive features of classical rationality (internalism, domain-generality, and decoupling).  They are allied to situated conceptions of cognition more generally. The latter hold that evolution, development and learning structure mature cognitive capacities in ways that are not inherently domain-general and content-neutral, but rather depend on interactions of individuals with relevant natural and social environments, which ‘scaffold’ their internal processes. Situated rational processes can be partially outsourced to individual/environment interactions, in various efficient ways that exploit environmental structure rather than duplicating it internally (Wilson 2004). Individual rationality is less dependent on classical internal processes, and more on processes of ecological attunement. As Clark (2001, 126) puts it, rationality is re-invented as an active, distributed, environment-involving achievement.  This can be viewed as an advance in our understanding of normative rationality as well as in our descriptions of rationality.  However, since normative rationality arguably requires capacities to respond flexibly and to generalize across novel situations, a challenge for such revisionist views is to show how situated cognition can support these capacities.
One revisionist reaction to the debunking of the classical conception is represented by Gigerenzer’s slogan that ‘simple heuristics make us smart’ and accompanying critique of the unrealistically unsituated and ‘demonic’ character of classical rationality (Gigerenzer et al 1999; Gigerenzer 2000).  His ‘ecological’ rationality is more radical than merely ‘bounded’, cost-sensitive versions of classical rationality.  Gigerenzer’s work shows that, in the right environments, reliance on ‘fast and frugal’ heuristics produces better results than classical rationality does, by exploiting information structures in the environment as integral parts of the problem-solving process.  Chater and Oaksford (2001) contrast the revisionist, empirically grounded ‘rational analysis’ approach with conceptions of rationality as inherently independent of specific environmental constraints. Rational analysis explains what thought or action will succeed in an agent’s environment in terms of the structure of that environment.  Successful cognitive processes can use short-cuts to approximate optimal responses in relevant specific environments.  Tasks required by psychological experiments may not be natural ones in the environments to which cognition is adapted. For example, reasoning may be adapted to the uncertainties of everyday life rather than to the certainties of deductive logic; Chater and Oaksford explain supposedly illogical responses to Wason’s selection task by reinterpreting them in probabilistic terms. A related revisionist view explains various empirical results in terms of ‘decision by sampling’ (Steward et al 2004), in which value, probability and many other magnitudes associated with classical processes are not internally represented; rather, items are sampled from memory and compared to targets, in a process that adaptively reflects environmental structure.  

Return to the question of how situated rationality can support flexibility and generalization across different environments, despite its domain-specific basis.  One type of answer views rationality as emerging from the relations among layer upon layer of domain-specific processes adapted by evolution, development and/or learning to specific environments, “turning each other on and off at… ecologically appropriate moments” (Clark, 2001, 127).  Sperber (forthcoming) describes the human mind as teeming with domain-specific processes to which inputs may be simultaneously available but which must compete for energetic resources.  As a result, some flexible, context-sensitive, efficient energy allocation procedure is needed to select inputs for processing according to their relevance (information gain less processing cost).  Sperber suggests that such selection need not itself be the result of rational processes, but may emerge from nonrational physiological dynamics of brain activation; rational processes may be enabled partly by the way the mind is physically embodied. 

Another prevalent type of answer distinguishes two levels of rational processing (Kahneman 2003; Evans & Over 1996; Chater and Oaksford 2001; Sapolsky 2004; Hassin et al 2005). A ‘lower’ level has been characterized as: unintentional, unconscious, automatic, uncontrolled, associative, implicit, efficient, fast, easy, reliant on rough-and-ready heuristics rather than logic, adapted to specific domains, lacking in critical flexibility, subject to priming, environmentally driven, tending to link perception fairly directly to action, resistant to interference from concurrent processes.  A ‘higher’ level, by contrast, has some of the features of classical rationality:  it’s intentional, deliberate, flexible, conscious, controlled, explicit, costly in terms of cognitive and attentional resources, slow, effortful, analytical and critical, tending to decouple perception from action, domain-general, subject to interference from other cognitive processes and to disruption by time pressure or cognitive load.  Different dual process accounts emphasize different elements of this broad contrast. To illustrate: a policeman may intend not to show a bias against black suspects at one level, yet automatically respond to a black suspect who is reaching for his i.d. by shooting him, influenced by racial stereotypes to expect that the suspect is pulling a gun.  People shown a white or a black face just before identifying a picture as one of a gun or a tool show an unconscious tendency to mistakenly identify tools as guns when they are preceded by a black face, which increases with time pressure.
Several points about two-level views are worth noting: 

· The view that there is a two-fold distinction has itself been criticized as oversimple, on the grounds that the various elements of each level can dissociate.  It may be more accurate to think in terms of clusters of overlapping features that come in degrees (Moors, in press).

· A great deal of human behaviour appears to be driven by processes with lower level features.  Process dissociation methods allow that behaviour often results from a combination of automatic and controlled processes, and estimates the contribution made by each (Jacoby 1991; Payne and Stewart in press). Overall, the capacity of the higher level to correct the output of the lower level appears more limited than a classical conception of rationality would suggest.

· In general, putting people under time pressure, cognitive load, or distraction tends to release lower level automatic processes from higher level control. The most effective techniques for bringing lower processes under the control of higher processes are not obvious; evidence rather than intuition is needed here. Techniques we may find intuitive may be ineffective or worse.  For example, exhortation to avoid racial stereotyping can actually be counterproductive and enhance the accessibility of racial stereotypes (Payne and Stewart in press); asking people who are under a cognitive load to avoid sexist responses leads to more such responses (Wilson and Brekke 1994). By contrast, concrete action plans that link a specific environmental cue to a cognitive response do tend to overcome stereotyped associations (e.g. adopting the explicit rule ‘whenever I see a black face, I’ll think “safe’; Payne and Stewart in press; see also Gollwitzer et al 2005, pp. 495-496, on the use of implementation intentions to exploit automatic processes in intended ways, including to avoid prejudicial gender stereotyping). But some intuitions turn out to be right:  as we’d expect, people tend to exert more cognitive effort when their individual responses are identified rather than when they are submerged in the responses of a group (Martin et al 1990).        

Situated rationality in social environments. While domain-specific heuristics are generally adaptive, they may reach systematic limits in social environments.  These are particularly demanding for several reasons.  Natural environments can be relied on to go on doing more or less what they do, without changing systematically so as to get the better of an agent; but social environments cannot. In social environments, the results of each agent’s action can depend on what other agents do, generating problems of mutual prediction, coordination, cooperation, and free-riding. Moreover, in social environments agents can benefit by deception and by manipulation of the information available to other agents and of their behavior.  My survey above of evidence against classical rationality noted how various opportunities for manipulation arise, especially as a result of lower level processes. The outsourcing of processes to social environments is thus fraught with danger.  According to the ‘Machiavellian intelligence hypothesis’, the informational challenges of social life with its potential for deception and manipulation are what drive the evolution of advanced cognitive capacities(Byrne and Whiten 1988).  Sterelny (2003) argues that the demands social life makes on cognition are unlikely to be met by ‘fast and frugal’ heuristics that exploit relatively transparent information structures in the environment.  
Perhaps the capacity for more costly, higher level processes postulated in two-level views, and some features of classical rationality, arise in response to these demands.  Domain-general processes that decouple perception from action can function flexibly to defend against social manipulation. Sterelny (2006) supports Sperber’s (2000) suggestion that that logic and explicit, formal, meta-representative reasoning capacities emerge in the course of an informational arms race in social life:  deceptive, social manipulation of information is countered by the use of norms of logic and rationality to check representations coming from others, which is in turn countered by displaying the rational credentials of representations one provides to others. Domain-generality and decoupling may be overlaid by evolution on the situated foundations of rationality in response to essentially social pressures to control information:  to borrow Sperber’s phrase, as a means of filtering communications and of penetrating the filters of others.  If so, note that these features of classical rationality have a public origin, orientation and function.
Moreover, higher level rational processes that arise in response to the limits of domain-specific heuristics in social environments can still be outsourced in part, though now culturally, relying on public representations and meanings to provide intelligible goals and structure rational processes (Clark 2001).  Domain-generality, decoupling, and other features of higher level rationality don’t require that rational processes be wholly internal to the individual.  So higher-level situated rationality does not reinvent classical rationality.  Rather, it envisages that we create, wittingly or unwittingly, a cultural ecology of rationality that enables us, among other things, better to negotiate the informational dangers of social life.  How people are socialized and enculturated from birth makes a large difference to their capacities to mediate the manipulative forces they face.  Socio-cultural environments not only manipulate, but also provide resources for resisting manipulation. 
Clark (2001) is a revisionist about rationality who doubts that human rationality can be explained as emerging incrementally from biological cognition by small evolutionary tweaks and innovations. Rather, it depends on our interactions with the specifically cultural, linguistic, and technological environments that we create.  These include symbolic representations that support context-free manipulation and formal, domain-general reasoning.  Human brains and bodies mediate complex dynamic processes of iterated loops through such ‘designer environments’; rational processes are distributed across brain, body, and cultural environments, as we learn to manipulate clunky symbols to solve problems, including problems about how to make less clunky, more powerful thinking tools.  Naked biological cognition complements and dovetails with the scaffolding and props provided by our cultural environments, in a rationally enabling division of cognitive labor.  In Clark’s view, we should give up the idea of a ‘core cognitive agent’ surrounded by mere support systems; culture is not merely wrapped around biological human nature, but is as much a determiner as a product of it, in a bootstrapping process. Rationality is as much a public achievement as a private virtue of individuals.  Our minds have adapted to our environments, but we have also created environments that further enable our minds beyond their biological limits by partly outsourcing rational processes.  
I’ve explained the public ecology of features of higher level rationality:  the ways they function in and exploit social and cultural forms of life.  However, lower level rational processes also have a public ecology:  recall that we tend to assimilate automatically traits, behaviour, and goals perceived or represented in our social environments, tend to believe statements that we comprehend, even from discredited sources, and so on.  These tendencies are among those that open us to manipulation.  Higher level rationality does not eliminate these lower level processes, and has only limited success in moderating them.  Such lower level social-ecological processes arguably define many of the alternative actions, goals and beliefs on which higher level rationality operates, when it does (though of course basic biological needs also play an essential role; see and cf. Lessig 1995 on the way social meanings define available actions and induce concordant actions).
Thus, while classical rationality was supposed to be internal to individuals, situated rationality is enabled by an agent’s interactions with a public ecology, at both higher and lower levels. An arms race between manipulation and counter-manipulation in social environments leads from lower level rationality to a limited capacity, scaffolded by public representations, for higher level rationality. 
4. From the public ecology of rationality to the public ecology of responsibility.

Return to the generic intuitive conception of rational agency presupposed by responsibility sketched above in section 2: that of an agent who acts on a range of often conflicting publicly intelligible goals, in a way that’s sensitive to information about the instrumentally best means for achieving those goals, and with a capacity to resolve conflicts among those goals coherently and to act on her resolutions, despite some weakness of will.  This generic conception of rational agency is transformed when we move from classical to situated rationality. The situated view of rationality, unlike the classical view, understands this generic conception of rational agency as deriving from and enabled by the way an agent interacts with social environments and public representations.
Moreover, the transformation also applies to responsibility, understood as a reason-responsive way of acting, which is accepted by the agent as a way of acting on her own reasons. If rationality is enabled by interactions with a public ecology, and responsibility depends on rationality, then responsibility is also enabled by interactions with a public ecology.  Responsibility is likewise as much a public achievement as a private feature of individual agents or their actions.

Here’s how the contrast plays out.  Classical rationality, and hence responsibility in a corresponding sense, don’t outsource to a public ecology; they are primarily private virtues of individuals.  The constraints that determine which goals count as publicly intelligible are left undefined, and the internal processes, which are domain-general and which decouple perception from action at the individual level, enable instrumental efficiency and the capacity for coherent resolution of conflicts among reasons, thus enabling ways of acting that are reason-responsive and that are accepted by the agent as ways of acting on her own reasons.  The rationality and responsibility of an action are explained by facts about the individual agent that are independent of the agent’s social environment.
By contrast, situated rationality, and hence responsibility in a corresponding sense, do outsource to a public ecology; they are as much public achievements as private features of individual agents or their actions.  In lower level interactions with a public ecology, an agent automatically assimilates traits, behaviour patterns, goals, meanings and beliefs from her social environment.  These processes along with internal processes enable action on publicly intelligible goals and ways of acting that count as reason-responsive. But they also render an agent susceptible to social manipulation of the ways she acts, so that they aren’t in fact ways of acting she accepts as ways of acting on her own reasons (as in mental contamination).  Lower level interactions with a public ecology can thus both enable or disable responsibility.  Countering manipulation serves responsibility, but it isn’t a purely individual achievement either. An agent’s higher level interactions with a public ecology of shared culture, representations, and logic, along with internal processes, make available domain-general reasoning that decouples perception from action, enabling greater instrumental efficiency and a capacity for coherent resolution of conflicts among reasons.  Higher level rationality also functions to counter social manipulation of the ways an agent acts, so that they can be ways she accepts as ways of acting on her own reasons; hence it contributes to enabling responsibility. The rationality and responsibility of an action are explained in ways that involve an agent’s interactions with her social environment.  Rationality and responsibility have public origins, functions, and enabling ecology.  
I’ve just explained in general terms how a reason-responsiveness conception of responsibility is transformed by a shift from classical to situated rationality.  Note as well the specific affinity between situated rationality and a reason-responsiveness view of responsibility: both are concerned with countering manipulation. Responsibility requires that an agent acts in a reason-responsive way that he accepts as a way of acting on his own reasons.  An agent whose lower level rationality is manipulated by other agents in ways he would reject (were he aware of them) does not meet this condition for responsibility, even if his action responds to publicly intelligible reasons.  Recall some of the many openings for such manipulation we found in surveying the evidence against classical rationality above. People are usually unaware of the influence on their choices of the framing of decisions, the perceived status quo, they ways certainty, uncertainty, and risk are described. They are unaware of chameleon effects and the way their cognitive processes are influenced by exposure to stereotypes as opposed to exemplars of certain cognitive tendencies.  They are unaware of the way cognitive load or time pressure tends to induce uncritical acceptance of propositions they’ve been exposed to, even when these have been explicitly negated, or of the difference in influence between denying a proposition and asserting a contrary proposition.  They are unaware of the influence of mimicry:  that mimickers are thought to have better ideas, be better informed and more likeable, and those mimicked are more likely to be persuaded, give money, etc.  People don’t realize that their cognition and action are ‘contaminated’ in these ways.  If they were to become aware of such lower level influences, would they find them acceptable?  People tend to resist the evidence that they are subject to such influences; their provide opportunities for responsibility-undermining manipulation.  In particular, if such lower level influences are manipulated covertly by others for their own benefit, in ways the agent does not and would not accept, they undermine his responsibility.  The public ecology of higher level rationality, by countering social manipulation, is part of what makes responsible action possible.  However, an informed agent could accept the use of lower level influences as a way of better enabling him to act on his own reasons.  If so, the use of lower level influences wouldn’t count as responsibility-undermining manipulation, but rather as scaffolding that enables rational and responsible action.  So the public ecology of lower level influences per se doesn’t undermine responsibility:  it depends on the way such influences are used and whether their use is acceptable to agents.   Their covert, manipulative use to benefit other specific agents is not acceptable, but their open use to enable agents to act on their own reasons may well be.     
Note that on this view, rationality and responsibility depend on, among other things, the truth of counterfactuals about what influences on their behaviour people would reject or disown, if they were aware of these influences (they may not be aware of them).  Differences in people’s actual ability to recognize influences on their behaviour are thus not crucial for responsibility:  this is good, as many such influences are hard to recognize and counterintuitive, and may undermine responsibility even if they are unrecognized.  But differences in dispositions to reject to influences on behaviour, if one were to recognize them, are crucial.  Influences that would be happily accepted don’t count as manipulation.  People’s different tendencies to accept or reject recognized influences on their behaviour may in turn reflect features of upbringing, socialization and culture.  And they may differ in degree, with resulting differences in degree of manipulation and hence of responsible action.  Whose dispositions to reject influences on behaviour are to be taken as the reference point for purposes of determining whether an influence counts as responsibility-undermining manipulation?  On the democratic public scaffolding principle (see below), the democratic process should answer this question.      
The next step in the argument is thus to note that ‘man’ is not just a rational and social animal but a political animal:  political arrangements no less than language, logic and culture, are part of the public ecology we create, by means of which we protect ourselves against the dangers and manipulations of social life, and that enable rationality and responsibility.  Politics is not—any more than language or culture--wrapped around a core biological human nature with the features of classical rationality and responsibility in a corresponding sense.  The public ecology of rationality and responsibility includes politics.
  
We’ve seen that the public ecology of responsibility can both undermine and support responsibility.  If the public ecology of responsibility includes politics, how should government be compared with other agents in the social environment in this respect?  Is government inherently more likely to undermine responsibility than, say, corporate agents?  No.  Manipulative marketing has its home in the corporate sector, though has infiltrated political advertising also; and corporate power and influence are pervasive in modern life.  If responsibility needs protection against manipulation, manipulation by corporate agents is just as relevant as manipulation by government.  Can government support responsibility by countering manipulation, including corporate manipulation?  Yes. Traditional liberalism tends to view government as the primary source of interference with responsible action by private individuals.  Ecological liberalism should instead view government as a having counter-manipulative and positives role in the public ecology of responsibility (see also Fiss 1998 on government as the friend rather than the enemy of freedom of speech).   

5. The priority of private responsibility revisited. 

In light of this transformation in the understanding of rationality and responsibility, let’s return finally to examine the principles of traditional liberalism that we started with, which express the priority of private responsibility.
The anti-paternalism principle says that government should avoid regulating self-regarding action for which its agent is responsible, even if it is harmful to the agent—so long as it is not harmful to third parties. It’s long been recognized by liberals that bigotry can make it difficult to argue that an action is self-regarding.  Bigoted people are often offended by the knowledge that other people are doing things in private.  Are bigots thus harmed?  Mill claimed that there that there is ‘no parity’ between someone’s feelings about his own opinions or conduct and the feeling of someone, such as a religious bigot, who may be offended by them (1849, pp. 84-85).  More recently, Sen (1982) has argued that not all preferences are equal, and that welfarism should be limited so that preferences motivated by bigotry or illiberal attitudes, even when unanimous, are politically discounted.
However, the evidence surveyed above provides a more fundamental challenge to the anti-paternalism principle’s protection of actions that harm only their agent, which is not avoided by making an exception for offense to bigots.   For example, we’ve seen that one agent’s action, observed by or represented to other agents, has an automatic, unconscious tendency to prime similar goals, traits, and behaviours in those other agents.  Suppose action A is responsible, though harmful to its agent, but tends automatically to prime similar behaviours B, C, D, etc. by those exposed to action A, which is harmful to them.  Not all exposed agents will act similarly, of course; the effect is statistical, but nevertheless robust and significant.  The well-documented phenomenon of suicide contagion is representative, and is arguably the tip of the iceberg that lends itself to proof.  It looks as if A is not thus self-regarding, but results in harm to others; making an exception for offense to bigots doesn’t avoid this result.  Can be argued that B, C, and D are themselves responsible actions, despite being influenced by exposure to A, so that they also fall under the anti-paternalism principle?  They may be ways of responding to publicly intelligible reasons, even if harmful to their agents.  But it is unlikely that these ways of responding are accepted by the agents of B, C, and D as ways of responding to their own reasons.  Agents are largely unaware of such automatic social priming influences, and tend strongly to resist the idea that such influences apply to their own actions.  In such cases, it’s not plausible to regard B, C, and D as fully responsible actions protected by the anti-paternalism principle. Automatic social priming effects raise a fundamental and widespread challenge to the distinction between self-regarding and other-regarding action, except in cases where the former is unobserved and unrepresented.  If this is hard to accept this, it is because such effects are unintuitive and challenge what we think we know about ourselves; they are alien to the folk wisdom that traditional liberalism incorporates.  But given their pervasiveness, I doubt that it is fruitful to try to patch up the anti-paternalism principle with more exceptions to handle this kind of problem. 
The principle of proximal agency says that government should try to avoid regulating actions that harm third parties only indirectly, via their influence on the responsible actions of second parties, but should instead directly regulate the latter.   An expression of this is found in a recent U.S. Supreme Court case, Ashworth v. Free Speech Coalition (2002), in which the Supreme Court struck down a law regulating child pornography because it would have applied even to virtual child pornography, creating using computer graphics rather than real children.  Using real children to create child pornography is unacceptable because directly harmful to those children.  But if using computer graphics to create child pornography does harm children, the court reasoned, it would do so only indirectly, via the actions of those exposed to the material and influenced by it to harm children directly. The agents of these latter actions are responsible for this harm, not the creators of virtual child pornography. The proximal acts of directly harming children should therefore be regulated rather than the actions of creating virtual child pornography.  The issue of whether any harm does flow to children from acts of creating virtual child pornography is thus pre-empted by the intervening acts (see Hurley 2006); the court declines to address it. Why are the child-harming acts of those exposed to such material regarded as responsible for the harm, even if they are influenced by such material?  Because any such influence would flow via the content of the ‘speech’, i.e. the pornography, and the hearers of speech are regarded as responsible for their responses to the content of speech, not the speakers.  Under 1st Amendment freedom of speech jurisprudence, the physical qualities of speech may be regulated--loud talking in libraries, shouting where there is danger of avalanche--but its content should not be.  Speakers are not their hearers’ keepers; hearers are responsible for their own responses to speech and any harms they cause.  Responsibility is fully allocated to the proximal acts of the individual agent, and not distributed across the agent and the cultural environment with which he interacts.
The court’s traditional liberal perspective fails to recognize that the content of speech has many automatic influences on agents of which they are unaware and which they would not accept as ways of acting on their own reasons.  In acting under such influences, they are therefore not fully responsible for their actions, despite the fact that their actions are responding to the content of speech. Some liberals do recognize that there can be such influences.  Scanlon writes that “Expression is a bad thing if it influences us in ways that are unrelated to relevant reasons, or in ways that bypass our ability to consider those reasons” (1979, 525).  But automatic lower level influences are widespread, not limited exceptions to the norm.  Their prevalence makes the challenge to the principle of proximal agency fundamental.  Scanlon also  writes: “If we saw ourselves as helplessly absorbing as a belief every proposition we heard expressed, then our views of freedom of expression would be quite different from what they are” (1979, pp. 524-525).  But as we’ve seen, under conditions of cognitive load or time pressure (which are all too common even when not deliberately imposed) we do tend automatically to believe propositions we understand, even when we have been explicitly that they are false (Gilbert 1991, 1993; Gilbert et al 1993).  As a result, we can be influenced to act in ways that harm others, such as imposing more severe punishments.  Again, the influence is automatic and unconscious, and is unlikely to be acceptable to agents as a way of acting on their own reasons.  If not, the proximal agent is not fully responsible.   
Return to the anti-paternalism principle, where related concerns arise about responsibility for self-harming actions.  Consider advertising that influences people to spend money on fatty or sugary food that is harmful to themselves, using techniques that effectively manipulate automatic, unconscious lower level influences on beliefs and action.  It’s unlikely that people want to be influenced in these ways, or accept them as ways of acting on their own reasons. 
Political advertising in election campaigns can influence the actions of voters in ways that can potentially harm both self and others.  Recall Kahneman and Tversky’s examples, cited above, of how lobbiests and advisors can influence political decisions, without distorting or suppressing information, merely by the framing of outcomes and contingencies; exposure to negations of propositions rather than to contrary propositions, or to stereotypes rather than to exemplars of traits, could similarly influence political decisions.  Again, making decisions under such influences is unlikely to be accepted by voters as a way of acting on their own reasons, at least when these influences are deliberately manipulated to serve another’s goals.    
The transformation in our understanding of rationality and responsibility that I described above thus challenges the anti-paternalism principle and the principle of proximal agency of traditional liberalism. The proper role of government in influencing citizens’ behaviour cannot be limited by private responsibility conceived as independent of the public domain.  I doubt that patching these principles up with exceptions can solve the problem; they assume the priority of private responsibility and were not cut out to function within a public ecology of responsibility.  The challenges are fundamental and require some basic rethinking about the proper role of government in influencing citizens’ behaviour within a public ecology of responsibility. 
6.  Towards an ecological liberalism

This piece has laid the groundwork for addressing the role of government in ecological liberalism, by laying out the way work in cognitive science challenges the priority of private responsibility in traditional liberalism.   Ecological liberalism recognizes the public, and political, ecology of responsibility; agents’ interactions with their social, cultural and political environments are part of what makes responsibility possible.  Further work is needed to characterize the appropriate roles of government in influencing citizens’ behaviour within a public ecology of responsibility.  But I suggest that two general principles should inform an ecologically liberal conception of the proper role of government:  
The anti-manipulation principle:  Government should regulate and counter manipulative influences on citizens’ beliefs and behaviour, especially but not only when these lead to harm, either to self or others.  When an agent acts under manipulation, he unwittingly serves the goals of the manipulator, whether or not they coincide with his own.  Some ways of acting are not acceptable to their agents as ways of acting on their own reasons; action under manipulation is one of them, even when agents don’t realize they are in fact being manipulated.  The public ecology of responsibility includes many manipulative influences, some of which exploit automatic lower level rational processes of which agents are unaware:  in advertising, entertainment, political campaigns, hiring and promotion practices, etc.  These can be countered by a combination of (a) making people aware that they are subject to a variety of automatic influences that provide openings for manipulation, with examples
, (b) providing effective education  supporting counter-manipulative techniques, including ways of selectively countering lower level automatic processes and ways of strengthening higher level critical processes, (c) providing guidelines for nonmanipulative practices in various spheres, in particular in advertising and in election campaigns, and (d) regulating manipulative practices, especially where these lead to harm.  These are all appropriate, responsibility-enabling roles for government in influencing the behaviour of citizens for the public good.
The democratic public scaffolding principle:  As well as countering manipulation within the public ecology of responsibility, government has a positive role in the design and creation of an instrumentally better public ecology, in finding better means to democratically adopted ends.  In this positive role, government contributes to the democratic public scaffolding of rationality and responsibility.
This role can be readily understood in relation to higher level rationality. Earlier I described how cultural interactions scaffold higher level rational processes and contribute to enabling responsibility.  Government should make such cultural resources as widely available as possible and encourage citizens to take them up, for example by providing incentives and support for higher education.  Election campaigns should be structured and regulated in ways that support the exercise of higher level, critical rationality--demanding as it is of resources of attention, time, and effort—and that counter framing effects, cognitive load and time pressure effects, and so on.  (There are considerable issues of distributive and resource allocation here, which I cannot pursue in this paper.) 
A better public ecology doesn’t just scaffold higher level rationality.  Lower level influences can’t be eliminated entirely; they should be pruned and cultivated so as to influence behaviour nonmanipulatively for the public good.
On the pruning of lower level influences:  Even when an agent is not acting under manipulation, he may be influenced in ways he doesn’t accept and would prefer to avoid:  for example, by automatic, unconscious influences that bias hiring decisions.  Moreover, such influences may run contrary to democratically decided public policy.  Government has an important role in designing and regulating practices to counter such influences, even when they are not manipulative.      

What about the cultivation of lower level influences? If an agent does or would accept an influence on his action as a way of better enabling him to act on his own reasons, it doesn’t count as a manipulative influence. Perhaps it is dangerous to make assumptions about what influences agents would accept were they aware of them….so make them aware of them! Informed agents can accept and use lower level rational influences in ways of acting on their own reasons, deliberately delegating control to handy automatic processes in ways that further their goals.  For example, someone who doesn’t wish to be influenced by gender or racial stereotypes and is discouraged to learn that deliberate efforts to suppress stereotypes can be counterproductive, may welcome the knowledge that concrete action plans linking a specific environmental cue to a cognitive response do tend to overcome stereotyped associations—and be happy to be influenced in this way.  Someone who wishes to eat healthy food can pursue this goal more efficiently by forming implementation intentions that delegate control to environmental cues with automatic influences on his behaviour (Gollwitzer et al 2005, p. 487). Members of various ethnic groups who aim to perform well on maths exams may find priming by Asian stereotypes acceptable as a way of enhancing their performance. 
Can it be appropriate for government itself to use lower level influences on behaviour to reduce democratically recognized public harms, such as crime, poverty and illness? Yes, but the trick here is for government to avoid using such influences manipulatively:  their use should be overt, and be accepted by citizens through democratic procedures as a way of better enabling them to act on their own, shared reasons.  For example, government can properly influence behaviour, in support of democratically endorsed public goals, in ways that take into account that people tend to weigh losses more heavily than gains
, that they tend to seek confirming rather than disconfirming evidence, that just asking people how likely they are to act in a certain way increases the likelihood that they will.  But in all such cases, the acceptable use of lower level influences by government should meet certain conditions:  the decision to use a lower level influence should be made democratically and should be in service of democratically endorsed public goals, and actual use of a lower level influence should be accompanied by information describing the influence and how it increases the likelihood of certain behaviour that serves the public good.  It is especially improper for an incumbent government, or any other party to an election campaign, to use lower level influences covertly to influence votes (see Dijksterhuis et al, 2005, p. 88, on the use of such techniques by the 2000 Bush campaign).  Such use does not satisfy the above conditions, but is manipulative and undemocratic. 
Note that avoiding governmental manipulation does not require finding a neutral way to frame choices to citizens, a way that has no influence on their decisions; there may not be one.  Compare, for example, an opt-in system for pension contributions with system in which contributions are automatic but one can opt out.  An opt-out system tends to produce more pension contributions than an opt-in system;  arguably neither system frames citizens’ contribution choices in a neutral way. Nevertheless, an opt-out system can count as non-manipulative democratic public scaffolding if increasing pension contributions is a democratically adopted goal and an opt-out system, with its recognized influences on behaviour, is democratically accepted as a means to this goal. 
If the priority of private responsibility is a myth and politics cannot help but contribute to the public ecology of responsibility, then better it does so wittingly rather than unwittingly.  If liberalism and responsibility go hand in hand, and our understanding of responsibility needs naturalistic revision, then so does our understanding of liberalism.  We should not try to shore up a traditional liberalism based on the priority of private responsibility against the winds of empirically-based change in our understanding of human minds.  This nostalgic strategy does not provide much guidance to hopes for a liberal future, as the cognitive sciences continue to advance.  A progressive social liberalism should serve the public good within the public ecology of responsibility in ways that counter manipulation and support the rationality and responsibility of citizens.  Such an ecological conception of liberalism is not a way of abandoning liberalism, but a way of revitalizing and strengthening it for the future. 
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� I speak of ways of acting instead of acting on mechanisms, as the former language is less technical; but I intend to capture something very close to Fischer and Ravizza’s (1998) Frankfurt-inspired account of responsibility.


�  A fuller story about the first and third elements is told in my 1989 and about the second element in Hurley and Nudds, eds, 2006.


� Elements of a communitarian view of the self as situated (Sandel 1982) are recapitulated naturalistically by an empirically based conception of rationality as situated.   





� Dijksterhuis et al (2005) discuss the automatic influences of subliminally (unconsciously) perceived stimuli on attitudes, consumer behaviour, and health.  Stimuli we perceive consciously can elicit control strategies that will not be available when stimuli are perceived subliminally.  ‘What is critical in such cases is that people are aware of how a stimulus may influence their judgments or behaviour. If people are not aware of such an influence, or if people do not know how a stimulus might influence them, these control processes are not used’ (p. 87).


� Halpern and Bates 2004 explain that health messages can be more effective when worded in terms of loss than gain (p.39), that successful programs that pay young people while they stay in school may work because losing money in your pocket is more painful than gaining money is pleasurable (pp. 48, 50), that an opt-out pension contribution schemes increased savings because it took contributions only out of pay rises so avoided loss aversion (p. 61).  
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