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Abstract:  I argue that an ecologically distributed conception of instrumental rationality can and should be extended to a socially distributed conception of instrumental rationality in social environments.  The argument proceeds by showing that the assumption of exogenously fixed units of activity cannot be justified; different units of activity are possible and some are better means to independently given ends than others, in various circumstances.  An important social heuristic, the mirror heuristic, enables the flexible formation of units of activity in game theoretic situations, including collective units where these are instrumentally effective.  In effect, the mirror heuristic makes the formation of units of activity endogenous to instrumental rationality.  Moreover, the mirror heuristic is a conditional metaheuristic, which depends on mind reading of the heuristics of other players rather than on predictions of their behavior.  Such mind reading can be regarded as emerging from an arms race between behavioral mimicry and ever-smarter behavior reading.   Even though unilateral mind reading may have benefits, the mirror metaheuristic illustrates that mutual mind reading has distinctive functions in responding to the challenges of social complexity.  If simple heuristics can make us smart in the right environments, then social heuristics can make us smarter still.  
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1. Introduction.

The Prisoner’s Dilemma (PD) and HiLo games illustrate a problem for the individualism of orthodox game theory, and, more fundamentally, for its assumption that units of activity are exogenously fixed (usually at the individual level).  In this paper I probe the implications of these games for the nature of instrumental rationality and for the role of mind reading in collective activity. 

I begin by sketching a progression of ideas concerning instrumental or means-end rationality, which leads up to the conception of ecological rationality and the view that ‘simple heuristics make us smart’ (Gigerenzer et al 1999), as well as to the difficulties for ecological rationality in social environments (Sterelny 2003).   This background sets the stage for the fundamental problem of game theory illustrated by PD and HiLo.  I will show by reference to these games how the ecological conception of rationality can be extended to social environments, despite worries to the contrary:  social heuristics, such as the mirroring heuristic, can make us smarter still.  And I will explain the enabling role in this social heuristic of mutual mind reading capacities.

I suggest that an ecologically distributed conception of instrumental rationality can and should be extended to a socially distributed conception of instrumental rationality in social environments.  The assumption of exogenously fixed units of activity cannot be justified; different units of activity are possible and some are better means to independently given ends than others, in various circumstances.  An important social heuristic, the mirror strategy, enables the flexible formation of units of activity in game theoretic situations, including collective units where these are instrumentally effective.  In effect, the mirror heuristic makes the formation of units of activity endogenous to instrumental rationality.  Moreover, the mirror heuristic is a conditional metaheuristic, which depends on mind reading of the heuristics of other players rather than on predictions of their behavior.  Such mind reading can be regarded as emerging from an arms race between behavioral mimicry and ever-smarter behavior reading.   Even if unilateral mind reading has benefits, the mirror metaheuristic illustrates that mutual mind reading has distinctive functions in responding to the challenges of social complexity.  

This paper has a triangular structure:  it draws together issues in the foundations of game theory both with issues about instrumental and ecological rationality and with issues about social cognition and mind reading.  That is already a rich menu.  But this paper is not concerned with other issues in the diverse literature on collective intentionality and action.   In particular, it is not directly concerned with the analysis or ontology of collective intentionality and action.    Questions arise about how work in the latter areas, for example by Bratman (1992, 1999), Tuomela (2000, 2002), Gilbert (2000), Searle (1995) and others, may be related to my arguments here.  But these questions are not my topic.  In particular, my concern with collective activity as an instrumentally rational means to given ends does not entail the existence of collective mental states or collective subjects.

2.  Extending instrumental rationality.

Instrumental or means-end rationality is concerned with finding the best means to a given end, rather than with the selection of ends.  The distinction between ends and means is relative rather than absolute; means may be more or less proximal, ends more or less ultimate.  An intentional bodily movement may be the means to a physical effect, which is in turn the means to signal an intention, which is in turn the means to a social move, which is in turn the means to some further end.  Similar differences of degree along a spectrum hold for intentions.  There are ultimate intentions relating to one’s ultimate ends and other less ultimate background or prior intentions.  There are also more or less proximate intentions about how to achieve one’s ends.  I will usually speak of ends and means here rather than intentions, since while the distinction is relative rather than absolute, it conveys more relational information than does talk of intentions simpliciter, which may relate to either ends or means. 

Instrumental rationality has generally (though not without exception) been understood in different terms by different disciplines: in terms of consistent patterns of behavior by economists (what Kacelnik 2006 calls E rationality) and in terms the processes of reasoning that generate such behavior by psychologists and philosophers (what Kacelnik calls PP rationality).  The reasoning that PP rationality attributes to the rational agent is absorbed by E rationality into the theory of why the relevant behavior counts as rational; E rationality does not require that such reasoning be rehearsed by the agent or actually generate her behavior.  E rationality is thus in principle open to the possibility that the processes in an agent that actually generate her rational behavior are not isomorphic with the theoretical account of why the behavior counts as rational.  In this sense, E rationality is compatible with the use of heuristics, decision-making processes that reliably generate rational behavior in relevant environments, even though they may not be ideal reasoning processes themselves and thus might not generate rational behavior in other environments.

A further question is just how reliable the use of heuristics must be, across what range of variation in possible environments, in order to be compatible with rational behavior.  Some perspective on this question can be provided by the potted five-stage history of conceptions of rationality that follows.

(1) Classical rationality. Our point of departure can be regarded as idealized normative theories of economic rationality, exemplified by orthodox expected utility theory (EUT), on which orthodox game theory builds.  EUT says that the rational choice is the choice that maximizes the agent’s expected utility, that is, the sum of the probability-weighted utilities of each possible outcome of a possible action.   This is a conception of instrumentally rational behavior:  possible choices are assessed in terms of their likely consequences, as means to the agent’s ends. Alternative means by which an agent’s ends might be pursued are assessed in terms of the degree to which their consequences are likely to fulfil the agent’s ends. 

Several features of EUT are important for present purposes.  First, EUT is not tied to environments with any particular structure; it is infinitely flexible, and domain-general rather than domain-specific.  It should in principle work equally well in any environment (if---a big ‘if’—we abstract from the costs of applying it).  Second, it does not assess agents’ ends but takes them as given and not subject to ‘improvement’.  This demurral makes some sense here, given that instrumental rationality is conceived as relative to ends.  Third, the alternative means assessed are assumed to range over possible activities, which are compared in terms of their consequences.  The identity of the ‘acts’ or units of activity whose effects are instrumentally assessed in light of given ends is also taken as given (the exogenous units assumption).  That is, the individuation of units of activity that are assessed as possible means to ends is not itself instrumentally assessed or subject to ‘improvement’.  This demurral makes less sense, since instrumental rationality need not be conceived as relative to the identities of given units of activity as well as relative to given ends. Some ways of individuating units of activity for assessment as means to ends might be more instrumentally valuable than others, holding ends constant.
  

Regardless of whether such classical theories of rationality describe the actual processes that generate behavior, they were often regarded as broadly predictive of human behavior—though of course lapses here and there were admitted.     

(2)  Heuristics and biases. A wave of debunking experimental work was ushered in by Kahneman and Tversky’s seminal work showing that the norms and/or predictions of classical theories of rationality were systematically violated by human decision-makers, in a variety of specific, well-charted ways.  Their decisions were better accounted for in terms of various heuristics and biases
, some domain-specific, than by classical conceptions of rationality such as EUT.  This was taken to be bad news for rationality; that is, it was taken to show that human beings were less rational than might have been expected or hoped, rather than that their rationality had been misunderstood by classical views. Human decision makers were also shown to depart from the norms of game theory, for example, by cooperating more than they rationally ‘should’ in PDs and by turning down unfair ultimatum offers.  The normative import of these social ‘failures’ of rationality was less clear:  perhaps bad news for rationality, but good news for morality?

(3)  Ecological rationality.  A more positive reaction to the debunking evidence eventually emerged, represented by Gigerenzer’s et al’s (1999) slogan that ‘simple heuristics make us smart’ and accompanying skepticism about the unrealistic ‘demonic’ character of classical conceptions of rationality, with their disregard for decision-making costs and for the practical limitations on real decision-makers.  Further experimental work on ecological rationality demonstrated that in the right environments reliance on simple heuristics, such as the familiarity heuristic, or the one-good-reason heuristic, produces better results than reliance on more sophisticated and flexible but costly domain-general decision-making processes.  Nature, it was argued, won’t build the costly demonic flexibility of classical rationality across all possible environments into decision-makers, but will sensibly fit them out with a toolkit of heuristics adapted to and triggered by interaction with environments they are likely actually to face (for the animal version of the adaptive toolkit, see Hauser 2000).   The ecologically rational means to achieving an agent’s ends are in effect partially outsourced, distributed across heuristics and information in the environments to which agents are adapted (see Strum et al 1997, 68, 72-3).

Note the way, on this view, the distinction between decision-making processes and the means by which ends are achieved begins to blur.  Structure in specific environments and corresponding environmental processes can contribute information to the processes that generate decisions and can also contribute to the effects of a decision--the means by which the decisions achieve their ends--in a circular feedback dynamic, with no sharp discontinuity in this process at the point of choice.  Rationality conceived in ecological terms is an emergent property of agents interacting dynamically with their environments in specific ways, which complements the conceptions of minds as extended and of cognition as situated.

(4)  Machiavellian social rationality.  Recently it has been argued
 that it is no accident that proponents of ecological rationality tend to focus on natural, non-social environments.  Natural environments are transparent or at least translucent in relation to information about an agent’s most effective means to his ends.  By contrast, social environments are often informationally opaque and hostile, as a result of strategic thinking, deception, mimicry, and informational manipulation.  Nature doesn’t try to predict and outwit a given agent deciding on the best means to achieve his ends
; but other agents often do, in order better to achieve their own ends. Indeed, as I explain below, pressure for deceptive mimicry is set up by PD situations (among others), in ways that contribute significantly to the complexity of social information.  As a result, social environments place high demands on cognition.  It is implausible that these demands can be met in a way that would count as rational by simple heuristics that rely on information in environmental structures, since such information is subject to manipulation and deception.  This position draws on what has become known as the Machiavellian Intelligence hypothesis (Byrne and Whiten 1988; Whiten and Byrne 1997):  that social life, with its potential for deception and manipulation of information, drives the development of advanced cognitive capacities.  

(5)  Can social heuristics make us smarter still?   If simple heuristics cannot cope with informationally hostile social environments, what is the next bounce for conceptions of instrumental rationality?  Should we retreat from ecological optimism and revert to a classical conception of normative rationality after all, though one tempered by the realization that human beings fall systematically short of it and hence are liable to be rationally ill-equipped for social environments?   Or is there a plausible way for an ecological view of rationality to go social?  Social heuristics would be processes of decision-making that may not accord with classical rationality but that (unlike simple heuristics that are liable to be undermined by deception and manipulation) are reliable means to achieve one’s ends in interaction with social environments (see and cf. Gigerenzer 1997). Can rational means to achieving one’s ends be partly socially outsourced, distributed across heuristics and social environments, despite the informational hostility of social environments?  Again, the test of such heuristics is instrumental (see Schmitt and Grammar 1997):  how effectively are given ends served by various possible means, some of which may include processes that are socially and/or ecologically distributed?
I shall argue that the answer to this last question is ‘yes’, and that foundational problems for game theory help to understand why and how, that is, via the asymptotic approach of smart behavior reading to mind reading.   I now turn to explaining those foundational problems in game theory.

3. The exogenous unit assumption

Orthodox rational choice and game theory display a variety of limitations (see for example Colman 2003, Bacharach 2005).  Among these is what I will call the exogenous units assumption, which surfaced in my discussion of classical rationality above.  This is an assumption about the units of activity that are available as means to any given end.  When I speak of a unit of activity, I mean that activity within certain boundaries
 has consequences, calculated against a background of what happens and is done outside those boundaries.  Such activity can be assessed instrumentally, its consequences evaluated by reference to independently fixed goals.  The exogenous units assumption is the assumption that the boundaries of units of activity are not themselves instrumentally assessed, but rather exogenously given.  Different possible acts by given units are assessed by reference to given ends, but different possible units are not.  On this view, instrumental rationality doesn’t ask why units of activity should be carved up this way or that before assessing the consequences of alternative possible acts by those units.  Just as ends or goals (I will use these two terms interchangeably) are exogenously given, the individuation of units whose possible activities count as possible means to given ends is fixed exogenously, not treated as a variable itself under instrumental assessment.  All that is instrumentally assessed is which activities by given units are the best means to given ends.
 

Usually the unit is assumed to be the individual agent in a limited time period:  thus the exogenous unit assumption usually coincides with individualism about units of activity (see Hurley 2003c, 2005).  At times it is convenient to speak in terms of individualism rather than exogenous units.  However, the critical underlying assumption is that of exogenous units per se, not any particular stipulation of the units.

The exogenous units assumption is usually made so far back in the way game theoretic problems are conceived that it goes unstated-- as if the units were dictated by Nature.  Of course, they aren’t.  But as a result, an alternative view is overlooked, which treats ends as exogenously given but which instrumentally assesses alternative units of activity, as well as their alternative acts.  It is thus worth a little trouble to excavate the exogenous units assumption.  I do this here in the context of game theory rather than EUT (but see and cf. McClennan 1990 on resolute choice, which illustrates resistance to something like the exogenous units assumption in a decision theoretic context).

PD and HiLo games exemplify the exogenous units assumption in its individualistic manifestation (Hurley 1989; see also Bacharach 2005).  In PDs, individuals have exogenously specified goals that are partially overlapping and partially divergent.  Moreover, individual
 units of activity are also exogenously assumed.  Thus, in the familiar dominance reasoning for mutual defection, I assess by reference to my goals the results of my defecting or cooperating, under different assumptions about what you might do.  Under these assumptions, instrumental rationality guarantees that the players obtain an outcome worse for them all than another available outcome, which would result from cooperation.
  This type of game is so familiar and widely discussed that I will not take space to describe it further here.

HiLo games are coordination games in which individuals have the same goals, yet individual rationality fails to guarantee the players the best available outcome.  These games may be less familiar, and indeed it may be difficult to see why they present, as they do, a fundamental problem for orthodox game theory (for exposition of the problem, see Regan 1980; Hurley 1989; Coleman 2003, 144-145; Bacharach 2005).  It is well known that game theory can generate multiple equilibria, among which rationality as game theory conceives it has no determinate recommendation.  In each of these equilibria, each player’s choice is her best reply to the other’s choice.  Yet one of these equilibria may nevertheless be transparently superior for all players.  Orthodox game theory lacks the resources to guarantee that instrumentally rational players reach superior equilibria.

A simple Hi-Lo game is as follows:

	A Simple Hi-Lo Game


	Player 1



	
	Act A
	Act B



	Player 2


	Act A


	2nd best outcome

for both
	Worst outcome

for both

	
	Act B


	Worst outcome

for both
	Best outcome

for both


The problem in a nutshell is that, while both players would be better off if both do Act B, neither individual has any reason to do Act B unless she has a reason to expect the other will do Act B.  But neither player does have such a reason, since each is also better off if both do Act A than if they fail to do the same act.  Both the shaded boxes represent equilibria from an instrumentally rational perspective, under the assumption of exogenously fixed individual units of activity:  each individual has done the act that is the best means to her ends (which here coincide with the other’s ends), given what the other has done. No dominance argument for the rationality of either equilibrium is available.

It may seem that if each assigns 50% subjective probability to the other doing Act A and to the other doing Act B, the problem can be solved, since a 50/50 mixture of best and worst outcomes is better than a 50/50 mixture of 2nd best and worst outcomes.  However, even if this ploy works in simple cases, there will be other cases of Hi-Lo in which it does not work.
  Some such multi-person forms of HiLo are familiar from discussions of the problems of coordination and mutual prediction faced by Act Utilitarianism.  

The underlying source of these problems of cooperation and coordination in PD and HiLo games is not the nature of or relationship between individuals’ goals; nor is it the instrumental character of rationality.  Rather, it is the exogenous units assumption, which here holds the unit of activity exogenously fixed at the individual level.  PDs and HiLo games can arise whether the goals exogenously specified are altruistic or selfish; they depend only on the specified structure, not on the content of the goals.  For example, common sense morality generates PDs, such as the parents’ dilemma (Parfit 1984).  If the goals of PD players are transformed so that they share their goals, PDs can in some cases be transformed into HiLo games; but the problem created by exogenous units remains—indeed, even for act-utilitarians (see Bacharach 2005; Regan 1980).  The underlying problem is not simply with the specified goals, and goal transformation will not avoid it.  It is rather that some units of activity can be better means to exogenously specified goals than others.  In particular, collective units of activity can be better means to achieving exogenously specified goals than individual units of activity.  A thorough-going instrumental rationality should be able to take advantage of better means of achieving given goals, whatever the content of those goals happens to be.  But the exogenous units assumption prevents instrumental rationality from varying and instrumentally assessing different possible units of activity as means to given ends.  

4. Critique of the exogenous units assumption

I will develop a critique of the exogenous units assumption by making a series of specific points.  My conclusion will be that, once scrutinized, this assumption cannot be justified, on instrumental, theoretical, psychological, or explanatory grounds.

First, instrumental evaluation does not require that the unit whose activity is evaluated as a means to a given end have particular fixed boundaries, whether those of the individual or not.  Instrumental rationality is a general conception of rationality that recommends acts that are effective means to achieving independently specified goals.  It does not dictate that the units of activity undertaken as means to given ends must be individuated or constituted in a particular fixed way, dictated by ontology or otherwise.  Nor does it require that the individuation of units be exogenous to instrumental considerations.  On the contrary, innovative units of activity may be effective means of achieving goals.  It would be contrary to instrumental rationality to neglect such opportunities.

Second, various units of activity are possible
 for instrumental purposes, and may have overlapping boundaries.  Larger units of activity can subsume smaller units; instrumental evaluation can be applied to the different units, with different results.   I-now could do this or that, with these or those consequences.  But I-over-the-next-year may have larger options and control quite different consequences.  So again may you-and-I. (See Parfit 1984.)  We can think of units of activity over time as composed of units of activity at times (or in other ways, as in multiple personality syndrome, or bipolar illness); similarly, we can think of collective units of activity as composed of individual units of activity.  Thus individuals can be thought of either as higher level units of activity composed of lower level, subsystemic units, or as themselves lower level units that in turn compose higher level social units.  

Whether we are thinking of individuals as the higher or lower level units, irrationalities of various kinds at the higher level involving the ‘larger’ unit of activity can co-exist with, or even be explained in terms of, rationality by the lower level units.  Conversely, rationality at the higher level can co-exist with or even be explained in terms of irrationality at the lower level. For example, we understand from social choice theory how a group considered as a unit can make choices that are irrational even though the individual agents that compose it do not do so (see Arrow 1963, Sen 1970, 1982).  To take a simple example, majority rule applied to transitive individual preference orderings can produce an intransitive social preference ordering, opening the door to path dependence and agenda manipulation.  Parallel problems can arise for individuals with conflicting but internally coherent values; intrapersonal analogues of social dilemmas may explain some forms of individual irrationality (see Hurley 1989 for a reading of bipolar illness in terms of an intrapersonal prisoners’ dilemma).  Conversely, agents can behave irrationally as individuals, yet their actions fit together so that the group they compose behaves rationally.  For example, some ways (but not others) of organizing interactions within a group eliminate confirmation bias
 in the group, despite its presence in the individuals that compose the group (see Hutchins 1995, 235ff).  While these examples concern different forms of rationality, the general point is that theorists can assume different units of activity for purposes of assessing rationality, and that assessments at the different levels do not necessarily line up.  This point applies to instrumental rationality also.

Third, there is no theoretical need to identify the unit of activity, which is the means to given ends, with the source of evaluations of outcomes, which determines those ends. While formulations of team reasoning may assume fully shared team preferences (see Colman 2003, section 8.1;  Bacharach 2005), what is distinctive about collective activity comes into sharper relief when it is made clear that the source of evaluations need not match the unit of activity (this is emphasized in Hurley 1989).  Collective activity does not require collective goals or the aggregation of individual preferences into collective preferences.
  I can participate in a collective unit of activity because such activity is the best available means to my own ends, not because it is the best available means to our shared ends (even if our ends are in fact partly shared).  That is, the rationality of adopting collective means when they are available can be determined just by reference to individual ends.  However, the availability of collective means by which individual ends can be served depends on some overlap (it need not be full coincidence) of the ends of individuals that make up the collective unit.  If our individual ends didn’t overlap to any degree, collective means of achieving them would not be available. Overlapping ends are part of what enables individuals to use collective means to their own ends. (I say more on the enabling of instrumental collective activity below.)

Fourth, as PD and HiLo games illustrate, different units of activity can have different causal powers, even when units overlap (Hurley 1991).  In these games, activity by me-and-you has causal powers over results that neither activity by me nor activity by you has.  For example, individualism about rationality adopts the individual as the exogenously fixed unit of activity, and so requires the individual unit of activity to do the individual act available that will have the best expected consequences, given what other individuals are expected to do.  Given what others are expected to do, an act by an individual agent has certain possible outcomes within its causal power.  The best of these may not be very good.  Moreover, what others are expected to do may be indeterminate.  But collective activity within a group of individuals can have different possible outcomes within its causal power, given what agents outside the group are expected to do.  A collective unit of activity may thus be able to bring about an outcome that is better than any outcome the individual unit of activity can bring about—better for that individual, inter alia.

Fifth, ecological rationality extends at least in principle to social ecologies.  If the causal powers exploited by instrumental rationality as means to specified ends can be distributed across an individual and her environment (Gigerenzer et al 1999), then in principle they can extend also to her social environment, that is, can be distributed across an individual and other individuals in a group.  The individual may rationally rely on heuristics that, in certain environments, produce superior results by reference to her ends, even if those heuristics are adapted to some range of environments and do not perform well when generalized beyond that range. In the social case, the loss of flexibility associated with use of a social heuristic adapted to a specific domain or environment (see Gigerenzer 1997 on social modularity) may be balanced by a gain in flexibility if it permits various units of activity to be exploited according to their varying causal powers and enables the unit that is the most effective means to the relevant ends.  Of course, the Machiavellian Intelligence perspective suggests that social environments are significantly more complex than non-social environments, in ways that may make partial social outsourcing of the means to a given end more problematic than partial outsourcing in non-social environments.  Social complexity is illustrated by the problems of mutual behavior prediction in PD and HiLo games; and, as I will explain below, social heuristics for these games are metaheuristics that depend on mind reading.

Sixth, participating in collective activity rather than acting as an individual can be instrumentally rational, by reference to the ends of a component of the relevant collective.  More generally, the flexible, endogenous formation of units of activity has instrumental advantages over exogenously fixed units of activity, even when the relevant ends or goals are exogenously fixed.  Since different units of activity can have different causal powers, the issue for instrumental rationality is not just which activity by a given unit is the best means to the relevant ends, given how other units are expected to behave, but also which unit should operate.  The theory of rationality has yet to endogenize the latter question; Michael Bacharach calls this ‘an important lacuna’ (1999, 144, but cf. Regan 1980; Danielson 1991, 1992).  As an individual I can recognize that a wholly distinct agent can better serve my ends than I myself can, and that my own acts would interfere with this process.  This point does not lapse when the boundaries of units overlap.  Thus, as an individual I can recognize that a collective unit of which I am merely a part can bring about results that I prefer to any I could bring about by acting as an individual unit, and that my acting as an individual would interfere with this process.  I can instead act in a way that partly constitutes the instrumentally effective collective activity.  Such participation is instrumentally rational, even though the means to my end is partly outsourced.  

Of course, it is not controversial that it can best serve my goals to ‘tie myself to the mast’ of a unit of activity extended through time or across a group or both.
  What is controversial is the view that instrumental rationality can tell me directly to participate in a distributed, partly outsourced, means to my ends, rather than merely prompt me to ‘use rope’ to bind myself to the relevant unit of activity.  That is, what is controversial is that instrumental rationality per se can provide the rope. 

Seventh, the assumption of a fixed individual unit cannot be justified on psychological grounds.  Acting as part of a group rather than as an individual is often psychologically possible and natural.  Nature does not dictate that the individual unit of activity must always operate. Persons are capable of participating in different units of activity, and regularly do, reflectively.  Hence they face the normative question of which unit of activity they should participate in.  These are important aspects of the capacity for character formation and self-determination characteristic of persons.

Finally, the possibility of flexible units and collective activity has explanatory power.  The argument for this claim requires a digression.  It’s widely recognized that cooperating in the Prisoners’ Dilemma can be interpreted as the result of discredited evidential reasoning:  “Since the other prisoner and I are in exactly the same situation, whatever we do, we will do the same thing.  My cooperation is a sign that the other prisoner is also cooperating, and that is good news.”  However, it is less widely recognized that the classic case of evidential reasoning in Newcomb’s Problem, and some (but not all) other examples of supposed evidential reasoning, can be interpreted in terms of collective activity (as I have argued elsewhere; see Hurley 1989, ch. 4, and Hurley 1991, 1994).  Some cases of supposedly evidential reasoning have intuitive appeal, such as Newcomb’s Problem
 and Quattrone and Tversky’s voting result, while others have none, such as the smoking gene case.  Since the availability of evidential reasoning is constant across these cases, it cannot explain why the supposedly ‘evidential’ choice is attractive in some cases and not others.  Rather, the possibility of collective activity varies, and explains why intuitions differ, across these cases.  That is, the choice supposedly supported by ‘evidential ‘ reasoning is intuitively attractive in just the cases where collective activity is possible, and intuitively unattractive in cases where there is no possibility of collective activity.

The psychological naturalness and explanatory power of collective activity are illustrated by Quattrone and Tversky’s (1984) voting experiment.  In this experiment, all subjects are told that they support Party A in the coming election and that voting is relatively costly; they are asked whether they would bother to vote.  They are also all told that the electorate consists of 4 million Party A supporters, 4 million Party B supporters, and 4 million non-aligned voters.  They are divided into two groups, who are given different theories about what will determine the result of the election.   According to the Non-Aligned Theory, supporters of Party A and of Party B will vote in equal numbers, and the non-aligned voters who turn out will swing the election.  According to the Party Supporters Theory, the non-aligned voters will split evenly, and the number of party supporters who turn out will determine the result of the election.

The result of the experiment is that subjects given the Party Supporters Theory have a greater tendency to vote than those given the Non-Aligned Theory, even though the effect of an individual’s vote considered separately would be the same in both cases.  If we presuppose individual units, the two cases cannot be distinguished; yet subjects distinguish them.  Are they irrational to do so?  A counterexample to individualism about rationality is provided if the rationality of voting can differ in two different social contexts, even though the consequences of an act of voting considered individually are the same in the two contexts. 

There are two hypotheses that could explain the greater tendency to vote on the part of subjects given the Party Supporters Theory.
  One is the diagnostic hypothesis:  subjects given the Party Supporters Theory are more likely to vote because their own votes are a sign of a favourable outcome, are ‘good news’, while the votes of subjects given the Non-Aligned Theory are not.  This interpretation regards the differential tendency to vote given the Party Supporters Theory as irrational.  The other is the collective activity hypothesis:  subjects given the Party Supporters Theory are more likely to vote because their voting counts as participation in collective activity that viewed as an effective means to their ends, while voting by subjects given the Non-Aligned Theory does not.  Those who receive the Party Supporters Theory, but not those who receive the Non-Aligned Theory, can readily conceive of their act as part of collective activity by Party A members, the consequences of which are evaluated against a background of what non-aligned voters are expected to do.  If participation in collective activity can be rational, then the differential tendency to vote given the Party Supporters Theory is not necessarily irrational, given the collective activity interpretation of this result.

The diagnostic hypothesis is less plausible than the collective activity hypothesis, for the following reason (see Hurley 1991, 1994, for further details).  In other cases, such as the smoking gene case, diagnostic reasoning is equally available but collective activity is not:  if a gene causes both smoking and lung cancer, then refraining from smoking is good news, but it is no part of any collective activity.  The diagnostic value of refraining from smoking is strong, even though it does not depend on any belief about other players (there are none here) reasoning in the same way I do.  If the diagnostic explanation of the voting result were correct, it would predict that the choice to refrain from smoking because that would count as good news should be just as appealing as the choice to vote under the Party Supporters Theory.  This prediction is not supported: the choice to refrain from smoking in this case has little intuitive appeal.  On the other hand, the collective activity explanation of the voting result would predict that the choice to refrain from smoking under the smoking gene theory would be less appealing than the choice to vote under the Party Supporters Theory, since the former involves no collective activity.   This prediction is supported. Thus, the possibility of flexible units and collective activity has explanatory power.

To summarize:  the exogenous units assumption is not readily justified on instrumental, theoretical, psychological, or explanatory grounds.  In particular, individual units are not required by instrumental evaluation of consequences; various units of activity are possible; the unit of activity need not match the source of evaluation of consequences; different units can have different causal powers, so that participation in collective units can be instrumentally rational; such participation is often psychologically natural and can explain behaviour. 

To avoid misunderstanding, it is important to keep in mind that my concern here is not with ontology or analysis, but with instrumental rationality:  with the individuation of the activities from which flow the consequences that concern instrumentally rational agents.  My argument against the exogenous units assumption challenges an assumption made by orthodox game theory.  But my argument is not so radical as it might seem to be if one (wrongly) supposes it to entail the possibility of collective mental states or collective subjects or collective minds. 
  Collective units of activity are made up of individual agents with individual minds and mental states, which are in turn made up of other things.  My argument is compatible with the claim that collective intentions or agency are constituted by individual intentions or agency; but these are not issues that I am here addressing.

What my argument below shows, however, is that some ways of forming collective units of activity require that the component units be mutual mind readers:  mutual mind reading enables larger units of activity to form out of smaller ones.  If only individual persons can be mind readers and mind readees, then only individuals could participate in larger units of activity in the way I describe below, and such collective units of agency would depend essentially on the minds of individual persons.  However, I am not sure whether the antecedent of the preceding conditional is true.  It seems possible that subsystems of individuals might be at either end of mind reading—either mind readers or mind readees--such as time-slices of individuals, or alternative ‘personalities’ in multiple personality syndrome or bipolar illness (for discussion of such subsystems, see Parfit 1984, Hurley 1989).

5. Enabling the formation of collective units of activity:  global vs. local heuristics and metaheuristics

I suggest that the theory of rationality should drop its naïve assumption of a fixed individual unit of activity, and begin the business of endogenizing questions about such units.  Relevant questions include both enabling and normative questions, such as:  If the boundaries of units are not exogenously fixed, how are they determined? How are units formed and selected?  Does this require centralized information or control, or can units emerge as needed as a result of local interactions?  What kinds of informational relations between individuals must hold to enable them to be able to operate together instrumentally as a collective unit of activity? At what points are unit formation and selection subject to rational assessment?   Before reaching normative issues about which units of activity should operate, it is helpful to consider the informational processes that enable collective units of activity to form, which is my focus in the rest of this chapter.

It is useful to distinguish between global and local informational processes by which units of activity might form.  Donald Regan’s account (1980) of collective activity in coordination games such as HiLo requires participants in such activity to use a three-stage heuristic:  first to identify the class of those intending to cooperate with whomever else is cooperating, next to determine what collective activity by that group would have the best consequences, given what noncooperators are expected to do, and finally to play their part in that collective activity.  This heuristic is global, in the sense that Regan’s cooperators have to type-check the whole class of potential cooperators in order to determine which individuals are cooperators and thus to identify the class of cooperators, before they can determine which activity by that group would have best consequences.  This extensive procedure could well be prohibitive in the absence of central coordination.  Moreover, there are regress or circularity worries about identifying members of the self-referential class of those intending to cooperate with others who have such intentions (worries that Regan addresses).  However, such worries are reduced if the identities of cooperators have been pre-established for certain purposes, say, as a result of its members facing a common problem, so that preformed groups are in effect ready for action (see and cf. Bacharach 1999). Moreover, the heuristic doesn’t need to be foolproof to be useful or adaptive.

A different approach would be to look for local procedures from which potent collective units of activity emerge.  Flexible self-organization can result from local applications of simple rules, with no central coordination.  The slime mould, for example, spends most of its life as separate single-celled units, but under the right conditions these cells come together and coalesce into a single larger organism; the slime mould opportunistically oscillates between one unit and many units.  No headquarters or global view coordinates this process; rather, each cell follows simple local rules about the release and tracking of pheromone trails.  An ant colony can also be regarded as a unit of activity governed by various local chemical signals that determine the behaviour of individual ants (see Holldobler and Wilson 1990). More attention is needed in the study of collective activity to principles of emergent self-organization found in biology and elsewhere.

John Howard’s (1988) Mirror Strategy for noniterated Prisoners’ Dilemmas has the advantage of allowing groups of cooperators to self-organize as a result of following a simple if self-referential local heuristic:  cooperate with any others you encounter who act on this very same rule. This heuristic outperforms defection in noninterated games, where the same players do not meet repeatedly; that is, it does not depend on reputation effects in iterated prisoner’s dilemmas, where various strategies, such as Tit-for-Tat, can outperform Defection (as is well known).  Howard implements the Mirror Strategy computationally, thus allaying worries that mutual identification must somehow fall foul of a computational regress or loop.  Moreover, if every individual cooperates just with its copies, there is no need to identify and scan the whole group for the relevant intentions, as there is in Regan’s global heuristic; rather, the determination can be made pairwise, as potential cooperators encounter one another.  A collective unit of activity can emerge from decentralized pairwise encounters governed by this simple local heuristic, embracing all those players who act on the mirror strategy. Rules of cooperation that permit groups to self-organize locally have significant pragmatic advantages.  It may not be easy to determine reliably whether another individual has the right intentions, but it is likely to be considerably harder to do so for many individuals at once.

Peter Danielson (1991, 1992) also studies local heuristics for noniterated PDs, which are closely related to Howard’s Mirror Strategy.  Danielson implements these heuristics in Prolog and runs them against one another in tournaments; again, his heuristics do not depend on the same players meeting one another repeatedly (as does Tit-for-Tat; see Danielson 1992, 45ff).  His heuristics for the PD are inspired by or improve on Gauthier’s (1986) conception of conditional cooperation, and his implementations show how conditional heuristics can avoid computational loops.  He usefully distinguishes various related conditional heuristics.  First, Gauthiesque conditional cooperators act on the CC heuristic:  cooperate just with those expected to behave cooperatively. Note that CC cooperates with unconditional cooperators as well as those who act on the CC heuristic.  Thus CC fosters unconditional cooperators, and indirectly fosters the orthodox defectors who take advantage of unconditional cooperators.  As a result, CC is at risk of invasion by such orthodox defectors (Danielson 1992, 65ff).   Second and by contrast, reciprocal cooperators act on the RC heuristic:  cooperate just when cooperation is both necessary and sufficient for the other’s cooperative behavior.  RC cooperates with other RC users and with CC users.  Unlike CC, RC does not cooperate with unconditional cooperators, since cooperation by RC is not necessary for unconditional cooperation; by exploiting these natural victims of orthodox defectors, RC removes the advantage of the latter.  Danielson thus argues that, in informationally transparent worlds where players do not deceive one another about their likely behavior, RC is the most instrumentally successful heuristic for PDs; RC is rationally superior as an evolutionarily stable strategy to CC as well as to orthodox defection (1992, 100).  In less transparent worlds where scrutiny of other agents is costly, Danielson argues that mixed populations of CC, RC and unconditional cooperation are stable and no one heuristic is rationally superior (157ff).

In order to implement CC and RC in noniterated PDs where the players respond simultaneously, Danielson develops a technique that uses metalogical matching of quotations of the programs of other players and one’s own. The programs of others are read off-line in order to determine a match, but not executed, thus avoiding computational circularity (1992, 82ff).  For example, his self-same cooperators act on a heuristic equivalent to Howard’s Mirror Strategy, which I will henceforth call the mirror heuristic:   cooperate just with others acting on this same heuristic.  The mirror heuristic explicitly conditions cooperation not on predictions of the other player’s behavior but on the other’s heuristic itself; the mirror heuristic is a conditional metaheuristic.   However, mirrorers only cooperate with exact syntactic copies of themselves and are thus inflexible.  Thus Danielson extends the mirror heuristic to a more flexible copying metaheuristic, which displays selective imitative learning, copying any heuristics it encounters that cooperate with copies of themselves (1992, 130ff).  Finally, he implements his favored flexible metaheuristic, indirect maximization, which first copies a heuristic and then checks to see if the player does better with this heuristic than without it--in effect simulating a small tournament (1992, 140). 

Notice a striking fact about Regan’s global heuristic and Howard’s and Danielson’s local mirror heuristic:  they are all metaheuristics.  Users of these metaheuristics need to detect the way one another think—that is, their methods of choice or intentions or mental states or programs, the underlying causes of their behaviour--not just detect or predict their behaviour (see and cf. Danielson 1992, 75-76; Schmitt and Grammar 1997).  Users of metaheuristics are mind readers, not just behavior readers.  Which choices their users should make are not determined until it is known which heuristics other players are using;  cooperation is conditioned not on the predicted choices of others but on their methods of choice.

I suspect that it is no accident that escape from problems created by the exogenous units assumption in HiLo and PD depends on metaheuristics.  Metaheuristics avoid the indeterminacies of mutual behavior prediction by individuals and enable the formation of new, collective units of activity, which can be instrumentally more effective than smaller units.  When we assess the instrumental rationality of using the mirror metaheuristic, for example, we are in effect endogenizing the issue of which unit of activity is the most effective means to given ends.  

However, if methods of choice or heuristics can be used without perfect reliability, users of metaheuristics may need to be circumspect and allow for the possibility of lapses by others (Bacharach 1999).  Moreover, the real social world is not informationally transparent (Byrne and Whiten 1988; Whiten and Byrne 1996; Sterelny 2003). As Danielson suggests, which heuristic emerges from the soup of heuristics and metaheuristics as the best means to given ends depends on the availability of information about the heuristics of other players.  It is difficult to detect heuristics with perfect reliability, especially given incentives to obtain the benefits of cooperation without paying the costs by deceptive mimicry of the signals by which cooperators identify one another. Such imitative free riding could be expected in turn to prompt more sophisticated and insightful capacities to detect the actual heuristics behind possibly deceptive behavioural signals, in an arms race between insightful recognition of actual heuristics and deceptive mimicry of behaviour patterns associated with certain heuristics, as I shall explain (see and cf. Krebs and Dawkins 1984; Whiten 1997).  

6. The role of mind reading in enabling collective activity.

In the last section I distinguished global and local processes by which collective units of activity might form and operate, and explained how metaheuristics enable collective units of activity.  In this section I examine a distinction related to the idea of metaheuristics:  the distinction between information about behaviour and information about the underlying causes of behaviour, or mental states such as intentions.   I will compare the possibilities for collective activity when individuals act on the basis of information predicting the behaviour of other individuals and when they act on the basis of information about the underlying mental causes of other individual’s behaviour, or the heuristics that generate their behavior.  That is, I will compare behaviour prediction and ‘mind reading’ as a basis for collective activity.

I use ‘mind reading’ here in a way that will be familiar to students of philosophy of psychology, not in the popular sense of telepathy but as shorthand for understanding of the mental states of others.
 Mindreaders do not merely keep track of and predict the behaviour of other agents, but also understand other agents in terms of the mental causes of their behavior.  Mindreaders can attribute intentions to others even when their acts do not carry out their intentions, or attempt to do so but fail (Meltzoff 1995, Meltzoff et al. 1999); mindreaders can attribute beliefs to others even when those beliefs differ from their own or are false.  Mind reading is something that human children only learn to do gradually; children under four do not generally attribute false beliefs to others, for example, although the capacity to attribute unsuccessful intentions to others comes earlier, by eighteen months (Meltzoff 1995; Whiten 1997, 165-167).  Moreover, the capacity for mind reading is characteristically (even if not exclusively) human.  Evidence for mind reading in nonhuman animals is scarce and highly controversial; even if some animals have some limited mind reading abilities, they lack the natural and sophisticated human talent for it. (For some of the large body of literature on these claims, see Nichols and Stich 2003; Davies and Stone 1995a, b; Carruthers and Smith 1996; Tomasello and Call 1997, part II; Tomasello 1999; Heyes 1998; Hare et al. 2000, 2001; Hare 2001; Hurley and Nudds 2005, especially Povinelli and Vonk 2005, and Tomasello and Call 2006; Tomasello and Carpenter 2005; etc.)

My focus in this section is on the relationship between, on the one hand, the capacity for mind reading, for understanding and identifying with others mentally, and, on the other hand, the processes by which collective units form and operate, the capacity to identify with others as part of a collective unit of activity.  However, in the background is a more general issue.  Psychologists ask:  what is the difference between genuine mind reading and smart behavior reading?
 Many of the social problems animals face can be solved merely in terms of behaviour-circumstance correlations and corresponding behavioural predictions, without the need to postulate mediating mental states. 
  What problem solving pressures are addressed by not merely tracking behaviour-circumstance correlations in order to predict behavior, but by also attributing mental states that explain observed behaviour? 
  It is generally recognized that attributing mental states may enable a more flexible capacity to predict behavior in novel circumstances.  However, I will argue that the function of mind reading in enabling collective activity goes beyond that of providing better predictions of behavior.

Recall first the striking property, noted above, of the solutions to collective action problems proposed Regan, Howard, and Danielson.  Their proposals turn on the capacity of agents to identify the methods of choice or heuristics others employ, not simply to track or predict the behaviour of others.  Agents who participate in collective activity in these ways must understand and identify with other agents mentally, in terms of the mental states that lead to their behaviour, such as intentions to act on the mirror heuristic. Their cooperators need to know whether others have the intentions of a cooperator before they can determine what cooperators should or will do.  They are thus essentially trying to read minds, not just trying to find better ways to predict behavior. Moreover, participants in such collective activity would have not just to be mindreaders, but also to be able to identify, more or less reliably, other mindreaders.  Of course, mind reading would not have to be foolproof to be beneficial in the context of collective activity; the degree of benefit obtained from collective activity based on mind reading would vary with the accuracy of mind reading.

Here it is worth clarifying the distinction between asking what the evidence for mind reading is and asking what its function is.
  This distinction may be obscured by asking what the difference is between mind reading and smart behavior reading, since mind reading can have a distinctive function even if it doesn’t have a distinctive evidential basis.  That is, the evidence for mind reading can be provided by smart behavior reading, even if the function of mind reading is not merely behavior prediction.

To elaborate this point:  It can be claimed that all we ever ‘really observe’ relevant to others’ mental states is their behaviour in environments; we infer their mental states from these.  This is a claim about our evidence for mind reading:  that our evidence for mind reading is ultimately a matter of observing behavior in environments.   Now if mind reading makes essential use of analogies to first person experience, this evidential claim may not be correct.  However, even if it is correct, it would not follow that the function of mind reading is merely to predict behavior.  Mind readers are interested in behavior as evidence of its mental causes, not merely as a basis for predicting further behavior.   Identifying the mental causes of behavior may have other functions than merely predicting behavior, even if behavior provides the evidence for identifying mental causes.  To put it another way, conditional metaheuristics can solve problems that heuristics conditioned on behavior predictions cannot solve. This becomes clear in the mirror metaheuristic for PDs, where mind readers are not interested in predicting the behavior per se of other players, but in ascertaining the heuristic they use.  Identifying the heuristics of others does problem-solving work in the mirror heuristic that is not done by predicting the behavior of others (see Danielson 1992, 82).   Of course, in a nontransparent world users of the mirror metaheuristic must do their mind reading at least in large part by observing the behavior of others and inferring the heuristic they use from behavioral evidence; but that doesn’t mean they are only trying to predict others’ behavior.  Moreover, in noninterated PDs, the mind reader has not previously played a PD with the player he is mind reading, so the relevant behavioral symptoms of the heuristic must be relatively subtle and diffused.  

Howard and Danielson in effect show how mind reading can enable collective units of activity in a transparent world, where the heuristics of others can be read.
  Now consider a less-than-transparent world, in which a group of cooperators shares certain behaviors, by means of which members initially identify one another as cooperators and exclude noncooperators from free riding.  These behaviors may be learned imitatively from other cooperators; imitation can function to provide group identity.  However, noncooperators could then selectively mimic such behaviours in order to induce cooperative behaviour from group members, and then fail to return cooperative behaviour, thus deceptively obtaining the benefits of cooperation without paying the costs.
  Free riding through deceptive mimicry limits the advantages to be obtained through collective activity based on behavior reading and imitation.

An arms race could be expected to result, between deceptive mimicry and the processes by which cooperators recognize one another.   In order to counter the invasion of collective cooperative units by ever more sophisticated deceptive mimics, the processes by which cooperators recognize one another would be driven progressively further away from the imitation and detection of superficial behavioral symptoms toward the more subtle mirroring and detection of the underlying mental causes of behaviour, as in the use of the mirror metaheuristic or its descendants in PDs. 
  The relevant distinction here is not behavior reading per se versus mind reading, but rather superficial behavior reading versus smarter readings of the behavioral evidence for mental states.  Capacities for mimicry might in turn be expected to become more subtle and mentalistic.
   Such an arms race could result in the development of capacities for mind reading and intersubjective identification or mirroring.
  Despite lack of transparency, collective activity could then be functionally based on mind reading as opposed to behavior prediction, even if the evidence for mind reading is largely behavioral.  Again, mind reading would not have to be foolproof to be beneficial in the context of collective activity; the degree of benefit obtained from collective activity based on mind reading would vary with the accuracy of mind reading.

Here it is interesting to distinguish two types of behavioral evidence by means of which cooperators might identify one another, instrumental versus expressive.  Instrumental behavior functions as a means to some independent goal, such as acquiring food or other resources.  While imitative learning of instrumental acts can be beneficial in the right circumstances, in the wrong circumstances, imitating such behavior could have harmful consequences, quite apart from any social signals it sends.  Thus a tendency to imitate instrumental behavior only selectively would be beneficial, so that it would not be imitated in circumstances in which it would be harmful.  In addition, selective imitation of instrumental behavior could be useful for purposes of social signalling, to enable deceptive mimicry, the ability to produce behavioral symptoms in the absence of their typical mental causes.  There are thus two reasons to expect imitation of instrumental action to come under selective control.  As a result, while instrumental action can acquire a signalling function, it may be less effective in this role than expressive action, which has no independent instrumental function.  Facial expressions, for example, normally have no instrumental function apart from their role in signalling mental states.  This removes any purely instrumental pressure to bring imitation of facial expressions under selective control, though the benefits of deceptive mimicry of facial expression for signalling purposes remain. Nevertheless, we might predict that expressive action is under less selective control than instrumental action, which appears to be generally true (skilled actors aside)
, and hence that it may have advantages for purposes of signalling and detecting mental states and enabling cooperation.   To the extent that expressive action enables more effective mind reading and metaheuristics, it may also enable collective units of activity and secure the instrumental advantages of such activity.  

Let me bring together the pieces of argument I have set out in this section.  First, metaheuristic solutions (such as the mirror heuristic) to fundamental problems in game theory depend on mind reading rather than behavior prediction.  Second, mind reading can have functional advantages over behavior prediction, even if mind reading is based on behavioral evidence.  Third, in a less-than-transparent world, an arms race between behavioral signalling and deceptive mimicry sets up pressures for mind reading capacities (again, even if mind reading is based on behavioral evidence). The mirror metaheuristic for PDs could emerge from such pressures, even in a less-than-transparent world.  Groups that develop such mind reading and mirroring capacities will have advantages over groups that do not.  Moreover, individuals in such groups will have the flexibility to secure some of the advantages of collective activity, even in the presence of deceptive mimicry, through instrumentally rational social outsourcing of the means to their ends.  Finally, expressive action may have advantages over purely instrumental action as an evidential base for mind reading.  

From this section I conclude that metaheuristics such as the mirror heuristic are indeed social heuristics that make us smarter.

7. Instrumental rationality and unilateral versus mutual mind reading.

I have argued that mind reading can function to enable metaheuristic solutions to problems of coordination and cooperation and that this enabling function differentiates it from the mere tracking and prediction of behaviour, even if mind reading is based on behavioral evidence.  I want now to extend these reflections to differentiate several hypotheses about the functions of mind reading.

Compare the different pressures governing attributions of mental states, on the one hand, to nonhuman animals that are not mind readers, and on the other hand, to other people who are themselves also in the business of attributing mental states.  How does whether a creature is a mind reader or merely a behavior reader bear on whether that creature itself is a rational agent?  In my view, a creature does not necessarily have to be a mind reader in order to be a rational agent.  I do not rule out all attributions of mental states or rational agency to animals as unjustified anthropomorphism.  Moreover, I suspect that making sense of animals by attributing mental states to them has often had practical functions for human beings, who have lived and interacted with animals in critically important ways for millennia (Hurley 2003b).

Nevertheless, there are important differences between the functions of mind reading applied to animals and to people (whether familiar people or strange people).  It is true that our power over animals or our distance from them may attenuate the practical benefits of attributing mental states to them.  But that could be true of oppressed or far away people also; the differences go deeper than that.  Deeper differences in the functions of understanding animal and human minds would arise if, as most current evidence suggests, nonhuman animals are not full-fledged mindreaders themselves.

These deeper differences follow from my considerations in the previous section. To see why, recall that the demands of rationality when I play against nature, which is a-rational though not necessarily random, are quite different from the demands of rationality when I play against other rational agents, who are simultaneously playing against me and who understand me as a rational agent.  The latter, strategic situations are a significant source of social complexity.  They can require that I try to understand the intentions on which the other will act, or the beliefs that the other has about what I will do, which in turn will depend on the beliefs he has about my beliefs about what he will do, and so on.  By contrast, nature does not act on intentions or have beliefs about what I will do or about my mental states.  And if I am not a mindreader, then I do not regard other animals as having such intentions or beliefs either.  While I may play against their behaviour as part of nature, I cannot play against them as other rational agents.  While I may be instrumentally rational in the sense of decision theory, I cannot be strategically rational in the sense of game theory, or engage in collective activity that depends on metaheuristics of the kinds described by Howard and Danielson.  Whether rationality in strategic contexts admits of collective activity, as argued here, or instead requires exogenous units, it either way requires some level of mind reading ability.  Lack of mind reading ability limits solutions to game theoretic problems to relatively inflexible, genetically coded solutions.  Mind reading may evolve when the pressure to cooperate flexibly, across a range of circumstances that does not lend itself to genetic encoding, becomes great enough. 
 

Thus, animals who are not mindreaders cannot play in strategically rational ways against others understood also to be rational players and to be simultaneously playing against them; nor can they act on metaheuristics that enable collective activity.  Game-theoretic issues of strategic rationality and mutual mind reading do not get a grip on them.  But this does not rule out the possibility that non-mindreaders can play in instrumentally rational ways against nature, where nature includes the behaviour of other animals but that behaviour is not understood as itself animated by rationality.
 

Let’s now distinguish two categories. One is the broad category of instrumentally rational agents.  Another is the subset category of mindreaders, rational agents who make it their business to understand others as rational agents.
  Arguably, the capacity to understand rational agency makes an explanatorily important difference:  the acquisition of mind reading abilities may be an evolutionary watershed; it may mark the beginning of culture; it may be profoundly enabling in various ways (for one version of this story, see Tomasello 1999).  Why might mind reading make such a difference? 

One possibility is that understanding the minds of other agents has important evolutionary and cultural consequences because what is understood—instrumental rational agency--itself has important consequences, regardless of whether the agents so understood are themselves mindreaders. If instrumentally rational agency per se makes big differences in a creature’s capacity to deal with his natural and social environment, then the ability to understand the acts of another as instrumentally rational may also have important consequences.  On this view, unilateral mind reading—eavesdropping, so to speak-- is adaptive.  A second possibility is that mind reading has important evolutionary and cultural consequences because mutual mind reading has such consequences, in enabling collective activity and securing its benefits.  On this view, being able unilaterally to understand the acts of another as instrumentally rational has little advantage over merely tracking and predicting behavior; but the capacity for mutual mind reading, as in the mirror heuristic, has important evolutionary and cultural consequences.  It is mutual mind reading, rather than unilateral mind reading, that is adaptive, as in the arms race described above.  A third possibility seems to me the most plausible:  instrumental rational agency has important consequences even if agents are not also mindreaders, so that unilaterally understanding the acts of others as instrumentally rational also has important consequences in facilitating more flexible predictions of behavior.  But mutual mind reading has further, probably even more important consequences, in enabling collective activity and securing its benefits.  On this view, mutual mind reading may be a functional by-product of adaptive unilateral mind reading, exapted and further developed in the arms race described above. 

8. Conclusion.

I have argued that an ecologically distributed conception of instrumental rationality can and should be extended to a socially distributed conception of instrumental rationality in social environments.  The assumption of exogenously fixed units of activity cannot be justified; different units of activity are possible and some are better means to independently given ends than others, in various circumstances.  An important social heuristic, the mirror heuristic, enables the flexible formation of units of activity in game theoretic situations, including collective units where these are instrumentally effective.  In effect, the mirror heuristic makes the formation of units of activity endogenous to instrumental rationality.  Moreover, the mirror heuristic is a conditional metaheuristic, which depends on mind reading of the heuristics of other players rather than on predictions of their behavior.  Such mind reading can be regarded as emerging from an arms race between behavioral mimicry and ever-smarter behavior reading.   Even though unilateral mind reading may have benefits, the mirror metaheuristic illustrates that mutual mind reading has distinctive functions in responding to the challenges of social complexity.  If simple heuristics can make us smart in the right environments, then social heuristics can make us smarter still.  
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� Thanks to Philipp Beckmann, Michael Bratman, Andrew Colman, Natalie Gold, Christoph Lumer, Elizabeth Pacherie, Hannes Rakoczy, Christopher Woodard and anonymous referees for discussion of and comments on earlier drafts of this material.  This article expands and revises a chapter in Teamwork, ed. Natalie Gold (London, Palgrave Macmillan, 2005), titled “Rational agency, cooperation, and mind reading”; I am grateful to the editor for permission to draw on it here.


� Thanks here to Christoph Lumer for discussion.


� See and cf. Bratman 1992, 327, on how shared cooperative intentions can be intermediate between separate ultimate reasons and separate proximate means.


� See Kahneman, Sloman and Tversky 1982; Nisbett and Ross 1980, Bargh 1997, 1999, 2004; Bargh and Chartrand 1999; Chartrand and Bargh 1999, Bargh et al 1997, and so on.  For present purposes, heuristics and biases include confirmation bias, the representativeness heuristic, the base-rate fallacy, uncertainty aversion, the Wason effect, attribution errors, chameleon effects, and so on.  


� For example by Sterelny 2003, 25; cf. Gigerenzer 1997 for skepticism about claims of social complexity.


� Natural selection may do plenty of ‘outwitting’ in phylogenetic time, but not in decision-making time.


�  Such boundaries can be understood by reference to an organism at a time, or in spatial or other terms.


� For related discussion, see Danielson 1992, 197.


� Thanks here to comments from Philipp Beckmann.


� The exogenously specified units don’t have to be individuals; they could for example be nations in an arms race.  But individual units are most commonly assumed.


� By ‘cooperation’ I usually refer to the cooperative move in a PD, by contrast with defecting.  At times I use the term more generally, to mean, roughly, doing one’s part to obtain result A rather than result B, where the players agree in preferring A to B.  Cooperation usually suggests the players only agree in their preferences about some possible results but disagree about others, whereas coordination suggests they agree about all possible results.


� See Hurley 1989, 153-154, for an example that involves voting strategy in a corrupt electoral system; see also Colman 2003, 145 for response to another tempting but unsuccessful way to avoid the HiLo problem.


� See also Danielson 1992, 16, and Schmitt and Grammar 1997, 94, 96, 106, for similar emphasis on instrumental assessment.


� This does not entail that collective mental states or collective subjects are possible; see the end of this section for elaboration of this point.


� Roughly, a tendency to give too much weight to initial evidence, and not to correct sufficiently in light of later evidence that points another way.


� Here, I disagree with Colman’s response (2003) to my commentary (2003c); he assumes that collective activity depends on preference aggregation and thus faces the obstacle of social choice results.  But on my view, collective activity can serve non-aggregated individual preferences and goals, as in Howard’s Mirror Strategy for Prisoner’s Dilemma, described below, which does not depend on preference aggregation (although it does depend on some degree of overlap in individual preferences:  in PD’s, that the players agree in their judgements about which outcomes are 2nd best and 3rd best, despite their disagreement about best and worse outcomes).


� I am here alluding to Elster’s metaphor for pre-emptive strategies, in Ulysses and the Sirens.


� In Newcomb’s problem, an agent faces a transparent box containing a thousand dollars and an opaque box containing either a million dollars or nothing.  She can choose to take either the opaque box only, or both boxes.  She has been told, and believes, that a highly reliable predictor of human behavior has already put a million dollars into the opaque box if and only if it has predicted that she will take only the opaque box.  Taking the opaque box has a better expected utility than taking both boxes, and it is also good news, since it indicates that you are the type of person who takes one box, which the predictor is likely to have predicted; but taking both is a dominant strategy since it yields an extra thousand dollars whether or not a million has already been put in the opaque box.  For references and further discussion see Hurley 1991, 1994.  


� Related rival hypotheses could explain the choice of the one-box strategy in Newcomb’s Problem.


�  Thanks again here to Christoph Lumer.


� I follow the current usage of ‘mind reading’ instead of ‘theory of mind’ for the generic capacity to understand the mental states of others, since ‘theory of mind’ may suggest that the theory theory rather than the simulation theory of this capacity is correct.  The latter is a substantive issue that should not be biased by terminology.  See also Nichols and Stich 2003, 2; Whiten 1997, 150ff.


�  Whiten 1996, 1997; Heyes 1998; Povinelli and Vonk 2005.


� See and cf. Heyes 1998; Povinelli 1996; Povinelli and Vonk 2005; Heyes and Dickinson 1993; Call and Tomasello 1999; Hurley 2003a.


� See and cf. Davies and Stone 1995a, b; Carruthers and Smith 1996; Heyes 1998; Hare et al 2000, 2001; Povinelli and Vonk 2005; Tomasello and Call 2006.


� For related points in a different context see Sterelny 2003, 67ff. Cf. Whiten 1996, 1997.


� Note that the relevant mind reading here is of intentions rather than of beliefs—an ontogenetically and phylogenetically earlier capacity.  See Whiten 1997, 167; Tomasello 1999; Tomasello and Call 1997.


�  So-called greenbeard genes could produce genetically determined analogues of such imitative free riding (see Dawkins 1982, 149).  But the evolution of a general capacity for selective imitation would make it possible to get the advantages of free riding without the need to evolve genes for specific behaviors.  In this way the ability to turn imitation on and off would be a Machiavellian social advantage; on Machiavellian intelligence, see Byrne and White 1988; Whiten and Byrne 1997.


� Krebs and Dawkins 1984 describe an arms race between signalling and deception that leads to mind reading.  Here I make a similar, but more specific claim about how an arms race between signalling and imitation could lead to metaheuristic solutions to games of cooperation and coordination, such as the mirror metaheuristic in PDs. 


� As in Dijksterhuis’ ‘high road’ to imitation, 2005, which involves copying general patterns of behavior associated with character traits and stereotypes found in one’s social environment, rather than copying specific observed behaviors; see also Gambetta 2005.


� See Hurley (in press) for an extended version of this argument; see also Hurley 2003b.


� Here I am indebted to discussion with Ralph Adolphs.  See Adolphs et al 2000; Gladwell 2002.  


� Note that some of the most compelling recent evidence for some limited mind reading abilities in apes relates to competitive rather than cooperative contexts; see Hare et al 2000, 2001; Hare 2001; Tomasello and Call 2005.  Perhaps our own ancestors faced especially intense pressures to achieve flexible cooperation across a range of circumstances not amenable to genetic solutions.


� In Hurley 2003a, b, I defend the pointfulness of understanding as rational agents animals who do not in turn attribute rational agency to others.


� I am focussing here on early mind reading skills, which involve attributing agency, rather than more advanced mind reading skills, which involve for example attributing false beliefs to others where appropriate.
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