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The following claims are inconsistent:

1) Oughts are agglomerative: if one ought to do one thing and one ought to do another thing, then one ought to do both.

2)  Reasons for action can really conflict (not merely seem to): sometimes it’s not possible to do both of the things one ought to d.

3) Ought implies can:  if it’s not possible to do both of the things one ought to do, then it can’t be the case that one ought to do both of them.

What does it mean to say that reasons conflict? Consider a conflict between justice and kindness – though nothing turns on the choice of these reasons; we might just as well consider a conflict between someone’s self-interested reasons. A straight-forward way to represent the claim that a certain alternative, say G-ing would be just, is as saying that some exhaustive specification, call I ‘J’, of the relevant purely descriptive features of the alternative is such that there’s a reason to do any alternative with the property so specified. And to say that G-ing would be unkind would be to say that some exhaustive specification, call it ‘U’, of the relevant purely descriptive features of the alternative is such that there’s a reason not to do any alternative with the property so specified.


But a problem arises for this way of describing conflicting reasons if we represent reasons by the standard monadic deontic operator ‘it ought to be that…’ By making the conflicting reasons detachable this description entails that the alternative ought to be done and that it ought not to be done. As Lemmon points out, the price of denying that these are contradictory is either to deny that ought implies can (even in the sense of logical possibility) or to deny that ought obeys what Williams calls the agglomeration principle, namely that ‘it ought to be that p’ and ‘it ought it be that q’ entail ‘it ought to be that p and q.’
 If we want to retain the possibility of conflict and the principle that ought implies can, the fact that we can derive a contradiction from the description of conflicting reasons may prompt a restriction of agglomerativity.


The agglomeration principle seems to reflect distinctions between different kinds or sources of reasons. For any kind of reason R, if R gives a reason for p and R gives a reason for q, then R gives a reason for p and q. If agglomeration seems to fail because p and q turn out to be incompatible, we have two options. 1) To say: we’re not dealing with one kind of reason but with two different kinds of reason, so the principle doesn’t apply; reasons that conflict do detach, but since they are of different kinds the conflict involves no contradiction. Conflict between reasons of two different kinds no more casts doubt on their existence than conflict between two different wills would cast doubt n theirs. 2) TO say: we’re dealing with one kind of reason but we’re wrong to think it ultimately favours both p and q; it may appear to, but it doesn’t really. Reasons of a given kind favouring both p and q aren’t both detachable; one or both is merely prima facie. To be a reason of one kind is not to conflict, other than apparently, with other reasons of that kind. So, agglomerativity is unrestricted among ultimate, detachable reasons, though it may be restricted among prima facie reasons. 


How do we decide between these two options when the agglomeration principle seems to fail? We might always choose the second option and claim that there aren’t any real, other than apparent, conflicts of reasons. While we could restrict the agglomerativity of prime facie reasons, we would preserve unrestricted agglomerativity, and lack of conflict, among detachable reasons. Or we might go to the other extreme, treat all apparent conflicts as real and allow kinds of reason to proliferate. But both extremes have an artificial air. The latter extreme offends theoretical norms that favour simplicity and economy. But the former begs substantive theoretical questions that shouldn’t be answered by mere fiat. It doesn’t follow from the admission that some reasons are merely prima facie that at least one reason in any conflict of reasons must be merely prima facie. Unlike the principle that ought implies can, unrestricted agglomerativity can’t be postulated as a formal feature of any acceptable theory of reasons for action.


If the decision between these two option has a substantive air, just what are the matters of substance at issue? The issue whether conflicts of reason are real or only apparent involves two questions, a preliminary question and a question of detailed theory. The preliminary question aims to establish whether the possibility is admitted that reasons in some general category may stand in ultimate conflict with one another, that the first option might ever be correct. If the possibility is admitted, that the first option might ever be correct. If the possibility is admitted, then the question of detailed theory aims to establish whether the possibility is admitted that reasons in some general category may stand in ultimate conflict with one another, that the first option might ever be correct. If the possibility is admitted, then the question of detailed theory aims to establish whether conflict in fact obtains between specific reasons, which option is justified in particular cases. It asks: what is the best theory about specific reasons and their relationships to one another, and what does it say about the relationship between the reasons that feature in this candidate case of real conflict? A detailed theory might show that most conflicts are actually only apparent, even though we admit the possibility that they are real. General familiarity with the success and failures of various attempts to reduce reasons of one kind to reasons of another and so to eliminate the appearance of conflict suggests that neither extreme view will emerge as correct but rather that there is a limited number of different kinds of reason, capable of coming into real conflict with one another. At least occasionally, such attempts fail; and their success is seldom uncontroversial.


When consideration of theories about specific reasons suggests that a reduction of one to the other won’t succeed, then we’re justified in taking the first option and recognizing different kinds of reason. We could do this by indexing the deontic operator to distinguish kinds of reason. Assuming we could rank alternatives under them, justice and kindness would be represented in a way reminiscent of the way economists represent the preferences of different people. The agglomeration principle would hold for each kind of reason but not across different kinds of reason: if justice requires that p and justice requires that q, then justice requires that p and q; but if justice requires that p and kindness requires that q, there may not be any reason requiring that p and q. by restricting agglomerativity, we could make the existence of conflicting reason compatible with principle that ought implies can.


Perhaps we don’t need to wait on substantive theoretical; grounds to make this move, as there are pragmatic grounds for it as well. If we start out with the expressive power to mark all the candidate distinctions, we facilitate the theoretical process, that is, the explicit formulation of the relationships among various kinds of reason and their contribution to all-things-considered judgements.
 There would be no loss of simplicity in substance, since by building to much expressive power into the account at the beginning we merely make ourselves explicitly accountable for moves that would have to be implicit on a simpler account anyway. So, perhaps we should start by treating apparently conflicting reasons as distinct and proceed to try to find successful reductions of one kind to another. We could then adjust our distinctions in accord with our success. The basis for the adjustments would be exposed, but they wouldn’t be otherwise inhibited.


There’s a burden of proof objection to this view, though: why should the no-real-conflict position have the burden? This brings us back to the preliminary question, about whether we admit in principle the possibility of real conflicts of reason. The answer to this question determines whether we register preliminary distinctions among reasons and defer to the result of theorizing, or go straight for the view that all conflicts involve merely prima facie reasons. I suggest that eh answer to this question stands in an explanatory relation to the answer to another question: Concerning the reason in some candidate conflict, is it possible to be akratic with respect to these reasons? The two issues are interdependent.

II

I began by claiming that, in order to hold on to the principle that ought implies can, we have to abandon wither the view that sometimes we really do have conflicting obligations, and don’t merely seem to, or the view that obligations, and don’t merely seem to, to the view that obligations are agglomerative. This was borne out by the first account of conflict we considered, but there may be various ways in which the first account could be improved on perhaps a better account could avoid rendering conflict as contradiction without restricting agglomerativity or distinguishing between different kinds of reason. 


There are various alternatives, but I can’t consider them all here, so I’ll concentrate on the one which is probably most attractive.
 Davidson and Chisholm have suggested representing reasons in terms of a relation analogous to the probability or confirmation relations. As Chisholm explains, by doing so we can describe conflicts of reasons without contradiction. To avoid contradiction in describing relations of probability, we have to respect the logical rule that q and –q can’t both be probable in relation to the same body of evidence r. However, q can be probable in relation to r while –q is probable in relation to another piece of evidence e: hence Davidson’s example of rain probable in relation to a falling barometer and no rain probable in relation to a red sky. The suggestion is that conflict between reasons for actions is analogously possible, so long as the grounds in favour of the alternative and those against it are not the same. But there may be different grounds for doing the just thing and against doing the unkind thing, say, that it would be ‘J’ and ‘U’, respectively, analogous to the different pieces of evidence about whether or not it will rain. So there’s no contradiction in the description of the conflict between reasons for action.
 


The relational model avoids rendering conflict as contradiction by, in effect, restricting agglomerativity; If some characteristic gives a reason for G-ing and also gives a reason for not G-ing, then it gives a reason for doing the impossible; the reasons given by any one characteristic must be for alternatives that are at least possibilities. So, if some characteristic of G-ing gives a reason for G-ing and some characteristic of G-ing gives a reason for not G-ing, they must be different characteristics; and the principles of the relational model don’t licence the agglomeration of different reason-giving characteristics. Moreover, the relational model can restrict agglomerativity without distinguishing among kinds of reason instead it can distinguish among non-evaluative characteristics to which reasons attach and restrict agglomerativity accordingly.


However, there’s an alternative that preserves the virtues of the relational model of conflicting reasons for action while improving on it. Davidson says that the thing that makes trouble for descriptions of conflicting reasons or action is the assumption that the universally quantified conditional form is appropriate.
 Bu it isn’t the conditional form per se that is the cause of the trouble, but rather unrestricted agglomerativity. We don’t have to move from a conditional to a relational form in order to restrict agglomerativity and avoid rendering conflict as contradiction. While the relational form has this effect, we also get it by distinguishing the requirements of different kinds of reason. As I suggested before, we can do this by indexing and permitting agglomeration only when indices match. The indexed reasons that detach from this description of conflict are no more contradictory than reasons expressed in relational form are, or tan judgements about conflicting interests of different persons are. Moreover, the description is compatible with the existential claim that there are non-evaluative characteristics on which reasons supervene as the basis for the distinction among reasons.


But is there really an issue between relational form and the indexed form? Why depart form the more economical relational form? Both avoid rendering conflict as contradiction by restricting agglomerativity to cases in which the characteristics and indices match, respectively. They differ, supposedly, in that the indexed form does and the relational form doesn’t distinguish kinds of reason per se. Also, the indexed form allows us to detach modal conclusions and the relational form doesn’t. But perhaps when the model conclusions are indexed to kinds of reason, this is a distinction without difference. 

III

What’s at issue here is in effect the answer to the preliminary questions raised earlier, about whether we admit in principle the possibility of real conflicts of reasons. I believe that there’s an important distinction to be drawn and I suggest that we take the distinction between the relational and the indexed forms to mark it. This is the distinction between reasons in relation to which akrasia isn’t possible, which I suggest we refer to as prima facie reasons and represent as having the relational form, and reasons and represent as having relational form, and reasons in relation to which it is possible, which I suggest we refer to as pro tanto reasons and represent as having the indexed form. These suggestions may seem curious, in that Davidson has argued that an analogy between specific reasons for action and relational probabilities shows us how weakness of will is possible. But there are prior grounds for curiosity about how such an analogy shows how weakness of will is possible when the relational form of probability judgements doesn’t seem to make weakness of probabilistic belief possible.


Akrasia in the sense of weakness if will occurs when, in the face of conflicting reasons for and against G-ing, someone makes an all-things-considered judgement that he ought not to G, but G’s anyway and does it for a reason, namely, for whatever the reason in favour of G-ing was. As Davidson points out, the akratic structure doesn’t have to involve moral reasons, but can occur with respect to one person’s different pleasures and interests. Davidson’s view of akrasia in his earlier article on weakness of will is as follows: There’s a conflict of reasons in relational form. The akrates makes the judgement that in relation to all the relevant features of the alternatives, he some should refrain. This all-relational form, is, as Davidson puts it, ‘practical only in its subject, not in its issue'
, while somehow the reason for doing the act gets itself into detachable form. Since the condition obtains, this latter detaches and the akrates does the act, for a reason.


There’s no contradiction in this description, but it doesn’t parallel any familiar structure of probability judgments and associated beliefs. This is worrying, since an analogy between relational probability and specific reasons for action is supposed to help explain how weakness of will is possible. In fact I want to claim that there’s no such thing as probabilistic akrasia, which would be a phenomenon strictly parallel to acting against one’s better judgement and on a subset of one’s reasons, but involving probabilistic reasons, reasons for belief, and that the unavaibility of the akratic structure is partly constitutive of belief and helps us in attributing attitudes to distinguish between beliefs and desires (which is not to say this distinction is always sharp; my claim does not involve a denial that there may be indeterminacy). That is, this claim is put forward as part of a theory of interpretations. Consider someone makes two relational probability judgements, rPq and eP-q, and goes on to judge that in relation to all the relevant evidence there is, namely r and e, -q is probable. He couldn’t, despite having made the more inclusive relational judgement conjoined with the judgment of no better evidence provided by r; r’s evidential force has been subsumed without remainder by the more inclusive evidence r &e. less inclusive probabilistic evidence has no constitutive reason-giving force that could hold out in the face of recognition that it’s subsumed by the best probabilistic evidence, which favours the opposite conclusion. He might believe that probably q anyway, but his irrationality in doing so wouldn’t be a case o probabilistic akrasia, but a case of self-deception: he might have strong reasons for wanting to believe that q. But his reason for believing that probably q cannot be the reason given by r once he recognises that in relation to all the evidence, including r, -q is probable.


Self-deception isn’t probabilistic akrasia. Self-deception occurs when reasons for action influence beliefs, by means of desires to believe something because of the beneficial or comfortable consequences of so believing, or by means of techniques applied to get oneself to believe something. It belongs with the cases David Pears refers to as the hot cases of irrationality, which are motivated by desires, and illustrates conflict between reasons for belief and for action just as akrasia illustrates conflict between reasons for action. Probabilistic akrasia, by contrast, would involve no crossing of the categories of reason for action and reason for belief; it would be restricted to probabilistic or truth-related reasons for belief proper and would belong with the cold cases of irrationality, not motivated by wishes, which have been studied by attribution and decision theorists. So, if it occurred, it would have the form of belief that probably q, held for the reason given by less inclusive evidence in relation to which q is probable, and maintained in the face of recognition that –q is probable in relation to more inclusive evidence, which is all the evidence there is. But beliefs about what is probable don’t display this structure of irrationality; if we met a case that seemed to have this structure we’d immediately suspect the influence of reason of the wrong sort, reasons for action; the very structure sends us looking for a desire to attribute, will always be better than one of probabilistic akrasia. We could be justified in attributing wither the belief that –q is probable in relation to all the evidence, that probably q, but we couldn’t be justified in attributing both. Cases of deception and self-deception aside, whatever grounds would justify attributing the latter belief, that probably q, and an associated reason would also justify revising the former attribution, so as to describe the case, for example, as one of simple mistaken such as a failure to recognise or remember that –q is probable in relation to all the evidence. As Pears comments, if the operation of a wish is detected and the resulting belief recognized as irrational, it may still retain some of its power to delude and fascinate. But cold illusions, produced, for example, by the salience of a piece of information, have no residual force after they have been unmasked. The explanation is that in the case of what should be done there may be conflict within an agent, there may be conflicting reasons competing for authority. But in case of what should be believed, truth alone governs and it can’t be divided against itself or harbour conflicts.
 This then is the answer to the preliminary question: we do admit the possibility in principle of real conflicts between reasons for action, and between reasons for action and for belief, but not between reasons for belief. There may be alternatives to attributing akrasia, which would avoid the akratic structure, but it is just because the reasons in terms of which we make sense of events as actions can come into conflict, that is sometimes makes more sense to attribute akrasia in relation to familiar reasons than to avoid attributing akrasia at the expense of distortion of the operative reasons. 


The term ‘prima facie’ seems appropriate for reasons that are like the reasons given by relational probabilities in that they can’t come into ultimate conflict or be the operative reasons in cases of akrasia. Prima facie reasons are like rules of thumb, that give us reasons provisionally but may turn out to apply when we learn more about the situation at hand, in which case they have no residual reason-giving force. The relational form is well suited to express prima facie reasons for belief, just because it doesn’t allow the detachment of modal conclusions, because it insulates prima facie judgements of probability from beliefs about what’s probable absolutely. And the absence of ultimate conflict among reasons for belief and hence of probabilistic akrasia is reflected in the relationship between relational and absolute probabilities (again, cases of self-deception aside); as Chisholm writes, ‘q is prima facie probable for S if there is a e such that e is evident to S and q is probable in relation to e (e confirm q); and q is absolutely probable fro S if there is a e such that e is evident to S and q is probable in relations toe, and if there is no r such that r is evident to S and q is not probable in relation to e & r.’


If uses of the relational form are to remain true to the model of relational probability, they should represent reasons that are prima facie. Conflicting reasons for action such as justice and kindness aren’t prima facie in sense that, like rules of thumb, they seem to give reasons to do acts that would be just or kind, but may turn out not to when we learn more about the situation.
One could do the kind act because kindness requires it, even in the face of one’s better judgement, namely, that al things considered one ought not to do the kind act but rather the just act. In doing so, one would be acting irrationally, in the way that the akrates acts irrationally. But one would still be acting for a reason, namely, because of the kindness of the act. The term ‘pro tanto’ seems appropriate to describe such reasons, which can be the operative reasons in cases of akrasia.


The relationship between pro tanto and all things considered reasons for action has a more complicated structure than the relationship between relational and absolute probabilities. Pro tanto reasons for action allow the detaching of model conclusions just as readily as all things considered reasons do; neither sort of reason for action ‘is practical only in its subject, not in its issue’, as Davidson puts it. One does better to do the act favoured by one’s all things considered judgement rather than to act on a conflicting pro tanto reason because one’s all things considered judgements are some theoretically significant function of one’s pro tanto reasons,
 but one can just as much act on one’s all things considered judgement; unkindness is no more eliminated by theoretical favour than by justice. There is an overabundance of detachable reasons for action; the sense in which one of them outranks the others provides the sense of the supposition that one is irrational if one does not follow its recommendation, but it doesn’t mean that pro tanto reason no longer conflict with that recommendation. Hence the circumstances of akrasia.

The indexed form permits detachment of reason which may conflict but since they are of different kinds will not contradict one another. It reflects the view that conflicts within persons are, in interesting ways, like conflicts between persons, a view which takes seriously the qualitative distinctions between reasons as starting points for reflective self-determination and declines to accept the envelope provided by ‘the poor empirical self’ as the only or prior source of significant unity.
 The relationships between different pro tanto reasons are, in interesting ways, like relationships between individuals whose wills clash. Indeed, their role in interpretation is such that they guide us in drawing the boundaries between the functional sub-systems of the agent described in Davidson’s later article and by Pears.
 So the agglomeration principle reappears in its role as a principle of individuation; the indices by which pro tanto reasons are distinguished indicate that agglomeration is restricted between sub-systems but not within them, and consistency is maintained within sub-systems.


The analogy between conflicting pro tanto reasons and individual whose wills clash can be extended to all things considered reasons: the relationship between specific pro tanto reasons and all-things-considered reasons is like relationship between the individual’s in society, each of which tried to get his own way, and someone in authority over them. It’s a necessary (but not sufficient) condition for attributing authority over others to someone that he generally gets his way. Nevertheless, each individual tries to get his way and there’s no guarantee that authority will always prevail.


Aristotle writes:

And thus the incontinent man is like a city which passes al the right decrees and has good laws, but makes no use of them, as in Anaxandrides’ jesting remarks, ‘The city willed it, that cares nought for laws’; but the wicked man is like a city that uses its laws, but has wicked laws to use.

But this way of putting it fails to register that cases of flouting authority have to be the exception rather than the rule if attributions of authority aren’t to be undermined similarly, cases of akrasia have to be the exception rather than the rule if attributions of authority aren’t to be undermined. Similarly, cases of akrasia have to be the exception rather than the rule if attributions to the agent of judgements about what he should do, all-things-considered, aren’t to be undermined; we can recognize a general link between all things considered judgements and action without making it exceptionless and so making akrasia impossible. It’s more accurate to compare judgements about what should be done, all things considered, as functions of pro tanto reasons, to the laws of a representative government. Then the function from pro tanto reasons to all-things-considered judgements would be analogous to a social welfare function or democratic constitution.


The analogy is reinforced by the possibility of a filing on the part of democratic societies with the akratic structure, which would be as follows: Society is divided into class r and class e. class r wants a certain outcome q, say, that the members of a certain ethnic group are discriminated against and appeals for support to certain precedents or principles. Class e wants a different outcome, that –q, no discrimination, and appeals to other precedents or principles. An election is held in which the members of classes e and r vote; the elected representatives pass a law requiring that –q. nevertheless, q is the actual result and it comes about because the members of class r want this result. Their owner in society is such that they’re able to find ways of getting around the law and neither the members of class e nor the elected representatives prevent them from doing so, even though what is happening is clear to everyone. 


This is a description of a familiar enough failing of democratic societies. In the absence of dictatorial power, it may be extremely difficult to enforce laws even though they are supported by a majority of the voters. When this happens, we’re not forced to revise our assessment of the validity of the law or our description of its content so that what the law actually requires is always aligned with political realities, to say that the real government and class r, which allows class r to have this way in certain circumstances. We understand without difficulty that members of society may try to get what they want, and may sometimes succeed, even though their wants have already received fair expression through voting, along with the wants of others, and have been denied. Only if the requirements of most laws passed by the representatives are flouted do we have to reassess their status as the laws of society. We may sometimes attribute a peculiar coalition rather than a series of cases of flouting, depending on whether the hypothesized complicity makes sense, given what we know about class relations and interests and the workings of the government. But the possibility of flouting the law isn’t difficult to understand. We can imagine cases I which the best theory about a democratic society would describe it in this way.


The possibility of akrasis can be similarly understood. The capacity of pro tanto reasons to influence what an agent does is no more exhausted by their contribution to his all-things-considered evaluations than the capacity of interest groups to influence what a democratic society does is exhausted by their contribution to its government and laws: each may go on trying to get its way in the face of authority. Pro tanto reasons are manifestations of the conflicting values that may continue to exert their discrete influences over us even when we have arrived at all-things-considered judgements; they’re not like pieces of evidence or rules of thumb about what ought to be done, all things considered, that yield automatically to better evidence.

IV

What I’ve been saying about the distinction between pro tanto and prima facie reasons starts from the claim that there is no such thing as probabilistic akrasia. This claim may be challenged. Its status is not empirical, nor can it be derived from inductive logic. Rather it’s a substantive methodological claim about interpretation, about the constraints on attributions of beliefs as opposed to desires. The possibility of the akratic structure is characteristic of desires and their relations to conflicting reasons for action, while its absence is characteristic of beliefs and their relations to truth; an attribution of beliefs with the akratic structure would be a bad interpretation.


Attributions of akrasia have to be seen in the context of attributions of irrationality to agents in general. The general rule is: Attribute irrationality with restraint; be as charitable as possible. As Davidson writes, ‘To see to much unreason o the part of others is simply to undermine our ability to understand what it is they are so unreasonable about.’
 One corollary is: since akrasia is a kind of irrationality, don’t attribute it too often. It makes little sense to suppose someone could be weak willed most of the time; to much akrasia would undermine our grounds for attributing to someone the all-things—considered judgements he supposedly flouts.  Of course, it’s compatible with recognizing a general constraint that agents not be interpreted as doing the wrong thing by their own lights most of the time to admit that the variety of circumstances is such that it will be correct to attribute weak will more often, hence weaker character, to some persons than to others.


Another corollary is that, even if one has to attribute some kind of irrationality to an agent, on should try to make as much sense of him as possible. Some kinds of irrationality are less odd, hence easier to justify attributing, than others. When attributions of akrasia are justified, it must be because they so make better sense of the agent than alternative attributions of irrationality or mistake would. When someone behaves akratically, he is irrational by his own lights; he recognises what he ought to do, but fails to do it. Why isn’t it always simpler to attribute a different view about what he does do? That view may be irrational or mistaken by our lights, of course, but then so many beliefs about what is probable; even so its better to attribute a belief that’s wrong by our lights, or an intent to mislead, or wishful thinking, or something else, than a belief that’s irrational by someone’s own lights, i.e. probabilistic akrasis.


Both beliefs about what is probable absolutely and judgements about what should be done, all things considered, are attributed with the aim of producing a coherent picture of a conscious agent whose beliefs and desires continue and develop over time in response to his environment and to reasons that bear on the alternatives he faces. When these conflict, we attribute to him a general view about the relative weights of such values in various circumstances that makes sense of the way he behaves in response to conflict. It’s in this context that the possibility of attributing akrasia arises.


Suppose someone’s behaviour justify the attribution to him of a general view that gives the value of good health priority over the value of earned recognition of excellence when they conflict; perhaps he follows his doctor’s advise in giving up coffee and cigarettes even though he finds it much easier to work with their help than without. But there are certain bits of behaviour that are at odds with the attribution; perhaps he occasionally disregards his health by working such long hours that he doesn’t get enough sleep, even though his doctor has warned him that loss of sleep will delay his full recovery from a serious illness. It may be hard to claim that the person isn’t aware of the character of alternatives when he does this, so we have to decide whether to retain the original attribution and consider his behaviour in these cases akratic or to tailor the general view we have attributed to him to fit the odd cases by finding some distinguishing feature of the odd case. What could argue against tailoring the all-things-considered judgment so that it favours doing what the agent did do in just the circumstances at had?


Again, some kind of irrationality are less odd than others. Perhaps the distinction the tailored attribution draws just doesn’t make sense, corresponds to no distinction with respect to the relevant reasons; he only stays up late on Tuesdays. (Consider the pressure on courts to overrule earlier decisions as mistaken rather than to allow unprincipled distinctions between cases to proliferate.) Perhaps it’s sometimes acceptable to attribute unreasoned or arbitrary distinctions, but only when the resumption against doing so is outweighed by some special feature of the case – perhaps it involves a slippery slope that demands arbitrary line drawing – or by another constraint, such as the constraint against attitudes too many cases of akrasis. When too many cases of akrasis are the alternative, we may have to attribute gerrymandered, unfamiliar motives; but otherwise we do better to allow attitudes to follow familiar conflicting reasons by attributing an all things considered judgment that doesn’t draw odd distinctions and also occasionally attribution akratic irrationality.


We can construct a parallel case involving beliefs. When all someone knows of relevance to rain is that the barometer is falling he behaves as if he expects rain and when all he knows of relevance to rain is that the sky is red he behaves as if he expects no rain. But when he knows both that the barometer is falling and that the sky is red, he generally behaves as if he expects no rain; hence we attribute to him the belief, which we may agree with, that no rain is probable in relation to a falling barometer and a red sky. Against this background, we consider a bit of odd behaviour; he’s looked at the falling barometer and he’s been watching the red sky with interest, but he takes his umbrella with him when he leaves the house. An attribution of probabilistic akrasis would retain the attribution of the belief that no rain is probable in relation to a falling barometer and a red sky and add to it attribution of belief that rain is probable, formed on the basis if a subset evidence, namely, the falling barometer. But instead we could revise the first attribution by casting about for some circumstance that distinguishes his behaviour on this occasion; perhaps these are dark clouds in the red sky. Now we may think that it’s false that rain is probable in relation to a falling barometer and a red sky with dark clouds, but perhaps he believes it. If there’s no such thing as probabilistic akrasis, then we have to cast about for some such circumstance that other bits of behaviour reveal him to believe, however falsely, is relevant to rain, or we must assume he is trying to mislead someone he thinks is observing him, or has some other purpose for his umbrella, or is deceiving himself because he so wants it to rain, or something of the sort. And this is in fact what we, or Sherlock Holmes, would do in interpreting such a case. The oddness of any candidate distinction we might draw in revising our attributions of what he believes the evidence support wouldn’t push us to attribute probabilistic akrasis instead, but rather to consider other alternatives.


Counter-examples to the claim that there’s no such thing as probabilistic akrasia, would be cases where an unproblematic interpretation attributes beliefs with the akratic structure and there’s no pressure to attribute a motivating wish, allied to a reason that’s not a reason for belief, not a piece of evidence. In Pear’s terminology, we need a cold case of akrasia, in which the akratic structure has no warming effect.


Consider someone who has devoted his academic career – books, seminars, etc. – to defending the perfect market hypothesis that markets automatically discount for any available information on the basis of which someone might predict what they will do. Nevertheless, over the past 2 years he’s made a fortune on the stock market.
What does he believe? Is it that he recognizes that the perfect market hypothesis is probable in relation to all the evidence but that he forms beliefs that guide his actions of buying and selling on a subset of the evidence, namely, the information he has about a particular company’s financial state, the likelihood of a merger, etc?


Why isn’t what’s going on here rather just a kind of wishful thinking? He wants to believe that he can make money on the stock market because he wants to make money. This much is straightforward. The odd things about the case is that the actions that the wishful thinking motivates prove the wishful belief to be correct and disapprove the supposedly better founded belief, based on more of the evidence. It may have been better founded at first, but after the first few bouts of wishful thinking have been successful there is more evidence to account for, even though he doesn’t seem to have taken this is. The case only seems to present a problem because wishful beliefs are normally false beliefs and don’t normally transform themselves, by their own operation, into beliefs that are better founded on all the evidence. Indeed, the man himself may not realise that his has happened, so his wishful beliefs go on being motivated by his which to make money even though better reasons are available, i.e. evidence that he can make money. What if someone says to him in one of his seminars: ‘Look, aren’t you a counter example of your own theory?’ now he is forced to adjust his view of what position is supported by all the evidence. He can say yes, in which case his wishful beliefs finally obtain their rightful recognition; or he can say no, and distinguish his own situation from those addressed by the theory, in which case there was no conflict to begin with. So, there are three possibilities: dogged wishful thinking, theory revision, or distinguishing cases. I don’t see under what circumstances probabilistic akrasia would be a better attribution than one of these.


Consider next two of the cold cases studied by the psychologists Kaheman and Tversky, which have been interpreted as showing that experimental; subjects are irrational by Bayesian standards in that they sometimes ignore background frequencies or base rates in arriving at judgements of probability. In these cases, the subjects are told that a taxi was involved in a hit and run accident at night and that there are two taxi companies operating in the area, the Green Taxi Company and the Blue Taxi Company. In each case they are asked what the probability is that the taxi involved in the accident was blue rather than green, and are given two opposing pieces of evidence on the basis of which to answer. On the one hand, a witness identified the cab as blue. The court tested the reliability of the witness under the same conditions that existed on the night of the accident and concluded that he witness correctly identified each one of the two colours 80% of the time and failed 20% of the time. The two cases are the same with respect to this piece of evidence n favour of the taxi having been blue, but the differ with respect to the evidence in favour of the taxi having been green. In one case the information they are given is that though the two taxi companies are roughly equal in size, 85% of taxi accidents in the city involve green taxis and 15% involve blue taxis. In the other case the information is simply that 85% of the taxis in the city are green and 15% are blue.


In both cases, the problem the subjects have is how the two opposing pieces of evidence balance out. Kaheman and Tversky’s view is that the correct answer is the same in the two cases, and it is got by using Bayes’ Theorem to combine the prior probability given by the base rates with probability that the witness was right. This says that the probability that the witness correctly identifies the taxi as blue is the 15% probability of a blue taxi multiplied by the 80% reliability of the witness, or 12%; the probability that the witness correctly identifies the taxi as green is the 85% probability of a green taxi times the 80% reliability of the witness, or 68%; the probability that the witness incorrectly identifies the taxi as blue is the 85% probability of a green taxi times the 20% unreliability of the witness, or 17%; and the probability that the witness incorrectly identifies the taxi as green is the 15% probability of a blue taxi times the 20% unreliability of the witness, or 3%. Thus the witness will identify the taxi as blue 12% of the time plus 17% of the time, or 29% of the time, and will be correct in 12% of these cases. So the probability that the taxi is blue is 12 divided by 29, or 41%. ‘In spite of the witness’s report, therefore, the hit and run cab is more likely to be Green than Blue, because the base rate is more extreme than the witness is credible’ – and by the same amount in each case.


The experimental subjects don’t get this answer in either of the two cases, but they do answer differently. In the first case, where 85% of the taxis involved in accidents are green, they regard the probability that the taxi was blue as less than the reliability of the witness (median answer 60%), while in the second, where it’s merely that 85% of the taxis in the area are green, they ignore the base rate entirely and equate the probability that the taxi was blue with the reliability of the witness. (If they are told nothing about a witness but only that 85% of the taxis in the area are green most say the probability the taxi was blue is 15%.)


While the experimenters’ claim that the correct answer is 41% in both cases has generated a great deal of controversy, here I want to focus only in whether the subjects’ answers should be interpreted as providing an example of probabilistic akrasia. For the subjects’ answers in the first case seem to support the attribution to them of the belief that in relation to all the evidence, the eyewitness testimony and base rate, the probability that the taxi was blue is less than the reliability of the witness; they do seem to recognize the relevance of the base rate information, that in relation to it as well as the witness’s reliability the probability of a blue taxi is lower than it is in relation to the witness’s reliability alone. In the second case, however, despite the availability of similar base rate information, they may seem to base their belief on a subset of the evidence, that is, on the evidence as to the witness’s reliability, leaving the base rate information out. Here, a diagnosis of wishful thinking is implausible. And, by contrast to cases in which subjects are misled by the salience of a piece of information and revise their beliefs when this is pointed out to them, many people have different intuitions about the two cases that stubbornly resist correction. Aren’t they precisely forming a belief based on a subset of the evidence in the face of what they recognise to be justified in relation to all the evidence?


Again, there’s at least one better interpretation, according to which the subjects distinguish the two cases with respect tot eh weight of the base rate evidence. As the experimenters themselves put it, the base rate in the first case


… is casual because the difference in rates of accidents between companies of equal size readily elicits the inference that the drivers of the Green cabs are more reckless and/or less competent than the drivers of the Blue cabs. This inference accounts for the differential base rates of accidents and implies that any Green cab is more likely to be involved in an accident than any Blue cab. In contrast, the base rate in the other case is incidental because the difference between the number of Blue and Green cabs in the city does not justify a casual inference that makes any particular Green cab more likely to be involved in an accident than any particular Blue cab.

According to the preferred interpretation, the subjects take casual base rate evidence to be a more reliable indicator of probability than incidental base rate evidence, and their aims in responding to the experimenters’ questions reflect such distinctions of weight or reliability. Whether it’s correct to take an interest in such distinctions is a vexed question; but we cannot determine whether the subjects’ beliefs are irrational independently of determining what they are trying to do, what concepts they are trying to apply. Suppose for the sake of argument that the subjects ought not to be interested in distinguishing causal and incidental base rates, ought not to have a conception of probability that incorporates such distinctions. Even so, the distinction is quite intelligible, and we make better sense of them by attributing to tem such a mistaken conception and interpreting them as succeeding in doing something they shouldn’t be trying to do, than by interpreting them as probabilistically akratic. Indeed, support from diverse sources has been given to the view that the evaluation of evidence in courts of law is best understood to involve the assessment of any causal relationships there may be between the evidence and the events at issue.

VI

I’ve considered two possible counter-examples to the claim that there’s no such thing as probabilistic akrasis, to illustrate the difficulty of finding cold cases with the akratic structure. Now I shall leave off defending the distinction between pro tanto and prima facie reasons and shall use it to throw light on a certain argument from conflicts of values to non-cognitivism, made by Bernard Williams. The argument assumes that cognitivism, or the view that ethical claims express belies which are susceptible of truth and falsity, commits us to the view that it must be possible to solve ethical conflicts ‘without remainder’ and without leaving ground for rational regret. Since the latter view is wrong, the argument goes, cognitivism is wrong. Williams writes:


It seems to me a fundamental criticism of many ethical theories that heir accounts of moral conflict and its resolution do not justice to the facts of regret and related considerations: basically because they eliminate from the scene the ought that is not acted upon. A structure appropriate to conflicts of belief is projected on tot the moral cases; one by which the conflict is basically adventitious, and a resolution of its disembarrasses one of a mistaken view which for a while confused the situation. Such an approach must be inherent in purely cognitive accounts of the matter; since it is true, and they cannot both be true, to decide correctly for one of them must be to be rid of error with respect to the other…

If structure appropriate to conflicts of belief were projected onto the moral case only in the sense that conflicting ethical judgements are taken to be analogous to conflicting judgements of relational probability, then it wouldn’t be the case that both of the conflicting judgements can’t be true. It can be true both that rain tomorrow is probable in relation to the falling barometer and that no rain tomorrow is probable in relation to the red sky. Conflicting ethical judgements modelled on relational probabilities could likewise conflict without contradiction. It isn’t necessary to depart from the model of prima facie reasons in order to restrict agglomerativity and hence to make conflicts, at least of prima facie reasons, possible.


But to rest with this point would be to fail to give Williams’ argument sufficient credit. The claim that a distinction appropriate to conflicts of belief is projected onto the ethical case is made also in order to explain the way certain ethical theories, which it supposedly turns out must include cognitivist theories, eliminate from the scene the ought that is not acted upon. The elimination may take the form of the denial that rational regret is possible, which Williams emphasises, or the denial that akrasis is possible. The two possibilities go hand in hand. If it makes sense to suppose someone rationally regrets not having brought about a state of affairs, q, when he has in fact brought about –q, and done so for reasons, then t makes sense to suppose he instead brings about q, and does so for the reason to which the regret relates, despite the different, weightier reasons favouring –q. and vice versa.


We can accept the connection between a structure appropriate to conflicts of belief and the elimination from the scene of the reason that turns out not to be operative, in the following sense. The structure appropriate to conflicts of belief just is the structure that relates conflicting judgements of relational probabilities and judgements of absolute probability; it is characteristic of prima facie reasons that either they turn out to be the operative reason or they get subsumed. Evidence for –q that is subsumed by evidence for q, than which none is better, is subsumed without remainder and retains no residual belief-generating force that might give rise to cases of probabilistic akrasia.


Certainty is another matter. No matter how high the probability that q is, so long as it is merely probable and not certain that q, it is possible that –q. there’s a sense in which, by admitting that –q is possible, one admits a doubt about q. so long as we admit that there is a distinction between certainty that q and belief that q which falls short of certainty, we must admit the possibility that-q. No degree of probability eliminates this possibility, and it is the gap between the best probabilistic reason and what actually is the case to which doubt in the face of probabilities relates. But there is no corresponding gap between the best, or weightiest-in-the-circumstances-at-hand, reasons for action and what ought to be done, all things considered, to which regret relates. What one ought to have done, all things considered, doesn’t stand in the same relation to regret as what is actually the case does to doubt. Grounds for regretting an action not done needn’t relate to a possibility that the action one in fact did was not what one ought to have done, all things considered. One may have reason for regret even though one is certain that one did what one ought to have done, all things considered. Indeed, the akrates fails altogether to do what he is certain he ought to do, all things considered, and does something else entirely, and for a reason. So, if there’s an analogue between probabilities and reasons for action, it should not imply correspondence between it being (certainly) the case that q and it being the case that it ought to be that q, al things considered. The claim of analogy between probabilities and reasons for action implies not this correspondence, but rather a correspondence between it being probable absolutely that q and it being the case that it ought to be that q, all things considered.
 It’s this correspondence that must obtain if the analogy is to be sustained. And it’s just the failure of the correspondence to obtain that led me to distinguish pro tanto from prima facie reasons.


But the distinction between prima facie and pro tanto reasons brings into question a further premise of Williams’ argument, that cognitivist ethical theories must project a structure appropriate to conflicts of belief onto moral conflicts in the sense than they must treat reasons for action as prima facie. Why should we accept this premise?


I’ve been arguing that conflicting reasons for action aren’t conflicting pieces of evidence about what ought to be done; they’re not prima facie reasons for belief about what ought to be done, but pro tanto reasons for action. Judgements about what ought to be one, al things considered, when values conflict, are not adequately accounted for as judgements based on evidence that which none is better, which subsumes all contrary evidence without remainder. If, as the cognitivist claims, we have beliefs about what ought to be done, all things considered (which I’ve suggested is some function of conflicting pro tanto reasons for action), then perhaps that can be prima facie reasons for belief about what ought to be done, al things considered. But there’s no need to explain reasons for action in terms of reasons for belief. Indeed, if there are reasons for belief about what ought to be done, then there must be reasons for action, for such belief to be about; there’s a sense in which the latter are more fundamental than the former, and can’t be explained in terms of them.


Consider two different ways to find out the answer to a question in a specialized discipline. One would be to master the discipline, do the necessary research, and arrive at an answer oneself. Another would be to consult a panel of experts in the discipline and pool their opinions about the matter. There is no problem with asserting that the se tow different ways of finding the answer exist, or that both are fairly reliable. One can have reasons for belief about the answer without oneself having immediate reasons for answering it one way or another, by believing that others have immediate reasons for answering it one way or another. But there have to be reasons for answering it one way or another I there are to be reasons for belief about the answer; the latter are ultimately parasitic on the former. Similarly, prima facie reasons for belief about what ought to be done are ultimately parasitic on pro tanto reasons for action.


None of these claims is inconsistent with cognitivism. There’s no reason to suppose that reason for action have to have the same structure as reasons for belief if we’re to have beliefs about reasons for action. It may be true that pro tanto reasons for action conflict while it is also true that there are truths about what there is pro tanto reason for and about what ought to be done when pro tanto reasons conflict. Indeed, truths about pro tanto reasons must reflect the fact that they conflict not in relation to the truth – which is just to say they don’t contradict one another – but rather as guides to action. It’s just this possibility that the distinction between prima facie and pro tanto reasons draws to our attention. Cognitivism doesn’t require a view of conflicting reasons for action as conflicting pieces of evidence for belief about what ought to be done.
 So, the fact that reasons for action do permit rational regret and akrasia, and thus don’t behave as if they were conflicting pieces of evidence for the truth of claims about what ought to be done, doesn’t support non-cognitivism.


Of course, may other considerations bear on the issue between cognitivism and non-cognitivism. In making this last point I’ve only been trying to establish that ethical cognitivism is compatible with existence of conflicts among pro tanto reasons for action, including ethical reasons.
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